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Abstract. In multisite diffusion MRI studies, different acquisition set-
tings can introduce a bias that may overshadow neurological differentia-
tions of the study population. A variety of both classical harmonization
methods such as histogram warping as well as deep learning methods
have been recently proposed to solve this problem and to enable un-
biased multisite studies. However, on our novel dataset—it consists of
acquisitions on the same scanner with the same acquisition parameters,
but different head coils—available methods were not sufficient for harmo-
nization. Nonetheless, solving the challenge of harmonizing this difficult
dataset is relevant for clinical scenarios. For example, a successful harmo-
nization algorithm would allow the continuation of a clinical study even
when the employed head coil changes during the course of the study.
Even though the differences induced by the change of the head coil are
small, they may lead to missed or false associations in clinical studies.
We propose a harmonization method based on known operator hybrid
3D convolutional neural networks. The employed neural network utilizes
a customized loss that includes diffusion tensor metrics directly into the
harmonization of raw diffusion MRI data. It succeeds a preliminary his-
togram warping harmonization step. The harmonization performance is
evaluated with diffusion tensor metrics, multi-shell microstructural esti-
mates, and perception metrics. We further compare the proposed method
to a previously published deep learning algorithm and standalone inten-
sity warping. We show that our approach successfully harmonizes the
novel dataset, and that it performs significantly better than the previ-
ously published algorithms.
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Large-scale group studies such as the Human Connectome Project or the
Alzheimer Disease Neuroimaging Initiative showcase the benefits of acquiring
data from a large number of individuals. However, a transfer of results on these
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datasets to local clinical data, where a different diffusion MRI (dMRI) scanner
is used, is difficult, as different scanners induce biases. For this reason, various
works have already addressed harmonization of inter-site biases, with the purpose
of aligning the diffusion signals between two scanner systems [17].

Recently, it has been shown that dMRI images, while being theoretically a
quantitative measure, are also biased if subjects are scanned on the same scanner,
but with different head coils and acquisition parameters [15]. In our study, we
have acquired diffusion data of 24 subjects on one scanner with two different head
coils. The two acquisitions were conducted with the same acquisition parameters
and in direct succession to reduce acquisition variety and to enable a high and
uniform image quality. The same scanner hard- and software and reconstruction
algorithms were used to narrow the acquisition bias down to the different head
coils. The resulting image differences are, thus, lower compared to what has
been found in previous harmonization studies, making the harmonization task
even more challenging. Even though, these differences cannot be ignored, as
they can still lead to misinterpretation of study results [15]. Further, a two head
coil scenario is indeed realistic in clinical studies. For example, a head coil may
break halfway through a study, or the typically used head coil may be to small for
individuals with a large skull. To successfully harmonize this dataset, we present
a novel method, a known operator hybrid 3D convolutional neural network, and
compare it to previous methods.

While this proposed method harmonizes raw diffusion-attenuated images, it
is of utmost importance to asses harmonization performance on derived para-
metric maps such as fractional anisotropy (FA) and mean diffusivity (MD)—
metrics typically used in dMRI based studies—, as well as on differences in fiber
direction, which influences derived structural connectivity metrics. Next to these
metrics, the harmonization quality is assessed with multi-shell microstructural
biomarkers and with deep learning based perceptual image similarity measure-
ment. The neurite orientation dispersion and density imaging (NODDI) tech-
nique [22] is used to estimate microstructural complexity and fiber direction. For
perceptual differences, the learned perceptual image patch similarity (LPIPS)
metric [23] is applied.

Related work The most straightforward way to match the distribution of
diffusion-attenuated signals across scan settings is the method of moments, i.e.,
matching the spherical mean and spherical variance of the two settings [8]. While
this method is very practical, it is also limited, as it cannot correct nonlinear
signal intensity distortions or locally varying signal drift. More degrees of free-
dom in harmonization are possible when using rotation invariant spherical har-
monic features for determining a voxel-wise matching of signals [12,5,11]. This
approach further ensures that the shape of the diffusion signal is changed, but
not its orientation. Other recent approaches to harmonization rely on deep learn-
ing algorithms [13] or sparse dictionaries [19]. A variety of these algorithms have
been evaluated in the multi-shell dMRI harmonization challenge [20]. In this
challenge, several algorithms showed promising results [14]. One example is the
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SHResNet [9], a spherical harmonics based deep residual network for harmo-
nization. This SHResNet is compared to the proposed method in this work. We
further use a standalone intensity warping technique termed MICA (Multisite
Image Harmonization by cumulative distribution function Alignment) [21] as
benchmark.

Contributions We introduce an approach that merges histogram warping with
a 3D convolutional neural network (CNN) and known operator learning [10]. As
global differences are removed by histogram warping in a first step, the CNN
used for the second step thus only needs to correct location- or diffusion gradient-
dependent effects. Further, while the harmonization procedure operates on the
raw diffusion-attenuated images, the inclusion of a fully differentiable diffusion
tensor fitting layer in the deep learning framework ensures a correct harmo-
nization of derived parametric maps. In contrast, previous approaches either
harmonize raw diffusion-attenuated images without taking account of the effect
on derived parametric maps, or harmonize only the derived parametric maps.
Lastly, a neural network discriminator is further employed to ensure that the
harmonization approach itself does not introduce any unwanted effect in the
data, e.g., that the harmonization performance is not achieved through denois-
ing. We provide comparisons of this method with a previous top-performing deep
learning method and with a standalone histogram warping approach.

1 Materials and methods

1.1 Image data and preprocessing

24 healthy subjects (male, 21-30 years) underwent MRI examinations on a 3-
Tesla Siemens Prisma MRI, both with a 20-channel and a 64-channel head coil.
The study was approved by the local ethics committee of the Medical Faculty of
the University of the RWTH Aachen (EK029/19) and conducted in accordance
with the standards of Good Clinical Practice and the Declaration of Helsinki.
The scanning protocol included a 3D T1-weighted image with the 64-channel
head coil as well as the same dMRI sequence for both head coils. The dMRI se-
quences consisted of 289 single acquisitions, with 90 diffusion directions each for
the b-values 1000, 2000 and 3000 s

mm2 as well as 19 b0 images. Further pulse se-
quence settings were as follows for the T1-scan: repetition time (TR) = 2,400ms,
echo time (TE) = 2.22ms, 176 slices with a slice thickness of 0.8mm, flip an-
gle = 8°, field of view (FoV) = 282mm, voxel size = 0.8mm isotropic, and 170
× 268mm matrix. The dMRI data was acquired using an echo planar imaging
sequence with TR = 4000ms, TE = 103.6ms, FoV = 213mm, 100 slices with a
slice thickness of 1.5mm, and voxel resolution = 1.5mm isotropic. The sequence
was acquired two times, once with anterior-posterior phase encoding, and once
with posterior-anterior phase encoding. Ensuring to reduce the acquisition va-
riety as much as possible, the same hardware setup was used and the scanner
software remained the same throughout the study.
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Fig. 1. The harmonization pipeline. The histogram warping removes global bi-
ases, while the neural network removes more fine-grained differences. The diffusion-
attenuated images, the tissue map and positional encoding are used as input for the
neural network. The loss is three-fold, with a standard regression loss, a adversarial
discriminator as well as a microstructure loss using a fully differentiable diffusion ten-
sor fitting layer. Image shows single-shell harmonization. Multi-shell harmonization is
performed through individual harmonization of each shell.

The dMRI images were preprocessed using FSL. Using TOPUP [1], EPI dis-
tortions were corrected by use of the reverse phase-encoded data. Eddy currents
were corrected with FSL Eddy [2] after BET brain-extraction on the b0 images
of the EPI distortions-corrected data. Using the ANTs CorticalThickness proce-
dure, the brain was extracted from the T1 image and white matter, deep gray
matter and cortical gray matter masks were generated.

From the preprocessed dMRI data, FA images were created and used for an
affine registration of the T1 image, and transformation of the brain segmenta-
tion to the dMRI space. The raw 20-channel head coil dMRI acquisitions were
transformed with nearest neighbor interpolation to the 64-channel head coil ac-
quisition by affine registration of the FA images. All registrations were carried out
using ANTs [3]. Finally, the diffusion orientations were matched across scanners
and subjects through the use of 8th order spherical harmonics, and the dMRI
images were divided by the mean b0 image to obtain diffusion-attenuated data.
The dataset is publicly available 4.

1.2 Methods

We propose a two-step dMRI harmonization method: First, a histogram warping
step removes global bias. Second, a patch-based 3D residual CNN, enhanced by
positional encoding and microstructure information, removes locally varying and
gradient-dependent bias. This harmonization pipeline is visualized in Figure 1.

For the histogram warping, the probability density function of intensities of
the input diffusion-attenuated data is adapted to the intensities of the target

4 https://www.lfb.rwth-aachen.de/download/hdd dataset
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data using a non-linear transformation. Specifically, by mapping of the sampled
intensities xi of all diffusion-attenuated images of all training subjects, the cu-
mulative distribution function (CDF) FI(x) of the input space is transformed to
the CDF FT(x) of the target space. As the sampled intensities may not be the
same in both distribution, FT(x) is linearly interpolated to match the discrete
data points in FI(x). The transformation of values of an unseen acquisition in
input space is then obtained according to this mapping. Sampled intensities are
again interpolated to match the discrete data points in FI(x). A similar intensity
warping technique termed MICA has been proposed for standalone harmoniza-
tion of structural MRI data [21].

The second step consists of a CNN that is optimized for the harmonization
task with a standard regression loss, as well as through diffusion tensor imaging
(DTI) and adversarial loss functions. The network structure is based on the U-
Net [18]. However, the bottleneck of this U-Net structure is composed of four
residual blocks as found in the ResNet [7]. The path between the input and these
residual blocks consists of two convolutional layers with subsequent instance
normalization and LeakyReLU activation functions (negative slope of s = 0.2).
The path between the residual blocks and the outputs is built of the same blocks,
with a further 1× 1× 1 convolution as a final layer. As the target data is closely
related to the input data, the neural network predicts only the difference between
the two. In other words, the original input image is added to the output of the
network (Figure 1).

Further, in order to include differences in FA and MD directly into the loss
function, we implemented the DTI fitting process [4] using singular value de-
composition, as described in [6], in PyTorch to benefit from the PyTorch reverse
automatic differentiation system [16]. It is hence possible to back-propagate the
difference in harmonized FA and MD and the target FA and MD back to the
CNN.

The discriminator network is built by four convolutional layers, each with
instance normalization and LeakyReLU activation functions. The architecture
is based on the discriminator presented by Zhu et al. [24]. In the four convo-
lutional layers, the number of feature maps is increased in two steps from the
initial number of diffusion directions to 128 and then to 256 directions, before
using a last convolutional layer with only one feature map as output. A sigmoid
activation function maps the output to the value range (0, 1). From this out-
put, a three-dimensional pooling layer is used in order to obtain a single output,
which is compared against the target (real or fake) during training.

In total, the generator is trained with a combination of four different loss
functions: raw regression loss, FA loss, MD loss, and discriminator loss. At the
beginning of the training process, they are scaled to an equal weighting. The
initial scaling is kept constant throughout the training.

Other neural network settings are as follows: An Adam optimizer with a
learning rate of 0.0001 is used. The patch size is 40 × 40 × 40, with patches
randomly cropped. Training is carried out on an Nvidia GeForce 2080 Ti GPU
in 600 epochs.



6 L. Weninger et al.

1.3 Comparison methods

We compare the proposed approach against the adapted MICAmethod as a stan-
dalone harmonization tool, and against the deep learning method SHResNet [9].
SHResNet is a spherical harmonics and spherical convolution based algorithm
for multi-shell diffusion harmonization that showed good performance in the
MUSHAC challenge [14]. While using a patch-based input, it outputs a single
voxel and not a 3D structure, and does not incorporate a fully differentiable DTI
fit or an adversarial discriminator for the loss function.

2 Results

To enable an assessment of the performance of our approach, we compared the
proposed approach to the SHResNet [9], the standalone MICA method and the
baseline difference between the two images. For evaluation, the 24 subjects were
randomly split into groups of four subjects for a six-fold cross validation. Cross-
validation splits were performed before application of the whole pipeline and
were kept consistent for each single step. For MICA and the proposed approach,
separate but identical harmonization pipelines were used for each of the three
diffusion shells (b=1000 s/mm2, b=2000 s/mm2, b=3000 s/mm2). The three harmo-
nized shells were merged for the final result.

Three different evaluations were carried out: (1) comparison of the single-
shell metrics used for training of the proposed neural network, raw diffusion-
attenuation and the DTI-metrics FA and MD, (2) differences in multi-shell mi-
crostructure modeling with NODDI, (3) perception-based similarity using the
LPIPS metric. For all evaluations, significance of superior results was tested with
the Wilcoxon signed-rank test on a per-subject basis against the best result of
either baseline or the second best approach, i.e., it was tested if a significant
number of subjects showed better harmonization results than with methods pre-
viously available.

First, raw diffusion-attenuated harmonization performance as well as DTI-
derived metrics were compared on a per-shell basis. The mean squared error
(MSE) of the diffusion-attenuated signal was evaluated individually for the three
different b-value shells. FA and MD maps were also generated individually for
each diffusion shell. These results can be seen in Table 1.

Our proposed method outperformed all other approaches on the three derived
metrics, and is the only evaluated method that outperformed the baseline on all
measurements. However, for the raw diffusion-attenuated errors, the SHResNet
approach achieved the best results. Exemplary harmonization results are visu-
alized in Figure 2.

Second, we fitted NODDI [22] to the complete multi-shell data, and used it
to quantify the intra head coil effects and the harmonization performance on
microstructural estimates. The MSE of the orientation dispersion index (ODI)
of neurites and the neurite density index (NDI) were derived for the different
approaches. Further, the effects on the fiber direction was compared through the
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Table 1. Difference between the two head coil acquisitions before and after harmo-
nization for the three b-value shells. Diffusion attenuation (raw data), FA, and MD
differences were measured in mean squared error (MSE). The best results are marked
in bold. Significantly (p<0.005) better results than the second best approach are fur-
ther labeled with an asterisk∗.

Before SHResNet MICA Proposed

Raw data b1000 (in 10-3) 9.39±0.79 5.82±0.49∗ 8.85±0.75 8.58±7.07

Raw data b2000 (in 10-3) 7.27±0.55 4.33±0.32∗ 6.82±0.52 6.62±0.50

Raw data b3000 (in 10-3) 6.18±0.49 3.71±0.32∗ 5.71±0.44 5.48±0.41

MD b1000 (in 10-9) 29.6±6.54 33.9±7.42 29.5±6.60 28.2±6.36∗

MD b2000 (in 10-9) 9.01±1.75 9.83±1.78 8.71±1.62 8.40±1.53∗

MD b3000 (in 10-9) 4.50±0.75 4.75±7.00 3.92±0.58 3.80±0.60∗

FA b1000 (in 10-3) 8.09±0.88 9.34±1.06 7.87±0.84 7.62±0.82∗

FA b2000 (in 10-3) 6.95±0.62 8.45±0.84 6.99±0.60 6.74±0.59∗

FA b3000 (in 10-3) 6.79±0.51 8.12±0.76 6.84±0.51 6.53±0.50∗

Table 2. Harmonization effects on multi-shell NODDI microstructural estimates. ODI:
orientation dispersion index, NDI: neurite density index. The differences between tar-
get image and original or harmonized image are given in MSE. The best results are
marked in bold. Significantly (p<0.005) better results than the second best approach
are further labeled with an asterisk∗.

Before SHResNet MICA Proposed

ODI (in 10-3) 0.852±0.17 1.008±0.18 0.874±0.17 0.845±0.17∗

NDI (in 10-3) 0.954±0.17 0.897±0.24 0.847±0.16 0.792±0.14∗

Fiber direction 0.235±0.031 0.237±0.025 0.235±0.031 0.231±0.30

mean orientation of the Watson distribution fitted to the neurite compartment.
These NODDI results are shown in Table 2. Our algorithm significantly improves
image similarities on both NDI and ODI (p<0.005), with effects especially pro-
nounced for the NDI. The similarity of the fiber orientations between the two
acquisitions is also improved, but the improvements remain non-significant.

Third, as simple signal smoothing already leads to improvements in most
signal comparison evaluations [14], we evaluated the raw diffusion-attenuated
image differences with a perception-based metric. The LPIPS metric was chosen,
as it closely matches human perception [23]. It was calculated individually over
all diffusion-attenuated images, and averaged over images and subjects. Our
proposed approach performs significantly better than the baseline and the two
comparison algorithms for all three b-value shells (Table 3). It should be noted,
that, due to lower signal intensities, the MSE errors on raw data, FA, and MD
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Fig. 2. Exemplary target and input image, together with the harmonization results
using the SHResNet method and our proposed method. The upper row shows a slice of
a raw diffusion-attenuated image (b2000), the middle row the derived FA values, and
the lower row the derived MD values.

decrease with increasing b-value (Table 1). Meanwhile, the LPIPS scores increase
with the b-value, indicating higher dissimilarities between the images for stronger
diffusion weightings.

In Figure 3, we visualize exemplary effects of the three different harmoniza-
tion approaches. In general, MICA and the proposed method generally distort
the signal much less than the SHResNet. By design, the MICA method does not
include location-dependent effects, and cannot smooth the signal. In contrast,
our proposed method includes a location-dependent effect. An example of this
effect is marked with green circles in the figure.



Harmonization of multi head coil diffusion MRI data 9

Table 3. Perception metrics on raw diffusion-attenuated data. LPIPS: Learned Per-
ceptual Image Patch Similarity. Lower scores denote more similar image patches. The
best results are marked in bold. Significantly (p<0.005) better results than the second
best approach are further labeled with an asterisk∗.

Before SHResNet MICA Proposed

LPIPS b1000 (in 10-2) 4.91±0.44 10.46±0.92 4.68±0.42 4.52±0.40∗

LPIPS b2000 (in 10-2) 6.87±0.58 15.41±1.29 6.70±0.57 6.46±0.54∗

LPIPS b3000 (in 10-2) 8.32±0.75 18.87±1.61 8.15±0.73 7.78±0.71∗

MICA Proposed SHResNet
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Fig. 3. Absolute values of changes made by the harmonization algorithm, maximum
intensity projection for one subject over all b=2000 s

mm2 acquisitions. Left: MICA.
Middle: The proposed method. Right: SHResNet approach. The green circles showcase
location-dependent effects: the area in the left circle shows much stronger harmoniza-
tion effects than the contralateral side.

3 Discussion and conclusion

The proposed harmonization method shows superior results compared to the
other methods for the DTI metrics FA and MD, for the NODDI microstructural
estimates, and for the perceptual similarity. Moreover, it is the only one of the
evaluated methods that consistently obtains better harmonization results than
the baseline. The DTI results are especially important as FA and MD maps
are the most used markers in dMRI based clinical studies. Furthermore, our
model enables an improvement of harmonized multi-shell microstructural esti-
mates and fiber direction, which reduces biases in tractography between raw and
harmonized data. The present improvements are, thus, crucial for an inclusion
of harmonization methods in practical applications.

However, compared to the SHResNet, our method under-performs on the raw
diffusion-attenuated data. This difference in performance on raw- and derived
metrics can be explained by smoothing effects of the different approaches. The
SHResNet strongly smoothes the output, which leads to superior MSE results
on the raw values. In contrast, by design, the MICA method does not allow any



10 L. Weninger et al.

smoothing of values. Similarly, the adversarial discriminator used in the training
of the CNN discourages smoothing effects of the neural network, as the output
images need to be indistinguishable from the real target images. Thus, if only
the MSE on the raw data is used as evaluation metric, an algorithm with strong
smoothing will lead to superficially superior performance. Nonetheless, such su-
perficially superior performance actually introduces further bias, as harmonized
images exhibit different properties (i.e., smoothing) than the target dataset, with
adverse consequences for diffusivity-derived metrics.

In the end, it remains unclear how optimal the final harmonization result
is. As test-retest data of the same subjects was not acquired, a lower bound
for the harmonization error is thus not obtainable. All improvements except
of the fiber direction were statistically significant. However, the magnitude of
improvements of the proposed harmonization method differs with the evaluation
metric. For example, a large improvement is achieved for NDI, whereas the
relative improvement over the baseline for the ODI metric is small. Further, as
the dataset contains only healthy young adults, it is impossible to compare the
magnitude of coil-dependent effects against the effect size of pathologies or group
differences.

In total, we presented a two-step hybrid known operator 3D CNN architecture
that is able to perform harmonization in a setting where the difference in the two
acquisition settings consisted only of mismatching head coils. On this dataset,
the harmonization performance was superior to previous methods especially on
derived metrics.
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