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ABSTRACT

Diffusion imaging is an MRI technique that captures the dif-
fusion process of water molecules in the human brain. A ma-
jor problem in diffusion imaging is the variability that arises
due to differences in employed hardware and acquisition pa-
rameters. In order to allow multi-centric studies, a harmo-
nization method that removes this acquisition-induced vari-
ability is necessary. In recent years, several methods for har-
monization have been presented. However, available methods
for harmonization of raw diffusion acquisitions often neces-
sitate paired data. Here, an approach based on cyclic neu-
ral networks, that does not necessarily require such paired
acquisitions, was developed. The proposed architecture can
be trained either without paired data, or with paired data,
as well as with a combination of both. A dataset from the
Human Connectome Project, containing 161 subjects which
were scanned on a 3T and a 7T MRI scanner was used for
training and evaluation of the proposed architecture and train-
ing scheme. While supervised training of the neural network
showed superior results compared to a completely unsuper-
vised approach, we demonstrate that (a) a completely unsu-
pervised harmonization is better than a naive approach to data
merging, and (b) harmonization based on unpaired data is al-
ready substantially improved when data of only a single sub-
ject acquired on both scanners is available.

Index Terms— Diffusion MRI, Unsupervised Learning,
Semisupervised Learning, Cyclic Networks, Harmonization

1. INTRODUCTION

Diffusion magnetic resonance imaging (dMRI) is a technique
that captures the diffusion process of water molecules in the
brain in order to gain insights into microarchitecture and con-
nectivity of the human brain. In clinical settings, dMRI is
used to detect vascular strokes, white matter disorders, and to
monitor and detect brain tumors. However, dMRI data has
significant variability between different sites, making it diffi-
cult to conduct multi-site studies. This variability is due to a
number of different reasons, including hardware, reconstruc-
tion algorithms and acquisition settings. Notably, these vari-
abilities can be in the same order of amplitude as biological
variabilities [1], which severely hampers clinical studies. For

a reliable joint analysis of dMRI data from different scanners
for multi-site studies, robust harmonization methods are, thus,
needed. Harmonization in this case aims to remove any vari-
ability due to the acquisition setting with statistical or math-
ematical methods, while retaining all biological variability.
Available methods for harmonization can be differentiated by
their harmonization target, which is either the raw diffusion
acquisition, or derived parametric maps, and by whether they
require paired or unpaired data. For harmonization of raw dif-
fusion acquisitions, different methods have been developed in
recent years, most of which have been independently eval-
uated during the Multi-shell Diffusion MRI Harmonization
Challenge in 2018 [2]. For example, a diffusion image harmo-
nization method that uses scale maps based on spherical basis
functions was proposed [3]. Other methods also rely on neu-
ral networks. Spherical Harmonization Networks were used
to harmonize across magnetic field strengths [4], a Spheri-
cal Harmonic Residual Network [5] was proposed, as well
as a Fully Convolutional Shuffling Network [6]. The results
of these proposed methods show high potential and good re-
sults in harmonizing diffusion images. However, paired data
is needed for the training process of these networks. For har-
monization of raw dMRI data without paired sets, only a few
approaches [7, 8] are available. Especially in clinical applica-
tions, i.e., multi-centric studies, paired data is not available, or
would induce unnecessary costs and efforts to acquire. When
no or few paired data is available – a setting normally en-
countered in practical scenarios – an unsupervised or partially
supervised harmonization method is necessary.

Here, a cyclic neural network architecture is presented
for harmonization of diffusion data from different scanners.
Cyclic networks are characterized by their ability to generate
images without the presence of any paired data. This makes
unsupervised learning possible, which greatly simplifies the
data requirements for a successful harmonization of dMRI
images from different sites. Any amount of paired data can,
however, be added to the training process, enabling different
training settings, whether completely unsupervised, partially
supervised, or completely supervised. For training and eval-
uation, data from the Human Connectome Project was em-
ployed, where data of 161 subjects with acquisitions on a 3T
and a 7T scanner are openly available.



2. MATERIAL AND METHODS

2.1. Data

In this work data from two different scanners, the 3T Siemens
Connectom Skyra (isotropic voxel size of 1.25 mm, three-
shell b=1000,2000,3000 s/mm2, 90 gradient directions per
shell) and the 7T Siemens Magnetom (isotropic voxel size of
1.05mm, two-shell b=1000,2000 s/mm2, 64 gradient direc-
tions per shell), as available from the Human Connectome
Project [9], were used. From this dataset, single shell data
with b=1000 s/mm2 was extracted. As paired data was nec-
essary for evaluation and for a comparison with supervised
training, the 7T data was individually registered to a matching
3T scan using affine transformations. The diffusion orienta-
tions were then matched to 64 directions across scanners
and subjects through the use of 6th order spherical harmon-
ics. Finally, the b=1000 s/mm2 acquisitions were divided
by the mean b=0 image. This resulted in directed diffusion-
attenuated images, i.e., the higher the value, the lower the
diffusivity along the specified direction. It is noteworthy that,
while all relevant information in diffusion imaging is avail-
able in these diffusion-attenuated images, the value range
naturally lies between 0 (infinitely fast diffusion) and 1 (no
diffusion) and is evenly distributed across the brain and diffu-
sion directions. These diffusion-attenuated images are, thus,
an ideal target for training a neural network with a sigmoid
output function. Previous approaches that used spherical har-
monics directly as output need to regress different coefficient
with diverging amplitudes and possible nonlinear effects on
diffusion metrics. Of 161 available subjects with both 3T and
7T data, 50 random subjects were used as training data, 25
for validation, and the remaining 86 as test dataset.

2.2. Methods

The goal of the developed methods was to learn mappings
between the two domains 3T and 7T, using the given dataset.
Image patches from the 3T and 7T scanner are denoted as
I3, and I7 respectively. The mappings were learned by two
generators G3 : 7T → 3T and G7 : 3T → 7T. Further-
more, two discriminators D3 and D7 were necessary for the
unsupervised training. For example, D3 is trained to distin-
guish if an input image is an original image I3 or a fake image
G3(I7). D7 works in an analogous way by discriminating be-
tween I7 and G7(I3). First, we describe the neural network
architectures and loss functions for the generators and the dis-
criminators, and then the training procedure is detailed.

2.2.1. Neural network architectures

The two generators were inspired by the U-Net [10] and
ResNet [11] architectures. As the output image strongly re-
sembles the input image, skip- and residual connections, as
well as normalization layers, were extensively used in order

to facilitate initial training of the network. The generator
networks were composed of one input layer, one hidden layer
and four ResNet blocks, two additional convolutional layers
after the ResNet blocks and the output layer (see Fig. 1).
In each ResNet block, two subsequent convolutional layers
were present. Their output was obtained by adding the output
of the second convolutional layer to the input of the block.
Throughout the network, instance normalization [12] was
employed to help generate images with a higher quality. Fur-
ther, the LeakyReLU activation function with a negative slope
of s = 0.2 was used as nonlinearity. Compared to the ReLU
nonlinearity, it prevents a perpetual forgetting of negative
activations. The output layer contained a sigmoid function
matching the output range for diffusion-attenuated images
from 0 to 1. Additionally, two skip connections directly after
the input and after the initial convolutional to the last layers
of the network were introduced to facilitate training and to
counteract blurring of the output images.

Conv3d(K:3,S:1,P:0)
In: n_dir,Out: 64
InstanceNorm3d
LeakyReLU(0.2)

Conv3d(K:3,S:1,P:1)
In: 128,Out: 64
InstanceNorm3d
LeakyReLU(0.2)

Conv3d(K:3,S:1,P:0)
In: 64+n_dir,Out: n_dir

Conv3d(K:3,S:1,P:1)
In: 64,Out:64
InstanceNorm3d
LeakyReLU(0.2)

Conv3d(K:3,S:1,P:1)
In: 64,Out:64
InstanceNorm3d
LeakyReLU(0.2)

4xResNetBlock

Fig. 1. The generator architecture for both the 3T to 7T map-
ping and the 7T to 3T mapping. ResNet blocks consist of two
convolutional layers with associated instance normalization
and LeakyReLU activation function. Dashed lines represent
skip-connections from the first layers to the last layers of the
network, while residual connections are present in the four
ResNet blocks. K: kernel size, S: stride, p: padding

The discriminator networks were built by four convolu-
tional layers, each with instance normalization and Leaky-
ReLU activation functions. The architecture was based on the
discriminator presented by Zhu et al. [13]. In the four con-
volutional layers, the number of feature maps was increased
in two steps from the initial number of diffusion directions to
128 and then to 256 directions. Finally, a last convolutional
layer with only one feature map was employed, from which
the output is mapped to the value range (0,1) with a sigmoid



activation function. From this output, a three-dimensional
pooling layer was used in order to obtain a single output,
which was compared to the target (real or fake) during train-
ing. Such a discriminator – using a pooling layer and not a
fully connected layer as the last layer – has fewer parameters
and can work on both image patches and whole images [14].

2.2.2. Loss Functions

For the two discriminators, the adversarial loss was calculated
as follows:

Ldisc3 = |D3(I3)− 1|L2 + |D3(G3(I7))|L2 (1)

Ldisc7 = |D7(I7)− 1|L2 + |D7(G7(I3))|L2. (2)

L2 denotes the squared error loss function, D3(I3) the out-
put of the 3T discriminator given a true image patch, and
D3(G3(I7)) the output given a generated image patch.

For the generator loss function, different partial cost func-
tions were combined in order to better capture non-linear re-
lationships. Further, the supervised part of the loss function, a
weighted squared error Lsup, was added when matching pairs
were available (for details see Section 2.2.3). The other, unsu-
pervised partial loss functions were the adversarial loss Ladv ,
as described in Eq. 3, the cycle consistency loss Lcyc (Eq. 6)
and the identity loss Lid (Eq. 12). These loss functions are
commonly used for CycleGANs [13].

Ladv = |D3(G3(I7))− 1|L2 + |D7(G7(I3))− 1|L2 (3)

Lcyc3 = |G3(G7(I3))− I3|L1 + αl2|G3(G7(I3))− I3|L2 (4)

Lcyc7 = |G7(G3(I7))− I7|L1 + αl2|G7(G3(I7))− I7|L2 (5)

Lcyc = 1/2(Lcyc3 + Lcyc7) (6)

Lsup3 = |G3(I7)− I3|L1 + αl2|G3(I7)− I3|L2 (7)

Lsup7 = |G7(I3)− I7|L1 + αl2|G7(I3)− I7|L2 (8)

Lsup = 1/2(Lsup3 + Lsup7) (9)

Lid3 = |G3(I3)− I3|L1 + αl2|G7(I7)− I7|L2 (10)

Lid7 = |G7(I7)− I7|L1 + αl2|G3(I3)− I3|L2 (11)

Lid = 1/2(Lid3 + Lid7) (12)

The complete unsupervised loss function was adjusted by
weighting factors:

Lgen = Ladv + γcyc · Lcyc + γid · Lid (13)

In all experiments, γcyc was set to 3, γid to 1.5. During su-
pervised training steps, the partial loss γsup ·Lsup was further
added with γsup set to 5.

2.2.3. Training Procedure

As it was not possible to train on whole-brain patches due to
memory constraints of the GPU, 10 random patches of the
size 40× 40× 40 voxels were extracted per subject. A batch

size of two was used, with the two patches per batch taken
from the same subject. The sequence of batches was deter-
mined such that, for the targeted supervision setting, match-
ing patches were available. For example, for a 2% supervision
setting (one subject out of the 50 subjects in the training set)
in every 50th step paired supervised images are found. Dur-
ing the other 49 out of 50 steps, only data of non-paired im-
ages and subjects was available to the network. With a fixed
number of patches and subjects, this resulted in a regularly
interleaved training with- and without supervision, accord-
ing to the predefined percentage of supervision. The semi-
supervised training was performed with different fractions of
paired data from 2% to 90%. Further, experiments with fully
supervised and fully unsupervised training were conducted.

The optimization for the partial trainings of the two gen-
erators and the two discriminators was performed using the
Adam Optimizer. Learning rate schedulers which reduce the
learning rate when a loss plateau is reached were further used
independently for the different generators and discriminators.
Although the Adam optimizer is able to adapt the learning
rate, it is helpful to use such a learning rate scheduler to adapt
the range in which the Adam optimizer operates. Initially, the
learning rate was set to 0.001, and subsequently reduced. For
regularization of the training, dropout was additionally used
in the ResNet blocks with a probability p = 0.5.

All implementations were done in PyTorch using PyTorch
Lightning. Training and inference were carried out on an
Nvidia RTX 2080 Ti GPU with 11 GB memory.

3. RESULTS

With a test set of 86 subjects, which were not included in the
training process, the trained generators were evaluated. The
mean square error (MSE) of the raw dMRI acquisitions, of the
mean diffusivity (MD) and of the fractional anisotropy (FA)
was chosen for evaluation. As a result of superior resolution
and signal-to-noise ratio, 7T MRI scanners can theoretically
acquire more biological details than 3T MRI scanners. As
our intent was to develop a harmonization method, and not a
prediction method for 7T structures, we evaluated all results
in the 3T domain.

The proposed cyclic network was trained in a completely
unsupervised fashion (without matching images) with com-
plete supervision (with matching images), as well as with
an interleaved combination of the two procedures (see Sec-
tion 2.2.3 for details). Further, a baseline was added for com-
parison. For the baseline, the same preprocessing steps, i.e.,
registration of paired data and resampling of diffusion direc-
tions (these steps lead to some smoothing and, thus, already
reduce the MSE error between the two datasets), were applied
to all subjects. It was then naively assumed that the 7T data
equals the 3T data. This baseline and all results can be seen
in Table 1.

While it can be seen that a completely supervised train-



Table 1. The results of supervised, unsupervised, and mixed
training in the 3T domain, in mean squared error between tar-
get and harmonized data. For the unsupervised setting, no
matching images were available to the network. x% supervi-
sion designates the number of subjects from which matching
images are available during training. Since the training set
consists of 50 subjects, a 2% supervision means that images
of one single subject were available for supervised training.

Training Raw (in 10-3) FA (in 10-3) MD (in 10-8)

Baseline 1.25±0.51 0.82±0.32 0.58± 0.47
Unsupervised 0.95±0.39 0.71±0.29 0.53± 0.44
2% sup. 0.85±0.40 0.68±0.29 0.49± 0.44
4% sup. 0.83±0.38 0.68±0.29 0.49± 0.44
10% sup. 0.81±0.39 0.67±0.29 0.47± 0.44
20% sup. 0.79±0.38 0.67±0.30 0.47± 0.44
30% sup. 0.76±0.37 0.66±0.29 0.44± 0.44
50% sup. 0.74±0.38 0.65±0.29 0.42± 0.44
80% sup. 0.72±0.38 0.64±0.30 0.41± 0.42
Supervised 0.68±0.35 0.63±0.30 0.38± 0.42

ing setting provides superior results compared to an unsuper-
vised setting, even the unsupervised setting clearly improves
the baseline. Furthermore, even a slight interleaved supervi-
sion during an unsupervised training procedure improves per-
formance. Using only a single subject with paired images, the
MSE on the raw dMRI data improved from 0.95 to 0.85. FA
and MD values similarly gained from such a slight interleaved
supervision.

In Fig. 2, exemplary results are shown. A raw dMRI slice,
as well as FA and MD images in the 3T domain, are visual-
ized, next to the errors of the baseline, and the output of the
two networks that were trained with- and without direct su-
pervision.

4. DISCUSSION

The goal of this work was to investigate whether it is possi-
ble to harmonize dMRI data across magnetic field strengths
with no, or few, paired acquisitions. A significantly improved
match for the raw dMRI acquisitions, as well as for the MD
and FA maps, compared to the baseline was achieved even for
training without direct supervision. However, the completely
supervised setting showed the best results. Nevertheless, a 2%
supervision (or only one paired subject out of 50) achieved
substantially better result than the completely unsupervised
method. While the methodology improves with more super-
vision, it can be stated that already some supervision leads to
good results. As a few traveling subjects are, indeed, feasible
in practical scenarios, this constitutes an important step to-
wards an application of dMRI harmonization in clinical stud-
ies. However, it is unknown how this deep learning approach
will generalize to actual multi-centric datasets, which may

Fig. 2. A slice of a raw dMRI scan, FA and MD maps of
a 3T acquisition, and the prediction errors of using different
approaches. An area with distinct differences between the
approaches is marked in red.

contain a broader biological variety of human brain microar-
chitecture than encountered in the HCP dataset, which com-
prises only healthy young adults. Most importantly, it is yet
untested as to whether the proposed method may attenuate, or
even remove, disease-specific differences. Thus, the method
must be evaluated with a variety of diseases in the future. Fur-
ther, the harmonization results on the raw diffusion attenua-
tion appear better than those on derived parametric maps. To
further improve this harmonization method, novel loss func-
tions ought to be considered that discriminate not only on dif-
fusion attenuation, but also on derived measures such as FA
and MD maps.

5. CONCLUSION

In this paper, we proposed a network architecture and train-
ing scheme for unsupervised and partially supervised harmo-
nization of dMRI acquisitions. The approach was validated
using open access data from two scanners with different field
strengths. While a completely supervised training remained
superior compared to an unsupervised approach, it is often
not possible to acquire sufficient data to use such an approach
in actual studies. We showed that even a completely unsu-
pervised approach for harmonization of raw diffusion images
is better than naive data merging. In addition, even a single
traveling participant that was scanned on both scanners sub-
stantially improves training of neural network for harmoniza-
tion, a setting that is, indeed, feasible and cost-efficient for
multi-centric studies.
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