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Abstract. Training deep learning networks is very data intensive. Especially in
fields with a very limited number of annotated datasets, such as diffusion MRI, it
is of great importance to develop approaches that can cope with a limited amount
of data. It was previously shown that transfer learning can lead to better results
and more stable training in various medical applications. However, the use of
off-the-shelf transfer learning tools in high angular resolution diffusion MRI is
not straightforward, as such 3D approaches are commonly designed for scalar
data. Here, an extension of self-supervised pretraining to diffusion MRI data
is presented, and enhanced with a modality-specific procedure, where artifacts
encountered in diffusion MRI need to be removed. We pretrained on publicly
available data from the Human Connectome Project and evaluated the success
on data from a local hospital with three modality-related experiments: segmenta-
tion of brain microstructure, detection of fiber crossings, and regression of nerve
fiber spatial orientation. The results were compared against a setting without pre-
training, and against classical autoencoder pretraining. We find that it is possible
to achieve both improved metrics and a more stable training with the proposed
diffusion MRI specific pretraining procedure.

1 Introduction

Magnetic Resonance Imaging is used to obtain insights into the anatomy and the phys-
iological processes of the body. Specifically, high angular diffusion MRI (dMRI) can
reveal microscopic details about brain tissue architecture. This procedure allows to sep-
arate brain components, detect diseases and study white matter connectivity [1]. These
technical advances have become indispensable in medicine and are therefore of great
importance for research and clinical applications.

However, analysis of a three-dimensional image is time-consuming and tedious
for trained medical professionals. Computer-aided methods can speed up this process
and provide results fast and with high quality even for large datasets. Artificial neural
networks are particularly suited to recognize the underlying structures and have achieved
outstanding results in recent years. However, in order to train neural networks for specific
applications, the training data needs to be annotated, a task which often demands domain
expert knowledge. Thus, such annotated data is only available to a limited extent. It is
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hence beneficial to develop methods that obtain optimal and generalizable results from
small amounts of annotated data. Pretraining already led to improved results on datasets
of various imaging modalities [2], [3]. In dMRI, pretraining was heretofore carried out
by training the network two times for the exact same task, first on an auxiliary dataset,
and then fine-tuning on the target dataset [4].

We propose a self-supervised domain-specific pretraining approach for dMRI data
that uses an auxiliary dataset but does not rely on annotated data. A publicly available
high-resolution dRMI dataset from the Human Connectome Project (HCP) [5] was used
for pretraining, and lower quality data from a local hospital for the target applications.
First, the HCP data was spatially downsampled and interpolated in q-space to the
resolution of the local data (see Section 2.1). Then, the HCP dataset was artificially
distorted with diffusion-MRI specific artifacts, namely eddy current, ghosting, motion
and biasfield simulations, and Gaussian noise (Section 2.3). A U-Net [6] was trained to
remove these artifacts from the dataset (Section 2.2). This pretrained U-Net was finally
re-trained on the local dataset for three different domain typical applications: brain
microstructure segmentation, detection of fiber crossings, and fiber direction estimation
(Section 2.4). This pretraining scheme was evaluated against a random initialization of
neural network weights and against autoencoder pretraining (Section 3).

2 Materials and methods

2.1 Data

The actual dataset of interest comprises 28 healthy subjects from the hospital Univer-
sity Hospital Aachen. All subjects have given written informed consent prior to study
enrolment. The study was approved by the local ethics committee (EC 294/15). Each
dataset consists of a T1 and a dMRI scan. The dMRI images were acquired on a Siemens
3T Prisma scanner with 64 single-shell gradient directions (b-value = 1000 s

mm2 , same
gradient directions for every acquisition, one b0 acquisition), TE=81 ms, TR=6300 ms,
anterior-posterior phase encoding, and an isotropic voxel size of 2.4 mm. For all ex-
periments, the 64 gradient direction acquisitions were divided by the b0 acquisition,
resulting in directed diffusion-attenuated images with values between 0 and 1. For each
experiment, this dataset was randomly divided into 15 train, 5 validation and 8 test
subjects.

The pretraining was conducted with a dataset from the HCP [5], which provides
high-resolution multi-shell 3T dMRI data. Three spherical shells (b=1000, 2000 and
3000 s

mm2 ) with 90 gradient directions each were acquired in an isotropic resolution of
1.25 mm (for more details on acquisition parameters see Ref. [5]). From this database, the
first 50 subjects of the 100 unrelated subjects release were selected, which were divided
into 45 train and 5 validation subjects. To make the data comparable to the clinical
data, only the b=1000 s

mm2 shell was selected. This data was spatially downsampled to
an isotropic voxel size of 2.4 mm, and the gradient directions were interpolated to the
directions of the local data by using 8th order spherical harmonics.
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2.2 Network architecture and training details

For all experiments, a network structure following the U-Net architecture [6] in a 3D
version with 64 input channels was used. The number of feature maps was reduced to 16
in the first 3×3 convolution, and then doubled in each of the following two downsampling
steps. The contracting and the expansive path thus consisted of three steps. All trainings
were carried out with an ADAM optimizer and a learning rate of 0.001 on an Nvidia RTX
2080 Ti GPU. When switching from pretraining to the final application, only the output
layer was exchanged an re-initialized, using an appropriate amount of outputs depending
on the experiment. All experiments were implemented using PyTorch Lightning, the
code is available under www.github.com/JarekE/PretrainingForDiffusionMRI.

2.3 Diffusion-MRI specific pretraining procedure

For pretraining on the HCP dataset, a self-supervised procedure was implemented,
where the U-Net is trained to remove diffusion-MRI specific artifacts. For this purpose,
we artificially modified the input images by randomly selected distortions (motion,
ghosting, bias field and Gaussian noise) as implemented in TorchIO [7] (number of
ghosting artifacts = 2, otherwise default parameters), and to eddy current distortion
simulations [8] with random stretching factors between 0.9 and 1.1 in direction of the
phase encoding of the clinical data (Fig. 1). These distortions appear more often and
with stronger intensities in acquisitions of everyday clinical practice (i.e. also in our
local dataset) than in the HCP dataset, as hospital data are acquired under stricter time
constraints. Thus, pretraining to recognize and remove those artifacts on an auxiliary
dataset should lead to better and more robust results during the final applications on
the local dataset. To test this hypothesis, a second vanilla autoencoder pretraining was
carried out. Here, the input images needed to be reproduced by the network without any
previously applied distortions.

Input Data Output Data
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Fig. 1. (a) Schematic structure of pretraining using diffusion MRI specific distortions. (b) A slice
of an exemplary input image. (c) Three exemplary distorted images of the input slice. Training
and distortions were carried out in 3D.
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2.4 Experiments for evaluation

Three experiments that relate to different fundamental use cases of dMRI and form a
comprehensive basis for evaluating the effects of pretraining were performed on the
local dataset. They comprise a segmentation, a classification, and a regression task. The
differently pretrained models were retrained to reproduce a groundtruth generated with
classical methods as described below.

Segmentation. To create a tissue map, the accompanying T1 image was segmented
into white matter, gray matter, and cerebrospinal fluid with FSL Fast [9]. It was then
transformed to the individual diffusion space through an affine registration of the T1 and
the diffusion image. The neural networks were then trained to determine the segmentation
map from the dMRI data.

Fiber direction. Using Constrained Spherical Deconvolution [0], the fiber orientation
distribution function (fODF) of white matter was obtained. For this purpose, the response
function of a single fiber was estimated, and the diffusion signal was deconvolved to
obtain the fODF. Then, the largest peak from this fODF was extracted for all white
matter voxels, its orientation mapped to a hemisphere, the polar and azimuthal angle
were determined, and normalized to values between 0 and 1.

Fiber crossings. To obtain a crossing fiber groundtruth, the same fODF estimation
as for the fiber direction was used. From the fODF, the number of peaks in white
matter voxels was determined, whereby a local maximum must have had at least half the
amplitude of the largest peak and be separated by more than 25◦ from other peaks to be
considered a separate fiber bundle. The maximum number of fiber tracts per voxel was
set to three.

3 Results

With regard to the paucity of training data, two aspects were evaluated: The impact of
pretraining on prediction accuracy, and on possible overfitting on training data, which
can quickly occur when a small number of training samples is used.

Training the U-Net for identifying a fiber direction, overfitting behavior was ob-
served. This overfitting effect was strongest if pretraining is omitted, whereas signifi-
cantly less overfitting was observed when autoencoder pretraining was used (Fig. 2(a)).
Thus, a more consistent and sustainable learning success was achieved with pretraining.
For the segmentation and fiber crossing tasks, no overfitting was observed, independent
of pretraining.

When evaluating final performance on the test set, task-specific scores — multiclass
F1 score for segmentation, accuracy for detection of fiber crossings, mean squared error
for fiber direction — were utilized. The final scores were determined with four different
training runs, each with eight test images. Random initialization of the network was
outperformed by the proposed pretraining in all experiments (Fig. 2(b)). For segmen-
tation, the improvement was 1.4% (one-sided paired sample t-test: p<0.005), for fiber
crossings 0.3% (p<0.05) and 0.67% for the fiber direction (p<0.05). However, vanilla
autoencoder pretraining outperformed the proposed approach in the fiber direction task.
Thus, while pretraining on the auxiliary dataset was beneficial in every task, adding the
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Fig. 2. (a) Validation loss of the three experiments, 300 epochs, averaged over four training
runs. After the initial phase characterized by rapid improvements, the segmentation (left) and
classification (middle) experiments showed stable learning behavior, with slightly better validation
scores for pretraining. In the regression problem (right), less overfitting behavior was obtained
by pretraining. (b) Test set results for the segmentation task (F1-score), the number of peaks
(accuracy) and for the direction of the largest peak (mean squared error, inverted scale). For the
segmentation and the number of peaks, pretraining of the neural network with distortions showed
the best results, for the direction the setting with classic autoencoder pretraining had the smallest
error.

domain-specific distortions to the pretraining improved the final score only in two of
three experiments.

4 Discussion

We have shown that — if domain-specific distortions are used — self-supervised pre-
training on auxiliary data stabilizes the training process and improves performance of
deep learning in dMRI tasks. However, the magnitude of the pretraining effect is depen-
dent on the specific task. Of particular interest is the disparate behavior of the regression
problem in relation to the other two experiments, where vanilla autoencoder pretrain-
ing on the auxiliary data outperformed the proposed diffusion-MRI specific pretraining
scheme. An explanation of this effect could be that pretraining without distortions pro-
vides a basis for the network to learn detailed structures, making it possible to avoid
overfitting and to achieve improvements in a noise-prone task such as regression of the
fiber direction. In contrast, the U-Net was able to achieve good results in the other exper-
iments even without pretraining. Here, understanding and correcting possible distortions
is more important for further improvements.

In this paper, a self-supervised pretraining scheme for deep learning on diffusion MRI
was proposed. Given the focus on the benefit of pretraining, reported absolute values need
to be taken with a grain of salt. Choices of network architecture and optimizer parameters
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were equally set for all experiments to reasonable default parameters. While this choice
makes the different pretraining approaches comparable, a computationally expensive
exhaustive hyperparameter search could have led to better absolute results. Further, the
application of the pretrained network to further datasets is not straightforward: As the
number of input features of the network depends on the diffusion acquisition scheme, the
network cannot be directly applied to other diffusion acquisitions. Instead, the number
and directionality of diffusion weighted images of auxiliary and main dataset need to
be matched before pretraining.A q-space interpolation of the auxiliary dataset, and even
of the main dataset, if different acquisitions have different acquisition directions, would
thus be necessary.

Acknowledgements

This work was funded by the Deutsche Forschungsgemeinschaft (DFG, German Re-
search Foundation) – grant 269953372/GRK2150 and grant ME 3737/19-1.

References

1. Descoteaux M. High Angular Resolution Diffusion Imaging (HARDI). Wiley Encyclopedia
of Electrical and Electronics Engineering. American Cancer Society, 2015, pp. 1–25.

2. Zhou Z, Sodha V, Pang J, Gotway MB, Liang J. Models Genesis. Med Image Anal 67 (2021),
p. 101840.

3. Taleb A, Loetzsch W, Danz N, Severin J, Gaertner T, Bergner B et al. 3D Self-Supervised
Methods for Medical Imaging. NeurIPS. Vol. 33. Curran Associates, Inc., 2020, pp. 18158–
18172.

4. Li Y, Qin Y, Liu Z, Ye C. Pretraining Improves Deep Learning Based Tissue Microstructure
Estimation. MICCAI CDMRI. Springer, 2021, pp. 173–185.

5. van Essen DC, Smith SM, Barch DM, Behrens TEJ, Yacoub E, Ugurbil K. The WU-Minn
Human Connectome Project: an overview. NeuroImage 80 (2013), pp. 62–79.

6. Ronneberger O, Fischer P, Brox T. U-Net: Convolutional Networks for Biomedical Image
Segmentation. MICCAI. Springer, 2015, pp. 234–241.

7. Pérez-García F, Sparks R, Ourselin S. TorchIO: A Python library for efficient loading, pre-
processing, augmentation and patch-based sampling of medical images in deep learning.
Computer Methods and Programs in Biomedicine 208 (2021), p. 106236.

8. Andersson JL. Chapter 4 - Geometric Distortions in Diffusion MRI. Diffusion MRI (Second
Edition). Ed. by Johansen-Berg H, Behrens TE. Second Edition. Academic Press, 2014, pp. 63–
85.

9. Zhang Y, Brady M, Smith S. Segmentation of brain MR images through a hidden Markov
random field model and the expectation-maximization algorithm. IEEE Trans Med Imaging
20.1 (2001), pp. 45–57.

0. Tournier JD, Calamante F, Connelly A. Robust determination of the fibre orientation distri-
bution in diffusion MRI: Non-negativity constrained super-resolved spherical deconvolution.
NeuroImage 35.4 (2007), pp. 1459–1472.


