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Abstract. Accurate and reproducible detection of a brain tumor and
segmentation of its sub-regions has high relevance in clinical trials and
practice. Numerous recent publications have shown that deep learning
algorithms are well suited for this application. However, fully supervised
methods require a large amount of annotated training data. To obtain
such data, time-consuming expert annotations are necessary. Further-
more, the enhancing core appears to be the most challenging to seg-
ment among the different sub-regions. Therefore, we propose a novel and
straightforward method to improve brain tumor segmentation by joint
learning of three related tasks with a partly shared architecture. Next to
the tumor segmentation, image reconstruction and detection of enhanc-
ing tumor are learned simultaneously using a shared encoder. Meanwhile,
different decoders are used for the different tasks, allowing for arbitrary
switching of the loss function. In effect, this means that the architecture
can partly learn on data without annotations by using only the autoen-
coder part. This makes it possible to train on bigger, but unannotated
datasets, as only the segmenting decoder needs to be fine-tuned solely
on annotated images. The second auxiliary task, detecting the presence
of enhancing tumor tissue, is intended to provide a focus of the network
on this area, and provides further information for postprocessing. The
final prediction on the BraTS validation data using our method gives
Dice scores of 0.89, 0.79 and 0.75 for the whole tumor, tumor core and
the enhancing tumor region, respectively.
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1 Introduction

Automatic brain tumor segmentation can provide massive support in clinical tri-
als and practices, as manual annotation of 3D brain MRI images needs trained
personnel and is very labor intensive. For example, a recent study using a deep
learning tumor segmentation algorithm was carried out by Kickingereder et
al. [9], showcasing the clinical relevance of this task.
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However, a high variety of segmentation algorithms exist, and different in-
dependent studies do not allow for direct comparisons of different algorithms.
To address this need, the BraTS Challenge was launched [11]. It focuses on
comparing the performance of automated segmentation algorithms on multi-
institutional, pre-operative MRI scans. Next to this task, participants are asked
to determine patient survival automatically.

In 2012, the BraTS Challenge appeared for the first time in conjunction with
the International Conference Medical Image Computing and Computer Assisted
Interventions (MICCAI). Since then, this challenge has yearly hold a worldwide
competition of novel methods for automatic segmentation of brain tumors. Over
50 competitors participated in the BraTS Challenge in 2018.

A manually annotated training data set [3] is provided to the participants,
while segmentations of a validation- and test data set remain unseen for the
participants. Finally, the participants are ranked based on the the quality of
their predicted segmentations, which are compared to a manually annotated
ground truth.

Motivated by the recent success of deep learning neural networks on different
image segmentation tasks and the promising results from the BraTS challenge
in the last few years, we present a novel method that seeks to improve the
segmentation by multi-task learning and including unlabeled data.

2 Related Work

Extensive research has been presented in the field of brain tumor segmentation.
In recent years, most publications rely on encoder-decoder type deep learning
models. These types of models also performed best in the BraTS challenges of
the last two years [4].

The best performing submissions of the BraTS challenge 2017 include the
work of Kamnitsas et al. [8], which won the first place with an ensemble method,
and the work of Wang et al. [17], who achieved the second place with a cascaded
anisotropic architecture.

In 2018, Lachinov et al. [10] also employed a cascaded 3D U-Net architecture
for the BraTS challenge. Within the cascaded structure, they implemented a
multiple encoders U-Net architecture, which trained each encoder for one MRI
modality. Comparing their results to the standard U-Net, they had significantly
better predictions for the tumor core region, while the improvements for the
whole tumor and enhancing tumor region are marginal. Finally, Sherman [16]
demonstrated that training the V-Net architecture as proposed by Milletari et
al. [12] with a multi-class Dice loss could achieve competitive Dice scores.

However, compared to the winners of the BraTS challenge 2017, the best
performing teams of the BraTS challenge 2018 employed less complex architec-
tures, which still outperformed previously proposed approaches. The first place
went to Myronenko [14], who employed a customized encoder-decoder structure
with an asymmetrically large encoder to extract deep image features. A varia-
tional autoencoder branch was also added to the overall architecture in order to
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regularize the shared encoder. The second place went to Isensee et al. [7] with a
plain 3D U-Net.

A multi-task learning approach for weakly annotated data was presented Mly-
narski et al. [13] in 2018. The network was jointly trained for segmentation and
classification tasks with weakly-annotated 2-D images and voxelwise annotated
3D MRI scans. It was shown that such this multi-task approach could provide
significant improvements over a segmentation-only network. In their system the
segmentation network was trained on voxelwise annotations while the classifi-
cation sub-network learned a simple tumor detection score. The two networks
shared parameters. A combined loss function for training took both the perfectly
annotated volumes as well as the weakly annotated images into account.

3 Data Set

Deep learning algorithms learn the features and the properties of the data set.
Therefore, the quantity and quality of the training data set is very important
for the performance of the algorithm.

The BraTS challenge 2019 training data consists of 335 annotated multi-
modal MRI scans of glioma patients, comprising 259 glioblastoma patients and
76 lower-grade glioma patients. As our method can leverage unlabeled data for
training, we include the BraTS 2018 test data and the BraTS 2019 validation
data as unlabeled data. The BraTS data originate from 19 different institu-
tions worldwide that use various MRI scanners [1, 2]. All the available multi-
modal MRI scans were pre-operative and uniformly pre-processed, for instance
co-registered to the same anatomical template, interpolated to the same reso-
lution (1mm3), and skull-stripped. For each brain tumor patient, four different
MRI sequences are available, from which precise information about the location,
size, shape, and the sub-regions of the glioma can be extracted. T1, T2, FLAIR
and a contrast-agent enhanced T1 image (T1GD) are available.

The ground truth labels have been annotated by more than one expert into
three glioma sub-regions, and examined by experienced neuroradiologists. The
three sub-regions are the enhancing tumor region (ET), visible in T1Gd, the
necrotic and non-enhancing tumor core (NET) region with increased brightness
as visualized by T2 weighted images, and the peritumoral edema (ED), which is
typically hyperintense in the FLAIR image.

4 Methods

4.1 Preprocessing

Since the output of MRI scanners is not quantitative, and the BraTS data set
originates from different institutions using various scanners, further preprocess-
ing of the data is necessary for intensity normalization. Z-score normalization is
chosen, which linearly scales the input images. Thus, it keeps the relative tis-
sue contrast constant even for unusually high or low intensities. With z-score
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normalization, each MRI scan is subtracted by its mean µ and divided by its
standard deviation σ individually.

Due to the increasing depth of the network, the image size for the input
needs to be adjusted as a trade-off. This motivates a patch-based training with
sequentially extracted patches of the dimension 128 × 128 × 128. Before the
patches are generated, each MRI scan is cropped to the brain mask, i.e. all
voxels outside the mask are discarded such that only the brain region is left.

Fig. 1: Preprocessing of a T2 slice: Original data, cropped, z-score normalized,
extracted patch (from left to right).

4.2 Multi-Task Learning based Segmentation

A multi-task learning (MTL) network needs to minimize a sum of several differ-
ently weighted loss functions. This leveraging process during the training pre-
vents the trained network from overfitting on the one hand, and, on the other
hand, encourages the network to focus on features that are important for all
tasks. Incorporating similar but unlabeled data into the training data set, as
well as determining the presence or absence of the enhancing tumor region, are
to a certain extent related to the original segmentation task. Overall, the multi-
task loss

LMTL = w1 · LL2 + w2 · LKL + w3 · Lclass + w4 · Ldice

with fixed weights wk, variational autoencoder losses LL2 and LKL, classifica-
tion loss Lclass, and segmentation loss Ldice is employed. An overview over the
network is given in Figure 2, and the different branches are specified in the
respective sections.

Segmentation For the classical deep learning segmentation task, a 3D U-Net [6]
with a depth of 4 is employed. The first layer consists of 28 feature maps. Com-
pared to the original U-Net, normalization layers are replaced by group-norm
layers and LeakyRelu is used for all activation functions. A multi-class Dice
loss [12] was chosen as segmentation loss.
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Fig. 2: Semi-supervised segmentation network architecture. ET: Enhancing,
NET: Non-Enhancing

Autoencoder reconstruction Using an autoencoding branch as auxiliary task
in brain tumor segmentation was introduced by Myronenko [14] in the BraTS
challenge 2018, where it was used for regularizing effects during training. How-
ever, an autoencoding branch provides further possibilities: training the network
jointly with labeled and unlabeled data to make the network more robust against
scanner variations. Baur et al. [5] experimented with different network architec-
tures for unsupervised brain tumor segmentation, and demonstrated that fully
convolutional variational autoencoder produces better results than their densely
connected counterpart. Thus, a FCVAE architecture was chosen for this auxiliary
task. The internal construction of the utilized FCVAE is listed in Table 1.

Table 1: Architecture of the decoder part for the FCVAE: GN stands for group
normalization with a group size of four; UpLin is 3D trilinear upsampling.

Name Operations Input Output Kernel Padding Repeat

DownStage3 Conv3D 244 100 × 163 1 no 0
Mean µ Conv3D 100 50 × 163 1 no 0
Std σ Conv3D 100 50 × 83 1 no 0
Sample Conv3D 50 100 × 163 1 no 0
DC4 GN+ReLu+Conv3D 100 224 × 163 3 yes 1
Up3 Conv3D+UpLin 224 224 × 323 1 no 0
DC3 GN+ReLu+Conv3D 224 112 × 323 3 yes 1
Up2 Conv3D+UpLin 112 112 × 643 1 no 0
DC2 GN+ReLu+Conv3D 112 56 × 1283 3 yes 1
Up1 Conv3D+UpLin 56 56 × 1283 1 no 0
DC1 GN+ReLu+Conv3D 56 28 × 1283 3 yes 1
VAEOut Conv3D 28 4 × 1283 1 no 0
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Enhancing Tumor Detection We found that the mean Dice score of the en-
hancing tumor region is strongly affected by outliers. These outliers were mainly
due to falsely detected enhancing tumor voxels for cases with no or a very small
enhancing tumor region. For a more accurate segmentation and correction in the
absence of enhancing tissue, a classification branch was added to the segmenta-
tion network. This classification network learns to distinguish whether the given
input contains an enhancing tumor region.

The internal construction of the developed classification branch is listed in
Table 2. The bottleneck region is first connected to two further convolutional
layers, followed by two fully connected layers. Furthermore, a dropout layer
(p=0.5) is incorporated in order to prevent the network from overfitting.

Table 2: Architecture of the classification network after the bottleneck region.

Name Operations Input Output

Bottleneck Conv3D 448 × 83 256 × 83

Reduced Conv3D 256 × 83 128 × 83

Dense1 Linear 128 × 83 32
Dropout - - -
Dense2 Linear 32 2
Softmax - - -

Training Procedure A stratified five-fold cross-validation is used on the train-
ing dataset, i.e., five different networks are trained on equally sampled subsets of
the data. Supervised and unsupervised examples are selected in random order.
Evaluating different training hyperparameters, the following were chosen: Batch
size=2, learning rate=0.0001, weight decay = 0.00001. During training, no data
augmentation was used. The different loss functions were weighted as follows:

LMTL = 0.1 · LL2 + 0.1 · LKL + 0.1 · Lclass + 1 · Ldice

Our contribution to the BraTS challenge was implemented using pyTorch [15].
Training and prediction is carried out on two Nvidia 1080 Ti GPUs, each with
a memory size of 11 Gb.

Inference During inference, the reconstruction part of the segmenter is deacti-
vated. Meanwhile, the output of the classification network is saved, and used for
correction of the segmentation result. If the classification network has identified
an absence of enhancing tumor in the image and in addition none or only a
marginal amount of enhancing voxels are detected using a threshold, all enhanc-
ing areas in the segmentation map will be suppressed.

Test-time augmentation is employed for both, the segmentation and the clas-
sification task. For this, the input images are mirrored with respect to each axis
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and the resulting predictions are averaged in order to obtain the final segmen-
tation.

4.3 Survival Prediction

In the BraTS challenge 2018, we participated with a linear regression on patient-
age only [19] for the survival prediction task. This basic approach won the third
place in the challenge. Subsequently, a study was published that shows that
radiomic features do well in predicting survival of brain tumor patients if the
tumor is not totally resected, but are unreliable for gross total resection (GTR)
patients [18]. Thus, we did not change our approach and submitted a linear
regression on patient-age, based on GTR patients only.

5 Results

5.1 Segmentation

For the BraTS training dataset, we provide the results of the five-fold cross
validation, i.e. the five different networks predict the subset that was excluded
during training. The final prediction on the BraTS validation dataset is obtained
by a majority vote of all independent predictions. The scores can be seen in
Table 3, and were taken from the online submission system. Our results varied
strongly depending on the patient.

(a) Exemple: good segmentation results (b) Exemple: bad segmentation results

Fig. 3: Qualitative segmentation result compared to the groundtruth using the
multi-task network. Green: Edema, Yellow: Necrosis and non-enhancing tumor
core, Red: Enhancing tumor. Our results are the right images of each image pair

An exemplary good as well as an exemplary bad result are presented in
Figure 3. It can be seen that the segmentation results are excellent in some
cases, but can deviate strongly from the groundtruth in other cases.
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Table 3: Mean results for the segmentation challenge. All measures are accord-
ing to the online submission system.

Dataset
Dice Hausdorff 95

ET WT TC ET WT TC

Train set 0.65 0.82 0.76 9.20 11.4 10.5
Val set 0.75 0.89 0.79 6.14 5.76 9.11
Test set 0.75 0.85 0.78 5.76 7.98 8.25

5.2 Survival Prediction

In Figure 4 the age-only linear regression approach is shown. The obtained model
is plotted together with the 95% confidence interval on the BraTS 2019 training
dataset. Only GTR patients were used for fitting, as the resection of tumor can
strongly influence the survival time.
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Fig. 4: Linear regression on the age of the patient. All GTR patients are plotted
as single dots, and the obtained linear regression model as well as the 95%
confidence interval is displayed.

Detailed scores for the survival task can be found in Table 4. These scores
were extracted from the online submission system. While all scores on the train-
and validation set are similar, the mean square error (MSE), median error (me-
dianSE), and standard deviation (stdSE) are much higher for the test set than
for the val and train set. However, the accuracy as well as the SpearmanR are
similar for the three different data sets.
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Table 4: Mean results for the survival prediction challenge. All measures are
according to the online submission system.

Dataset Accuracy MSE medianSE stdSE SpearmanR

Train set 0.485 88822 21135 181864 0.48
Val set 0.448 90109 36453 123542 0.27
Test set 0.533 395190 60264 1199488 0.36

6 Discussion and Conclusion

Reproducible and accurate segmentation of brain tumors for an appropriate
treatment has high clinical relevance. Since manual annotation of the tumor
area is tedious and prone to errors, an automatic or semi-automatic approach is
desirable.

To address this need, a multi-task method is proposed, that trains the net-
work for three related tasks: Tumor segmentation, image reconstruction and
enhancing tumor detection. These three tasks share an encoder but have dif-
ferent decoder architectures. For the tumor segmentation task, an architecture
similar to a 3D U-Net architecture was chosen, with small changes as suggested
by recent advances in the field of deep learning. The brain reconstruction branch
is based on a FCVAE, which has shown promising results on unlabeled data for
brain tumor segmentation. The third part of the architecture, the enhancing
tumor detection network, can reduce falsely detected enhancing tumor voxels
during segmentation, especially for low-grade gliomas without enhancing tis-
sue. In future, different variants of the existing architecture in terms of network
depths, the amount of filter maps, and the spatial dimension of the latent space
need to be evaluated in order to identify optimal settings. Further, an optimal
weighting of the different loss functions still needs to be determined.

For the survival prediction task, we relied on a very simple model, a linear
regression on the age of the patient. This model does not depend on the accuracy
of the tumor segmentation step and is one of the most basic approaches possible.
Thus, it should be robust against variations in the image data, and impossible
to overfit on the training data. Still, the MSE, medianSE, and stdSE varied
strongly between the validation- and test set. However, the obtained accuracy
was even better on the test set than on the train- and validation sets.
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