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Abstract—Waste treatment, especially treatment of plastic
waste, is arguably one of the biggest challenges that humanity
faces in context of preserving the environment besides global
warming. This work presents a visual inspection system for
plastic classification and proposes a classification algorithm that
is based on near-infrared spectroscopy and convolutional neural
networks. The method allows for a highly accurate classification
of several main polymer types while being robust against image
disturbances occurring in a real world scenario. Most impor-
tantly, it is able to cope with layers of multiple materials. This
work therefore offers for the very first time a solution to multi-
material classification in the context of plastic recycling.
Since the manual creation and annotation of layered materials is
a cumbersome task due to the manifold of possible combinations,
it is also shown how the creation of artificial data can greatly
facilitate the ground truth generation.

I. INTRODUCTION

Plastic is a collective term for materials that consist of
chains and nets made from macromolecules. Most plastics
are synthetically derived from petrochemicals and can be
classified as organic polymers. They have a wide range of
physical, chemical and electrical properties which are inherent
to the polymer type or can be achieved by adding different
components, such as fillers, colorants, or plasticizers. This,
in combination with cheap and easy manufacturing, makes
plastics an attractive material for many types of applications.
In general, plastics can be categorized into three main types,
namely thermoplastic, thermosetting and elastomer [9].

The necessity to recycle plastic waste is only partly driven
by a limited amount of available resources - only about 4 %
of the produced oil is currently used as a raw material for
plastic production - but by the environmental impact caused by
improper or missing recycling. Currently, only a limited part of
the steadily increasing plastic waste stream is properly treated.
A lack of knowledge, as well as a lack of suitable technologies
in combination with missing incentives caused a delayed
development of solutions. Those who play the most important
roles when it comes to plastic recycling - organizations of
the waste industry and producers of plastic items - lack the
incentive to participate in the development of solutions or
their application. In contrast to other waste streams, plastic
recycling requires technologically more advanced methods
which are high in cost, making it difficult to sell recycling
based products as the cost of recyclate often exceeds the cost
of virgin material. Additionally, the recyclate has a reduced
quality compared to virgin material as the resin is often not

100 % pure and since the physical properties of plastics suffer
from passing through multiple recycling cycles.

A core part of recycling plastic is the process of sorting
waste into different categories. Therefore, a classification
process is required, which robustly recognizes a wide range
of occurring materials. The classification process, however, is
quite difficult compared to other waste streams. There are a lot
of inter-polymer similarities and intra-polymer differences in
the physical properties that hinder the development of robust
approaches. Additionally, most plastic resins need to have a
high standard of purity in order to be used as a basis for new
items. As an example, if PET is contaminated with just 50
parts per million (ppm) PVC, the resulting batch is rendered
unusable. The chlorine that is contained in PVC interferes
with the recycling process and causes unwanted changes in
the color and viscosity of the resulting resin [8]. Discoloration
of PET can occur even for levels of 1ppm PVC [11].
Most of the time, several techniques have to be combined, each
separating only two polymer types. Therefore, there are strong
requirements on the quality of the incoming waste stream.
In general, the six most frequently used sorting methods
are: Manual, density-based, electrostatic, optical, X-ray and
spectroscopic sorting.
In this work, NIR spectroscopy is considered, which can be
seen as a mere tool to acquire information about the chemical
properties of a sample. It delivers reflectance values for certain
wavelengths, but does not result in a distinct classification.
A single measurement of the reflectance of a certain wave-
length is almost always insufficient for a distinct classification
because of the broad overlapping absorption bands and the
influence of chemical, physical, and structural properties of
the sample.
We employ a hyper-spectral camera covering the near-infrared
spectrum from 900nm to 1700nm in roughly 5nm steps.
The classification problem is tackled by the application of a
convolutional neural network. We propose several modifica-
tions to the network architecture described by Lee et al. [7]
making it optimally suited for the given task. It is robust
against disturbances occurring in real world images like dirt
adhering to the viewed plastics or specular reflections, which
is essential for its usability. Most importantly, it is shown
that the proposed architecture is capable of classifying mixed
spectra, e.g. assuming two materials are stacked on top of each
other, both object’s materials are recognized. The approach to
identify mixed spectra is of major importance in the field of



plastic classification, yet there exists not a single solution to
date. Up to our knowledge, our inspection system is the first
time capable of achieving highly accurate label maps for both
single as well as double material spectra in the context of
plastic recycling.

II. BACKGROUND

Near-infrared (NIR) spectroscopy is, next to mid-infrared
(MIR) and Raman spectroscopy, one of three vibrational spec-
troscopy techniques currently used. These techniques measure
the absorption (NIR and MIR) and scattering (Raman) of
infrared light to infer properties of the examined material.
The application of infrared spectroscopy in the industry has
become more and more accepted only in the past 30 years. In
the beginning, NIR was mostly used in agricultural science,
but with the development of efficient chemometric evaluation
techniques in the 1970s, light-fibre optics in the 1980s, and
advancements in the miniaturization based on new monochro-
mator/detection designs, it has become a standard tool in
industry nowadays [13]. NIR spectroscopy has convenient
properties that make it a valuable instrument for quality and
process control. The necessary hardware is comparably cheap
and easy to install, the measurement is quick and can be
done in-line, it is non-destructive, contact-, reagent-, solvent-
and waste-free. There are numerous industrial applications
of NIR spectrometers, for an extensive description see [11].
Classification based on NIR spectroscopy does not need any
dedicated sample preparation, and the required hardware can
be reduced to just a NIR detector, a light source, and a simple
processing unit. The individual elements are robust against dirt
and vibration as they do not have any moving parts. Fibre-
optics enable remote sensing and, due to fast response rates
and high sensitivities of NIR photodetectors, a high throughput
of material can be achieved [11]. The low response time as
well as the robustness of the hardware makes NIR usable in-
line and superior to MIR spectroscopy in this regard.
A big disadvantage for NIR, compared to MIR or other
classification or sorting approaches, is, that it is strongly
influenced by dark colors. According to Masoumi et al. [8],
the hue of colors does not influence the spectral reflectance,
the brightness however does [8] [29]. The problem is that
dark colors do not result in just an offset of the spectral
reflection, but that they eliminate peaks, which are crucial for
classification [11].

A. Related Work

The classification of plastics based on NIR spectral data is
certainly nothing new. It is well established and widely used
within the industry. However, established algorithms within
the industry are comparably simple. A typical example is a
quotient-based classification approach [8]. It only considers
reflectance values at dedicated wavelength pairs and uses their
relation to perform the classification using hard thresholds.
Other examples are the support vector machine [12] [16],
the linear discriminant analysis [11], the spectral angle map-
per [10] or bayesian based decision making [17].

Fig. 1: The real world system, basically consisting of a
conveyor, a RGB-camera, a hyperspectral NIR-camera and
four halogen lights.

Numerous independent researches already reported, that such
classic approaches are heavily outperformed by neural net-
works [1] [2] [15]. The major argument going for the classical
approaches is their simplicity, coming along with a low
computational cost (i.e. time). Since, next to the classification
accuracy, the time a classification takes is a major concern for
the successful application in the real world, modern machine
learning techniques are yet to see their breakthrough.

III. DATASET & EXPERIMENTAL SETUP

There is a wide range of different plastic types and subtypes.
The polymer types, for example PE, PP, PET, are countable
whereas the subtypes can be arbitrarily specific. That means,
there are numerous fillers, plasticizers, and colorants that can
be added to the plastics to alter the plastics properties. Plastics
can even be categorized according to the aspect of degradation
that is caused by environmental impacts such as UV-radiation.
In the context of this work, the number of categories had to
be limited.
The main plastic types for investigation were selected accord-
ing to their assumed share in the waste stream. There is little
data on the composition of the waste stream concerning plastic,
but it can be estimated by combining information of plastic
demand by sector of industry and the share in the waste stream
by each sector of industry. From those, PUR was excluded,
since it is not a thermoplastic polymer and thus particularly
hard to recycle. Also, it does not represent a concrete plastic
type, but rather a category of polymers which come in a wide
variety. Also excluded were PA and PC. Those plastics have a
very high market price and are, in this aspect, interesting for
recycling. Their share of the municipal waste stream, however,
is too little for a dedicated recycling pipeline.
Two main plastic types, PP and PVC, were subclassed. PP was
divided into normal PP and oriented PP (OPP). This is due to
the fact that many types of strong foils are made from OPP,
often found as labels of PET bottles. PVC was sub-classed into
plasticized PVC (PVC-P) and unplasticized PCV (PVC-U) as
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(a) Original label distribution
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(b) Equalized label distribution

Fig. 2: Label distribution

both types are vastly used. The resulting considered polymer
types are thus: ABS, HDPE, LDPE, OPP, PET, PP, PS, PS-E,
PVC-P, and PVC-U.
Also included were paper, cardboard, and wood as those are
naturally occurring polymers that are often found in the waste
stream. This results in 13 different types of materials that were
investigated in this work. In addition, there is another virtual
material called UNDEFINED, which is used to mark positions
where an identification of the material is not possible or there
is no material present at all.
The visual inspection system is based upon the experimental
setup described by Bosling et. al. [2]. It consists of a conveyor
belt carrying the plastic waste under two camera line scanners,
one being a RGB-camera and one a hyper-spectral NIR-
camera covering the near-infrared spectrum from 900nm to
1700nm in roughly 5nm steps. Image processing algorithms
automatically detect items passing through and output aligned
image pairs of RGB- and spectral images, serving as input for
the classification algorithms. The complete visual inspection
system is shown in Fig. 1. A comparison of different non-
machine learning based to the method proposed within this
work is also provided in [2].
An image database was created, which is essential to train neu-
ral networks. Image pairs were manually annotated and binary
encoded. Details on the annotation process are given in [2].
An exemplary image triplet within the database consisting of
the RGB-image, the spectral-image and the manual annotation
is shown in Fig. 5.
In a real world scenario, multiple materials oftentimes overlap
as they are part of the same product, for instance a label
on a bottle or stacked items on the conveyor belt. As a
consequence, spectra of different polymers are reflected and
detected from the same position. This makes the investigation
of mixed spectra appealing. It is noteworthy about the created
dataset, that each pixel may not only be associated with a
single material but also with a combination of two materials.
However, the amount of possible material combinations esca-
lates quickly, since it increases according to the sum of the
binomial coefficient. In our case of 13 individual materials,
there are already 91 possible combinations. Therefore, only a
subset in form of 12 possible combinations is considered.

In total, the dataset used within this work consists of 350
images containing at least a single complete item like a bottle.
The amount of images corresponds to 1.2 · 107 pixels or an
area of about 14.4m2. The data distribution is visualized in
Fig. 2a. It is unevenly distributed, especially with respect to
mixed materials. Most of the mixed material had to be created
artificially by placing items on top of each other. Even though
the labels and label combinations are imbalanced, it was taken
care that the absolute pixel count for each existing label(-
combination) is above a certain threshold. In contrast to other
image segmentation problems, where 1.2 · 107 pixels do not
constitute as a sufficient amount of data for training a multi-
label classifier, each pixel can, in the given task, be regarded
as an individual data point, since it contains a large amount
of data in the spectral dimension. So even if the relative share
of some label combinations is small, the absolute amount of
data is still large.

IV. METHOD

In this section, our approach to both single and multi-
material classification is described. Next to the actual classi-
fication, there were also dedicated pre-processing steps taken.

A. Pre-processing

As described in Section III, each item in the database
consists of three parts: an h × w × 198 matrix containing
spectral data, an h × w × 3 matrix of raw RGB data and an
w×h×1 matrix for the label information. In order to use the
data for training and evaluation of the various classifiers, it
needs to pass through a couple of pre-processing steps. Those
include noise reduction, removing offsets in the data that can
be caused by changes in the reflection angle, dimensionality
reduction, label balancing and some other steps that are of
minor importance for the classification task.

1) Dimensionality Reduction: In contrast to other classi-
fication problems that use RGB images as a database, the
spectral dimension of the hyper-spectral data is relatively
large. The spectral dimension is so high that techniques for
dimensionality reduction can be considered to speed up the
processing. In this work, three approaches were evaluated: An
encoding by means of Principal Component Analysis (PCA),
Wavelets and autoencoders. The PCA presents one of the



(a) Architecture of our Hypnet (b) Architecture of the small Hypnet

Fig. 3: Network architectures

most trivial but widely used techniques for dimensionality
reduction. The computation is straightforward, fast, and results
in an optimal linear encoding under the objective to minimize
the squared reconstruction error. Wavelets have shown great
potential in image compression1 as well as in spectral data
compression. In [6], a wavelet decomposition is compared
to compression via PCA and shows a better computational
efficiency as well as better classification results. Autoencoders
were investigated since they can generate potentially arbitrarily
complex encoding schemata, given they are deep enough and
use non-linear activation functions [5].

2) Label Equalization: The distribution of labels in the data
is very uneven. This can pose a problem to the classification
tasks as the classifier may focus on increasing the classification
accuracy for labels which make up a large share of the data,
since it enhances the measured performance the most.

The problem of imbalanced classes in machine-learning
tasks is very common and can have different origins. In [4]
Chawla et al. describe the problem and investigate the recent
trends that were taken in order to counteract the problem. The
most common ways are to re-sample the data or to cope with
the problem by introducing dedicated cost-functions for the
classifiers that take the class distribution into account.

One concept that showed high potential is the synthetic
minority over-sampling technique (SMOTE) [3]. The idea
is to artificially create new samples for minority classes by
linearly interpolating between instances of the class. For each
interpolation, a random factor between 0 and 1 is chosen that
determines how close the new data point is to the adjacent data
points. In addition to synthetic over-sampling, under-sampling
was applied. This is due to the fact that the amount of data
would be too large if all classes were enlarged to the size of
UNDEFINED. Under-sampling is also necessary to avoid an
overly large amount of artificially created instances.
The classifiers are trained on patches of data rather than
individual points. As those patches often contain samples of
more than one label, the balancing algorithm could not create

1The Discrete Wavelet-Transform is the encoding technique for the file
format JPEG 2000

a perfectly equalized distribution. As a result, the share of
pixels with label UNDEFINED is still more than twice as high
as the share of others. The resulting distribution can be seen
in Fig. 2b.

B. Classification

As it has been described, there already exists a variety of
approaches aiming at classifying the plastic waste stream.
However, they all have in common that they perform the
classification based on individual pixels, i.e. individual
spectra. In reality, individual pixels are oftentimes subject
to heavy disturbances making their successful classification
almost impossible. Typical examples are adhering dirt or
specular reflections. However, the waste stream consists
of entire objects and the viewed materials do not change
rapidly over the image. Considering entire regions of pixels
is therefore advantageous since it might allow to become
robust against these disturbances. The only question is how
to incorporate the contextual information in the classifier.
Given the size of our available dataset, a convolutional neural
network (CNN) is therefore a suitable choice.
Our network architecture is based upon the work of
Lee et al. [7]. In the following, their network will be called
Hypnet. It consists of one simplified inception module, which
is a fundamental building block of the GoogLeNet proposed
by Szegedy et al. [14], the winning network of the ILSVRC
2014 classification task. The core idea follows the intuition
that visual information should be processed at different scales
in order to get the most information out of an image. The
inception module is followed by two residual learning blocks,
several 1 × 1 convolution layers, and some dropout layers.
More details regarding their design choices and motivation
can be found in the original paper [7].
Compared to other CNNs, the amount of contextual
information, that is taken into account for the classification
of each pixel, is low in the original architecture. The 1 × 1
convolution layers do not use any neighborhood information,
but can be regarded as individual dense layers for each pixel.
The only part, where information of several neighboring
pixels is combined, is in the 3 × 3 convolution layer within



Fig. 4: Architecture of the Single Pixel Net.

the inception module. The reason for this design choice
was probably the goal Lee et al. were following, namely a
classification based on spectral satellite images. The satellite
data Lee et el. [7] has a very limited spatial resolution,
especially in contrast to the data we are considering. Thus it
was originally sufficient, to consider almost individual pixels
to achieve a high classification accuracy. The information of
the surrounding pixels just serves as a “backup”.
In contrast, we desire contextual information and therefore
suggest several modifications. The reduced inception module,
that was used by Lee et al. [7], was replaced by the module
that was introduced in [14]. It incorporates a 5×5 convolution
and a 3 × 3 pooling layer. As a result the CNN will be
more robust against any kind of disturbances occurring in a
real world application. Furthermore, batch normalization was
added to the network structure, as it increased the training
speed as well as the accuracy. Since batch normalization also
acts as a regularization and thus counteracts overfitting, the
dropout layers were removed.
Recent research in the field of neural networks suggests
that the depth of a network is of crucial importance of
its expressive power. However, better networks cannot be
achieved by simply stacking more layers, which is mostly due
to the issue that learning an identity mapping is hard. In our
case, an additional residual block was added to achieve an
optimal performance. The modified version of the architecture
is shown in Fig. 3a.

C. Small Hypnet

The described network architecture is comparably large, i.e.
it has a lot of parameters. In order to also offer a more light-
weight solution, a reduced version was designed. The network
is changed in two aspects. First of all, the number of filters is
heavily reduced. The most notable reduction occurs inside the
residual blocks from a count of 128 down to 25. In order to
compensate for the lost expressive power, additional layers are
added at the end of the network that increase the amount of
considered contextual information. The resulting architecture
can be seen in Fig. 3b. Overall, the reduced version has about
89% less parameters.

D. Single Pixel Classifier

In order to validate if contextual information actually im-
proves the classification accuracy, a single pixel network
is evaluated for comparison. It is also implemented with
convolutional layers, as this implementation allows for a
parallel processing of several pixels and results in a reduced

Fig. 5: An exemplary prediction result for stacked materials
(PVC-P and PET).

computation time. Since only 1× 1 convolutions are applied,
the network has the same behavior as one that uses dense
layers, but classifies the pixels individually. The network’s
architecture is very simple and can be seen in Fig. 4.
However, such a network uses about 97% less parameters than
our Hypnet. For a fair comparison, also larger Single Pixel
Nets were constructed, matching the parameter count of both
our Hypnet, and its smaller version.

V. RESULTS & DISCUSSION

All networks were implemented in Python using Tensor-
Flow together with Keras, a neural network library. The
computations were executed on a single Nvidia GTX 980 Ti,
a medium end graphics card.
The networks were trained upon the described dataset. Since
the dataset contains pure and mixed spectra respectively en-
coded in individual labels, a single label classification suffices
to achieve a multi-material recognition. While the approach is
probably not suitable for a large amount of different material
combinations due to the combinatorial complexity, it offers a
first insight on the potential of multi material recognition.

A. Quality Measures

In order to evaluate the performance of the considered
architectures, error metrics need to be defined. We consider
very common criteria of machine learning in form of the
F1-score as well as the classification accuracy. The metrics
will be supplied for all pure materials and mixed materials
respectively, as well as for the combination of both.
For the application in a real world scenario, the prediction time
is of major importance. If one classifier outperforms another,
but needs several minutes to classify an image, its overall
performance is probably regarded as inferior.

B. Training

For the training process, the entire dataset was subdivided
into two subsets with the training set containing 80 % of the



TABLE I: Prediction metrics for the different hyperparameter combinations

config. nr. F1 pure F1 mixed F1 comb. cl. acc. pure cl. acc. mixed cl. acc. comb.
1 0.96 0.94 0.96 0.95 0.83 0.92
2 0.97 0.91 0.95 0.96 0.71 0.90
3 0.97 0.92 0.95 0.96 0.75 0.91
4 0.97 0.92 0.95 0.96 0.75 0.91
5 0.96 0.89 0.93 0.95 0.66 0.89
6 0.93 0.89 0.91 0.92 0.67 0.86
7 0.97 0.93 0.95 0.95 0.80 0.92
8 0.96 0.91 0.95 0.96 0.73 0.91
9 0.91 0.89 0.90 0.89 0.72 0.85
10 0.96 0.92 0.95 0.95 0.74 0.91
11 0.93 0.89 0.91 0.92 0.69 0.87

TABLE II: Overview of the hyperparameter configurations

config. classifier label eq. dim. red. deriv. order apply BN
1 Hypnet False True 1 True
2 Hypnet small False True 1 True
3 Hypnet False False 1 True
4 Hypnet small False False 1 True
5 Hypnet True False 1 True
6 Hypnet small True False 1 True
7 Hypnet False True 1 False
8 Hypnet small False True 1 False
9 Hypnet False True 2 True
10 Hypnet small False True 1,2 True
11 SP Net False True 1 True

data and the test set containing the remaining 20 %. This
split was performed on the image level meaning that each
item belongs to either of those sets and is not split up. An
additional validation set is introduced for the training process
in order to prevent overfitting and to estimate good parameter
configurations. It consists of 20 % of the initial training set
and the respective split was performed on the patch level. Each
item is divided into several non-overlapping patches of the size
20× 20, which are randomly permuted and then split into the
respective sets. The networks are all trained for 15 epochs with
a batch size of 15 using Adam optimization. About 18,400
patches of size 20× 20 are used as training data, about 4,600
for validation.
Hyperparameters are set during the construction of the net-

work and are not changed during training. These parameters
can generally not be optimized other than through testing.
However, as the number of different parameter combinations
increases exponentially with the number of parameters, it is
rarely possible to do an exhaustive search for the optimum.
For the evaluation, parameters which were expected to have
a significant impact on the performance were tested. Since
the amount of evaluated settings exceeds the available space
in this paper, a limited amount of exemplary results will be
given:

• dimensionality reduction (yes/no) (PCA)
• class equalization (yes/no)
• apply batch normalization (yes/no)
• different derivative order(s) of the spectral data

All of these modifications are straightforward, except for using
multiple derivatives simultaneously. In our case, the spectral
derivatives are concatenated, leading to an increased input
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Fig. 6: Confusion matrix of config. nr. 1.

dimension.

C. Evaluation

Table II displays the configurations, whereas Table I dis-
plays the corresponding classification results. Due to the
dependence on the initial weight parametrization, the training
was performed four times and the metrics show the averaged
results. Fig. 6 shows the confusion matrix associated with
the first configuration for a better insight. The network sizes,
as well as the measured averaged runtimes are displayed in
Table III.

Regarding dimensionality reduction, only the PCA is
exemplary shown, since it consistently offered the best
results in our evaluations. In particular, 37 components were
used. Most importantly, the application of the dimensionality
reduction does not have a significant impact on the
classification results, while being able to reduce the
prediction time by up to 16%.
The derivative order was with a value of one the same for all
configurations except for nr. 9 and nr. 10. If only the second



derivative is used, the prediction quality worsens (the effect
is even stronger, if no derivative is used). Considering the
second derivative in combination with the first did not bring
any noticeable gain.
For config. nr. 5 and 6, a label equalization as described in
Section IV-A1 was performed. However, the performance
actually decreased for both the pure as well as the mixed
data, when the equalized data was considered. This is most
likely due to the fact, that the artificially created data is not
representative of real pure or mixed spectra. A more elaborate
model is needed.
When comparing the classification accuracies of the different
architectures, the Hypnet (config. nr. 1) with an accuracy of
92 % clearly wins over the smaller Hypnet (config. nr. 2)
with an accuracy of 90 % and the Single Pixel Net (config.
nr. 11) with an accuracy of 87 %. The differences especially
originate from the performance on the mixed data: the Hypnet
achieved 83 %, while the small Hypnet only reached 71 %
and the Single Pixel Net 69 %. However, this effect becomes
weaker when comparing the Hypnet and the small Hypnet
in other parameter configurations. The average classification
accuracy over comparable parameter combinations for the
Hypnet and the small Hypnet is 0.92+0.91+0.89+0.92

4 = 0.91
for the Hypnet and 0.90+0.91+0.86+0.91

4 = 0.895 for the small
Hypnet.
Overall, most of the parameter combinations achieve
comparable results. Only some settings appear to have
a strong negative effect, such as using the second order
derivative of the spectral data. When considering, that the
ground truth’s validity is impaired by several factors such
as a possible misalignment of the spectral and RGB data
or a flawed manual annotation (the uncertainty if a certain
thickness of a material can be penetrated by NIR-rays),
it is likely that those numbers can actually be increased
if the ground truth is created with more care. This might
also explain, why changing the hyperparameters has a
limited effect. Furthermore, many of the misclassification are
actually not severe, meaning that materials are misclassified
as similar materials. Fig. 6 shows this aspect through the
confusion matrix of config. nr. 1. 21 % of pixels labelled
as [Cardboard] are classified as [Paper] and 24 % of pixels
labelled as [PVC-U, Paper] are classified as [PVC-P, Paper].
These misclassifications are less severe than, for instance,
a confusion between PET and PVC. Another example is
visualized by Fig. 5, showing a PET bottle on top of PVC-P.
In some areas of the bottle, the network failed to recognize
the underlying PVC-P material and only detected PET.
However, this could also be caused by not enough light being
reflected from the PVC-P and, therefore, a bad ground truth.
Again, such a misclassifications is not severe.

Having in mind that the ground truth most likely contains
small errors, the performance of the CNN is close to the opti-
mum, especially regarding the classification of pure material.
As the exact requirements of a recycling facility, particularly
concerning the run time of a classification algorithm, are

TABLE III: Comparison of parameters and runtime for differ-
ent network architectures.

config. nr. # parameters train. time [min] pred. time [sec]
1 137,000 29 61
2 18,000 33 63
11 4,000 13 11
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Fig. 7: Comparison between derivatives of real mixed spectra
and artificially created mixed spectra

unclear and may differ, different network architectures are
of great interest in order to ensure the practicality of the
procedure. A simple neural network (config. nr. 11) was able
to classify 1m2 in about 3 seconds while still showing an
acceptable classification accuracy, the more complex networks
with the best performances need about 20 seconds for the same
area.

D. NN vs CNN

Even though the Hypnet shows the best classification per-
formance, it also uses by far the most parameters: The small
Hypnet uses about 87 % less parameters and the Single Pixel
Net about 97 % less as shown in Table III.
So the increase in performance might just be due to an
increased scope of expressible functions. In order to test this
assumption, the larger versions of the Single Pixel Net were
considered. Table IV gives an overview of the networks’ sizes
and their performances. While the performance increases for
the network with 22,000 parameters, it drops again if more
parameters are used. So it does seem, that using contextual
information allows for a better classification - simply increas-
ing the numbers of parameters does not work.

E. Training on pure materials

The networks previously evaluated were all trained and
tested on both pure and mixed spectra later on. However, the
combinatorial complexity of the given task poses a problem.
The number of possible material combinations quickly be-
comes too large to handle if the classifier requires dedicated
training samples for every possible combination.
Training the networks only on pure spectra is not sufficient
if they need to recognize mixed spectra. A corresponding
result can be exemplary seen in Table V. However, the pure
spectra can be used to artificially generate an arbitrary amount
of virtually mixed spectra which are then used to train the
networks. This was accomplished by deriving pure spectra in
order to remove the baseline offset and subsequently combine
two of them according to

dmixedλ = α · dpure1λ + (1− α) · dpure2λ ∀ λ ∈ Λ, (1)



TABLE IV: Prediction metrics for Single Pixel Nets with different architectures.

# layers # nodes per layer parameters cl. acc. pure cl. acc. mixed cl. acc. comb.
3 30 4,000 0.92 0.69 0.87
6 60 22,000 0.94 0.74 0.89
8 120 125,000 0.91 0.73 0.87

TABLE V: Prediction metrics for training with and without artificially created data using the Single Pixel Net

Art. Training Data F1 pure F1 mixed F1 comb. cl. acc. pure cl. acc. mixed cl. acc. comb.
No 0.91 0.61 0.81 0.84 0.10 0.67
Yes 0.89 0.82 0.86 0.77 0.56 0.72

where dλ denotes the derivative of a reflectance at the wave-
length λ. Λ represents the set of all considered wavelengths,
i.e. 900nm to 1700nm in 5nm steps. The scalar α is a
weighting factor set between 0 and 1 and possible values con-
sidered were α ∈ {0.15, 0.1, ... , 0.80, 0.85}. The described
approach basically corresponds to a simple linear model of
combining two pure spectra. Exemplary spectra created this
way are visualized in Fig. 7. The plots contain next to the
pure spectra and their calculated mixed spectrum also a real
mixed spectrum from the dataset.
Since the proper conservation of contextual information im-
pedes the creation of artificial data, it was neglected for the
sake of simplicity. To get an idea of the potential performance
of the artificial mixed material creation, only the Single Pixel
Net was considered. Table V displays the corresponding results
when training the Single Pixel net once solely on the pure
material and once on the pure as well as artificially mixed
materials. The results show a significant increase in the predic-
tive quality of mixed spectra. This is an extremely promising
results, especially when the simplicity of the approach is taken
into account.

VI. CONCLUSION

This work presented a visual inspection system for the clas-
sification of plastic waste. The algorithm proposed to perform
the actual classification task dealt with a core question arising
in the context of recycling. It was not only investigated how
a material classification can be robustly performed based on
near-infrared spectral reflection data in a real world scenario,
but also a multi-material classification was considered. Given
stacked objects on the conveyor belt, our classification method
is able to recognize the material of both objects. A modified
CNN architecture was proposed specifically tailored for this
task. A large quantity of polymer waste was selected, measured
and labeled for a total of 25 polymer types and combinations.
The classifiers are able to accurately generate dense label-maps
for pure as well as mixed materials, even for materials that are
chemically similar.
However, a weak spot of this technique is the inability to cope
with dark materials, as those often absorb almost all incoming
NIR-rays. And as some branches of the plastic processing
industry have a high demand for black plastic items (such
as the automotive industry), NIR spectroscopy must either be

used alongside other techniques or implemented in recycling
plants that do not process those items.
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