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ABSTRACT

We develop a methodology for automatic in-line flaw detection in industrial woven fabrics. Where state of the
art detection algorithms apply texture analysis methods to operate on low-resolved (∼200 ppi) image data, we
describe here a process flow to segment single yarns in high-resolved (∼1000 ppi) textile images. Four yarn
shape features are extracted, allowing a precise detection and measurement of defects. The degree of precision
reached allows a classification of detected defects according to their nature, providing an innovation in the field of
automatic fabric flaw detection. The design has been carried out to meet real time requirements and face adverse
conditions caused by loom vibrations and dirt. The entire process flow is discussed followed by an evaluation
using a database with real-life industrial fabric images. This work pertains to the construction of an on-loom
defect detection system to be used in manufacturing practice.

Keywords: Fabric defect inspection, Textile quality control, On-loom flaw detection, Automated Visual Inspec-
tion (AVI)

1. INTRODUCTION

The selling price of industrial-produced fabric depends crucially on the amount of defects within the material.
Due to the significance of fabric products for both apparel and industrial applications, the challenge to automate
fabric quality control is an important topic for research around the globe. In the recent past, a multitude of algo-
rithms has been proposed to automatically detect fabric flaws, three survey papers summarize these results.1–3

A competitive benchmarking of existing algorithms is very hard to perform due to the lack of standardized
databases, the usage of different validation metrics and most importantly the withholding of important infor-
mation like process speed or image resolution. Most of the proposed methods are designed to work with image
data at spatial resolutions of up to 200 ppi or below. Single yarns are not discriminable at these resolutions, the
task of automatic flaw detection turns into a texture analysis problem. Accordingly, today’s fabric flaw detection
literature can roughly be categorized into statistical, spectral/filtering and model based approaches.

This paper proposes an algorithmic framework for defect detection in highly resolved (∼1000 ppi, 5 mega
pixel, 8 bit gray scale), industrial fabric images. A process chain is discussed to track and segment single yarns.
Specific yarn shape features are calculated and analysed in order to draw conclusions from potential fabric flaws.
The system design has been carried out carefully in order to face adverse conditions caused by loom vibrations,
dirt and real time requirements. It is emphasized that this work is carried out to be used in manufacturing
practice—it is central part of the development of an on-loom vision based system, comprising the interplay
of mechanical engineering, camera and motor control, image acquisition and image processing.4 The system
is designed to serve as input for a loom feedback system, able to control on-line loom parameters in case of
repeating production defects. To our knowledge, the spatial resolution of 1000 ppi is the highest used in an
on-loom system till now: The degree of precision reached, allows a classification of detected defects according to
their nature, providing an innovation in automatic fabric flaw detection.

The paper is structured as followed. Due to the complexity of the process chain, Sec. 2 outlines the interre-
lation among successive algorithmic blocks. The following Sec. 3-7 give insights into the algorithms applied to
track and segment yarns. Sec. 7 illustrates the results based on a database of 74 industrial fabric images. It is
shown that the system clearly outperforms state of the art methods in terms of flaw detection and false alarms
rates. Sec. 8 discusses the results and highlights potential bottlenecks that can be topic for future work.



2. PROCESS CHAIN: OVERVIEW

The process flow is divided into a semi-automatic off-line calibration phase and a fully-automatic on-line detection
phase. During the calibration phase, thresholds and parameters are determined from defect free reference images.
The user is only requested to select a template and provide information about the fabric binding. The detection
phase uses the parameter set for automatic decision taking. Both phases share a major processing block formed
by 3 consecutive algorithmic units as shown in Fig. 2.
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Figure 1. Process chain overview: The framework is split into a calibration phase (lower path) and an on-line detection
phase (upper path). Both phases employ three successive main units: Grid detection, yarn tracking and yarn segmentation.
First order statistics follow each unit to remove outliers.

Textiles are characterized by their binding, a weave rule that defines how wefts are braided among warps.
The textile industry differentiates between several kinds of bindings, the most common ones are the twill, the
plain and the satin weave. The main challenge for tracking yarns in fabric images is the yarn visibility limitation
that arises with certain binding types: For twill and satin weaves, warps barely appear in the surface of the
fabric. They pass below several wefts, go up to cross a single weft on top (node point) and step down again.
To overcome this visibility problem, the first algorithmic unit reliably locates node points within the image.

The node point distribution is then transformed into a matrix representation by the second unit so that all
node points residing on the same weft can be found in a row and correspondingly all warp node points can found
in a column. To find trajectories of single yarns, interpolation between adjacent node points is performed. The
matrix representation allows a quick and reliable tracking of single yarns - also for warps that barely appear on
the surface of the fabric.

The third processing unit builds on the output of unit two, invoking an active contour model in combination
with Gabor wavelets to segment the contours of single wefts and warps. Five shape features are extracted from
yarn trajectories and yarn contours: Yarn spacing, yarn gauge, yarn direction such as a local area and a moving
intensity feature. In a final threshold operation, areas with high or low feature values are segmented and point
to defective areas in the fabric.

3. GRID DETECTION

This section describes how to reliably detect node points in a fabric image. The proposed method requires two
user inputs: The selection of a template T consisting of a fabric binding cut-out of a defect free training sample
and the pattern of the binding itself, cf. Fig 2.

A zero mean normalized cross-correlation between the template T and the image of interest I is performed.
The correlated image IXcor is cropped according to the dimensions of the template to match it with I. In order
to avoid wrong peak detections, a non-maximum-suppression operation is applied: The minimal distance dmin
between two adjacent node points in a binding is derived from the user input. The image IXcor is processed using
a maximum filter and a circular structuring element of radius dmin. The filtered image ID is then binarized at
every pixel position (x, y) according to:



IBin(x, y) :=

{
1 if ID(x, y) = IXcor(x, y)

0 otherwise.
(1)

Since IXcor and I match, ones in IBin locate node points in I.

To improve precision, all node point coordinates are interpolated to sub-pixel precision using a second-order
polynomial.5

3.1 Lattice Vector Extraction

Only in the calibration phase, detected node points serve as a basis to find a vector pair that defines a perfect
lattice that best fits to the near regular node point lattice in terms of minimal deviations.

Figure 2. Example for a twill binding
selection. Node Points are marked with
black dots and define the binding pattern.
Blue intersecting lines highlight weft/warp
trajectories.

For every node point, the relative positions to its k-nearest neigh-
bours are determined. The k relative position tuples (x, y) are stored
in a n× 2 neighbourhood matrix - n denoting the total amount of cal-
culated positions. Fig. 3 visualises the results for a sample fabric by
plotting the relative y-positions against the corresponding x-positions.
Distinctive clusters clearly emerge, which is a direct result from the
near regular grid alignment of node points in natural images. In order
to find a lattice vector pair that best describes the near regular lattice,
all z cluster centres are determined giving rise to z potential lattice
vectors. Since a perfect two dimensional lattice can be described by
two non-collinear vectors,6

(
z
2

)
vector pair combinations can be formed

to span a lattice on the image. To find the best combination, the mean
distance (shortest distance, L2-norm) between the spanned grid points
and the node points is calculated for each vector combination. The
vector pair with the minimal difference is henceforth used as lattice
vector pair and is denoted as {v1,v2}.

4. YARN TRACKING

In order to find the trajectories of single yarns (wefts and warps) within the image, node points found in Sec. 3
will be reorganized in a compact matrix representation where node points that reside on the same weft can be
found in the same matrix row and node points on the same warp can be found in the same matrix column.

4.1 Yarn Matrix

A naive approach for transforming the node point distribution into a matrix representation would link adjacent
node points in horizontal and vertical direction. Several properties of natural fabric images cause this approach
to fail:

· Yarns in natural, highly resolved images vary in direction, size and spacing, resulting in node point distri-
butions that are strongly irregular.

· False points may be detected or node points may be missed due to imperfections during the grid detection
phase.

· For most fabric weaves, warps barely reside on the surface of the material and are hence not visible. This
causes adjacent warp points to be separated by several intermediate wefts.

· Defects of any size and form must be anticipated within the signal, what may further disturb the grid
structure in a random way by causing large gaps within it.
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Figure 3. Relative node point neigh-
bourhoods visualized in a coloured
cluster plot. Two lattice vec-
tors {v1,v2} are additionally shown.
Black dots mark cluster outliers.

To overcome these problems, this work uses a locally operating algorithm
that robustly works its way through the node point grid and builds up the
yarn matrix in a growing fashion. The algorithm can be outlined as followed:

Several node points are marked as seeds. Starting from each seed, locally
restricted area searches are performed. The positions for area searches are
determined by propagating from each seed in the direction of one of the
lattice vectors {v1,v2,−v1,−v2}. When an area search succeeds, i.e. a node
point has been found in that area, the position is marked as found in a label
matrix at position (o, p) and all four adjacent entries (o± 1, p± 1) are set to
one, indicating that one neighbour has been found for each. In addition, for
each of the four lattice vectors, a neighbourhood matrix is updated, storing
estimates of potential node point positions for later iterations by adding the
corresponding base vectors to the coordinates of the current position (o, p).
When no fitting node point can be found, the estimates in the neighbourhood
matrix are used to refine the search area. Since positions surrounded by found
node points are likely to hold a node point by themselves, for each iteration
a new start position is determined by selecting the highest, non processed
value in the label matrix. The algorithm iterates until all positions in the
label matrix are marked as found or as gap. It works in a parallel way by
starting from different seeds at the same time. The procedure offers several
advantages that allow to overcome the problems mentioned earlier:

· The neighbourhood matrices offer several estimates for potential node
point positions, overcoming the problem of irregular placements includ-
ing missing or redundant node points.

· While using seeds that are spread among the entire image, the algo-
rithm is able to overcome large gaps in the node point grid alignment
caused by defective fabric areas.

· The procedure is fast: It is parallelizable and can be efficiently imple-
mented using kd-search trees.
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Figure 4. Matrix representation for node point distributions. a) fabric image with individually coloured node points.
Question marks highlight unprocessed positions, red crosses mark missing node points. b) matrix neighbourhood rep-
resentation with respect to the lattice vectors {v1,v2}. c) final yarn matrix representation: node points on the same
weft/warp are placed in one row/column.

When the first phase finishes, node points are arranged in a matrix representation, but the arrangement is
not as desired: adjacent row/column entries link neighboured node points in terms of the lattice basis vectors,
cf. Fig. 4.b. To find the desired representation of the yarn matrix, every entry in the label matrix is mapped
into a new position in a final yarn matrix according to a basis transform. Fig. 4.c illustrates the content of a
final yarn matrix.



4.2 Yarn trajectories

Since positions of node points and their membership to specific yarns are known at this stage, adjacent node
points are linked by straight lines using interpolation to obtain an estimate of the yarn skeletons. The procedure
allows a quick tracking of single yarns both for wefts and warps, even though large parts of the yarn pass
below the surface. Tests confirmed that the estimated trajectories are very precise and follow the yarn centres
accurately.

Figure 5. Tracked wefts (green) and warps(red) on a defective cotton fabric (plain weave). While the lower potion of
the image is regular, the upper part contains meshes that are too wide. The node point detection (blue dots) still finds
enough anchor points to allow reliable yarn tracking.

5. YARN SEGMENTATION

The following section covers the segmentation of single yarns based on the results found in earlier sections. For ef-
ficient segmentation, wefts and warps must be clearly distinguishable what is accomplished using Gabor wavelets.
The subsequent segmentation step invokes an active contour model using earlier detected yarn trajectories as
initializer to find the contour lines of every yarn.

5.1 Weft and Warp Separation using Gabor Wavelets

Before yarns can be isolated and measured, wefts and warps within the image must be separated first. We use
optimal Gabor wavelets to filter specific frequencies at given orientations within the image. 2D Gabor wavelets
are Gaussian shaped functions with mean µ, co-variance matrix Σ and orientation θ, modulated with a complex
sine with frequency f = [f1, f2]T according to:

g(x, y) =
1

2π
√
|Σ|

exp

{
−1

2
[xθ − µ]

T
Sigma−1 [xθ − µ]

}
· exp

{
2πi · f · xTθ

}
(2)

xθ =

[
cos(θ) − sin(θ)
sin(θ) cos(θ)

] [
x
y

]
,Σ =

[
σ2
x 0

0 σ2
y

]
(3)

The parameters f1, f2, θ, σ
2
x and σ2

y allow a fine tuning of the filter to any frequency and orientation. This
property is well suited for separating wefts and warps, which by definition have only horizontal and vertical



Figure 6. A Gabor filter kernel shown as a) top view and b) surface plot. σ2
y/σ

2
x have a ratio of 0.25, θ is set to 0◦.

components, respectively. During the calibration phase, two optimal Gabor filter kernels are calculated to filter
either wefts or warps by convolution with the input image. To find suitable kernels, only the parameters f1, σ

2
x

and σ2
y must be optimized. The parameter f2 is kept constant at 0, θ is fixed to 0◦ (wefts) or 90◦ (warps). The

frequency f1 is manually set to match the width of the widest yarn in the image. This allows to emphasize
structures at the given frequency and damp all other frequencies. It is an uncritical parameter which has to be
provided by the user in the calibration phase. The parameters σ2

x and σ2
y determine the shape of the Gaussian

function. Their optimal ratio is found by maximizing the ratio of intensity energy between wefts and warps along
the yarn trajectories. For most yarn types a ratio σ2

y/σ
2
x of approximately 1/4 is suitable. Fig. 7.c illustrates

how warps are separated from wefts using the proposed filter technique.

5.2 Active Contours for Segmentation

Yarn trajectories found in Sec. 4 are used as precise initialization for an level-set based active contour segmenta-
tion algorithm proposed by Chan and Vese.7 A detailed overview on level-sets has be published by J.A. Sethian.8

This paper uses a simplified active contour model9 in combination with a sparse-field algorithm10 in order to
reduce computational overhead. Here, the level-set update formula is reduced to:

dφi
dt

= −λ1(u0 − µin)2 + λ2(u0 − µout)2, (4)

where φi is the level-set function at iteration i, u0 is the set of pixels in the narrow band around the zero
level-set, µin is the mean value inside the segmented region and µout the mean value outside the segmented
region. The values λ1, λ2 are tuning parameters controlling how facile the level set evolves outwards or inwards.
Active contours are based on an iterative concept: for every iteration, the level-set function is updated according
to the gradient ascent principle

φi+1 = φi + γ · dφi
dt

, (5)

with γ < 1 being a constant regularization term. To minimize the amount of iterations for yarn segmentation,
yarn trajectories found in Section 4 are dilated to approximately fit to the width of yarns within the fabric. The
dilated trajectory image is used to initialize the level-set function using a signed distance transform. Since the
initialization is already very close to the final result, to number of iterations can be minimized to 13 cycles per
image on the average. Fig 7 illustrates the process steps described in this section.

6. FEATURES AND DEFECT DETECTION

Yarn contours and yarn trajectories are all necessary information one needs to measure single yarns in the
image and draw conclusions regarding potential defects. We propose five yarn specific shape features for defect
detection. All features are calculated for wefts and warps individually:



Figure 7. Visual overview of the segmentation process. a) Extract of a fabric image (plain weave). b) warp trajectories
found in Sec. 4. c) vertically Gabor filtered image - warps are clearly isolated. d) warp segmentation using active contours
and yarn trajectories as initialization.

· YARN SPACING. For every trajectory pixel, the distance between two adjacent yarn trajectories is mea-
sured. The pixels between two neighboured trajectory pixels are labelled with the measured distance.

· YARN GAUGE. Starting from trajectory pixels, the distance between the upper and lower contour line of
a yarn is measured. All pixels between two neighboured contour pixels are labelled with the distance.

· YARN DIRECTION. For a constant pixel offset, the slope between two pixels (separated by the offset) is
measured. The yarn direction is a sliding feature that moves along an entire yarn trajectory.

· LOCAL AREA. For a given support window, the local area of a yarn is pixel-wise calculated along each
trajectory. The operator uses the contour lines to limit the area calculation.

· MOVING INTENSITY. For a given sliding support window, the average gray value intensity is calculated
along each trajectory. The operator uses the contour lines to limit the mean calculation.

The result of the feature computation are yarn shape characteristics packed in five feature maps—one for each
feature. In order to detect defective areas in the image, the feature maps can be filtered using a straightforward
threshold operation. The necessary upper and lower threshold bounds are learned from defect free samples
during the calibration phase for each feature individually. To improve the results, a hysteresis threshold is used:
Pixels in a feature map are detected as certain defects if they exceed a first threshold, pixels that exceed a
slightly slower threshold but remain below the first threshold are detected as defects only, if they are connected
to certain defects.11

7. RESULTS

The proposed framework has been evaluated using a database of 74 industrial fabric images of different material
types and bindings (plain, twill and satin). All 8 bit gray scale images were acquired using a sensor resolution
of 2456x2058 pixels and spatial resolution of approximately 1000 ppi. Fourty-five images within the database
are defect free whereas 29 images show defects of different types: double yarns, miss picks, local yarn thickness,
moire defects, spacing irregularities and more. For each analysed fabric type, the best parameters and thresholds
were manually set (i.a. f1, σ

2
x, σ

2
y, cf. Sec. 5), respectively were automatically learned (decision thresholds) from

non-defective fabric samples. Parameters and thresholds were only learned once for a specific fabric type in the



calibration phase and have not been altered afterwards. No assumptions about potential defects were made.
A minimum intersection area of 75% of the total union between a detected defect and a manually generated
ground truth has been presumed to evaluate a local detection as success (hit, binary decision). By applying this
scheme, the algorithmic framework performs with a hit rate of 100%, i.e. all marked defects in the ground truth
were successfully detected. The framework performed with a mean specificity (proportion of defect free pixels
which are correctly identified) of 99% and a sensitivity (proportion of actual defective pixels which are correctly
identified) of 95% on the database. Border regions where ignored to obtain the results. Fig. (8-11) show several
detections.

Figure 8. Detected blob defect in a fabric image with synthetic material and plain weave.

Figure 9. Detected loop defect in a fabric image with cotton material and plain weave.

8. DISCUSSION

The proposed system convinces with accurate detection results: As can be seen in the result images, defects are
segmented with high precision. The false alarm rate—a critical factor for practical applications—tends to zero,
the hit rate is perfect. All parameters are uncritical. In fact, only the Gabor filter frequency and aspect ratio



Figure 10. Detected moire defect in a polyester fabric with satin weave.

Figure 11. Detected thick yarn defect in a polyester fabric with satin weave.

must be chosen with moderate accuracy. The system works equally well for a variety of fabrics, independently of
the material and binding. A crucial restriction applies to the warp segmentation: Warps can only be segmented
in plain weaves. In twill or satin weaves, no prominent vertical structure is present, forcing the wavelet based
separation to fail. However, defects in satin or twill weaves tend to have a major impact to the shape of wefts
rather than influencing the shape of the barely visible warps, what allows a successful detection by limiting the
analyses to wefts only. The yarn spacing feature is applicable for any binding. The current system design is
not applicable to patterned material like fabrics with jacquard binding. Even though the system design has
been carried out with regard to strict time constraints, a real-time implementation remains a challenging task.
Especially the segmentation part will be subject to considerable complexity reduction. Future work will address
the speed question via algorithm optimizations and parallelisation.

9. CONCLUSION

An algorithmic framework for defect detection in highly resolved fabric images has been proposed. The high
resolution allows the system to segment single yarns within the image and measure them: Five yarn shape



characteristics are tested for abnormalities and segmented. The system is limited to plain, satin and twill weaves.
Patterned fabrics are not supported. The results were evaluated on a database of 74 industrial fabric images,
including samples with various materials and bindings. The detection rate reached 100% in the evaluation with
low false alarms and good segmentation accuracy. Future work will focus on algorithm optimization in terms of
speed and generalization of the concept to patterned fabrics.
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