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Abstract—Animal fiber identification is an essential aspect of
fabric production, since specialty fibers such as cashmere are
often targeted by adulteration attempts. Current, automated
fiber identification methods are often based on the optical
analysis of fiber surface morphology, and require a panop-
tic segmentation (i.e. the complete, non-overlapping instance
segmentation) of animal fibers. To date, these are provided
manually in a labor-intensive manner, reducing the applicability
of developed solutions. In our work, we tackle the automated,
panoptic segmentation of animal fibers, overcoming the above
limitation. We propose a two-step procedure consisting of (I)
the non-overlapping, binary segmentation of fiber “scale edges”,
followed by (II) the rule-based conversion of the binary “scale
edge” mask to the panoptic segmentation of the animal fiber. For
the first step, we investigate whether semi-supervised learning
outperforms supervised learning in the low-data regime. We
motivate this by the fact that acquiring fiber scale images is
much less time-consuming than segmenting them, and find it
not to be the case. For the second step, we propose a rule-
based post-processing of generated “scale edge” heatmaps for
improved separability of “fiber scale” instances, and show that
the post-processing improves performance across all evaluated
configurations. In total, we demonstrate that the automated,
panoptic segmentation of animal fibers is feasible.

Index Terms—Semi-supervised Segmentation, Natural Fiber
Identification, Machine Learning, Panoptic Segmentation

I. INTRODUCTION

Animal fibers possess desirable material characteristics
such as thermal insulation, making them an important material
for fabric production [1]. Specialty fibers (e.g. cashmere) have
outstanding material characteristics, achieving premium prices
on the market [2]. High prices, however, render specialty
fibers a target for adulteration, and adulteration rates between
15-60% have been reported for cashmere products [3], [4].

Out of the many fiber identification methods proposed to
counteract adulteration, optical methods are the most widely
applicable [5]–[7]. Here, fibers are identified based on the
visual assessment of their surface morphology, using either
optical microscopy [6], [7] or scanning electron microscopy
(SEM) [5]. Optical fiber identification methods, however,
require extensively trained experts to achieve reliable re-
sults [8], [9], hindering their economic realization. Instead of
performing actual measurements and a rule-based analysis,
experts are commonly trained on reference image databases
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Fig. 1. Proposed two-step procedure for the automated, panoptic segmenta-
tion of animal fibers. In the first stage, the binary, semantic segmentation of
fiber “scale edges” is learned, potentially semi-supervisedly. In the second
stage, the heatmaps produced by the model are converted to the panoptic
segmentation of animal fibers, exploiting knowledge about the structural
characteristics of animals fibers and the predicted “scale edge” heatmap.

to achieve fiber classification via qualitative features (i.e.
“structure and regularity of the scale’s shape”). They are then
allowed to perform fiber identification once they achieve an
agreement of 96% with the nominal value [8].

In order to overcome this limitation, automated, non-linear,
pattern-recognition based identification methods have been
developed [10]–[14]. While accurate fiber identification is
possible with the proposed methods, many of them still
require a panoptic segmentation [15] (i.e. the complete, non-
overlapping instance segmentation) of animal fibers. Here,
fibers are partitioned into “fiber scales”, “scale edges” and
“background” in order to extract geometric descriptors of
fiber surface morphology [10], [11]. These segmentations are
currently generated manually, limiting the applicability of
developed, automated solutions.

In our work, we automate the panoptic segmentation of
animal fibers for the first time, overcoming said limitation.
Similar to other work on automated visual inspection and
measurement [16]–[19], we propose a hybrid scheme based



on both machine learning and rule-based processing (Fig. 1).
It consists of (I) the learned, binary, semantic segmentation of
“scale edges” and (II) the rule-based post-processing & con-
version of the produced heatmaps to panoptic segmentations.
Our contributions are as follows:

• For the binary, semantic segmentation of “scale edges”,
we propose an approach based on convolutional neural
networks (CNNs). Furthermore, we investigate whether
semi-supervised learning, i.e. whether making use of
unlabeled images in addition to labeled images, can
provide additional performance improvements.

• For the post-processing & conversion step, we propose
a rule-based algorithm that exploits structural patterns
found in the predicted “scale edge” heatmaps for im-
proved separability of “fiber scales”.

II. RELATED WORK

Semi-supervised learning aims to learn on labeled & un-
labeled data at the same time, leveraging the unlabeled data
to improve the performance at the original task [20]. Semi-
supervised methods often make use of the following two
assumptions: (I) Consistency-constraint: If two data points
are close, they should also be close in the data representation
learned by the model [20]. (II) Clustering assumption, also
known as low density separation: Data points belonging to
the same class tend to form clusters in the data representation,
and are separated by a decision boundary that passes through
regions of low density.

Semi-supervised learning-algorithms use the unlabeled data
to penalize deviations from the above assumptions. Typically,
this comprises applying a perturbation function g to an input
image x, yielding a perturbed, yet similar, image x̂, and
minimizing the difference between the CNN’s outputs of x
and x̂. Here, commonly used distance measures are the mean
squared error (MSE) [21] or binary crossentropy (BCE) [22].
Regarding g, geometric transformations [23], adversarial per-
turbations [24], color transformations and image noise are
commonly applied. The above procedure is often combined
with additional regularization techniques such as the Mean-
Teacher [25], the Π-model [26] or temporal ensembling [26]
for additional performance improvements.

While successfully applied to image classification, semi-
supervised learning has failed to improve results of seman-
tic segmentation for a long time. The reason for this was
hypothesized to be that low-density regions in images rarely
correspond to class boundaries [23], [27]. As a remedy, strong
perturbations based on image-compositing, e.g. by means
of CutMix [28], have been proposed [27]. Alternatively,
the equivariance of a segmentation network to geometric
perturbation functions is also commonly enforced [21], [22].
Furthermore, it has been reported that low-density regions
are actually found in the intermediate representations of se-
mantic segmentation networks [23], and therefore it has been
proposed to perturb the intermediate feature representations
directly [23], [29].

III. PANOPTIC SEGMENTATION OF ANIMAL FIBERS

The most straightforward way of tackling a panoptic
segmentation problem is to employ panoptic segmentation
methods such as [30]. However, these methods are known
to require many data points (as opposed to the 500 labeled
images available in this work, refer also Section IV-A), and
did not converge in our preliminary experiments.

From Fig. 1, it can be assumed that the required panoptic
segmentation of “fiber scales” and “background” could be
inferred, if the “scale edges” are segmented correctly (cf.
Fig. 2). We therefore propose a two-step procedure instead,
that divides the problem into: (I) The binary, potentially
semi-supervised, semantic segmentation of the fiber’s “scale
edges”, and (II) the rule-based post-processing & conversion
of predictions to the panoptic segmentation.

A. Semi-supervised, Semantic Segmentation of Fiber Scale
Edges

We start with a brief formalization of the problem. Let
Ds = {(xs

1, y
s
1), ..., (x

s
n, y

s
n)} be the set of labeled samples,

and Du = {xu
1 , ..., x

u
n} be the set of unlabeled samples,

whereas for each labeled image xs
i there exists a corre-

sponding, binary segmentation mask ysi . Furthermore, let
ϕ : Rc×h×w → Rc×h be a CNN tasked with segmenting
the “scale edge” class. For the labeled samples, we use the
focal loss (FL) [31],

Ls =
1

|Ds|
∑

(xs
i ,y

s
i )∈Ds

FL (ysi , ϕ(x
s
i )) , (1)

as the segmentation problem is heavily imbalanced, with the
“scale edge” being the minority class.

In addition to (1), we also investigate potential benefits of
enforcing a consistency-constraint for all samples xi ∈ D =
{Ds ∪ Du}. Specifically, we enforce both (I) the equivariance
of ϕ to geometric perturbation functions g and its invariance
to non-geometric image augmentations h, as well as (II)
the invariance of ϕ to feature perturbations applied to its
intermediate layers, where perturbations result in a modified
output ϕ̂(xi) for a given sample xi.

The overall applied consistency loss is thus

Lc =
1

|D|
∑
xi∈D

{
FL (g ◦ ϕ(x), ϕ(g ◦ h ◦ x)) ifIi > 0.5

FL(ϕ(x), ϕ̂(x)) otherwise.
(2)

Since we randomly select the type of consistency-constraint
to use per sample xi, we set I

iid∼ U [0, 1]. The total loss
minimized is then

L = Ls + Lc. (3)

Note that we assess the effectiveness of the two consistency-
constraints individually in Section IV-C.

For the feature-level perturbations, we apply I-VAT, F-
Noise and F-Drop as proposed in [23] to the last feature
layer of the CNN’s encoder network, and randomly draw one
of the perturbation functions per sample. For the image-level
perturbation functions g and h, we employ the albumentations



TABLE I
IMAGE-LEVEL TRANSFORMS USED THROUGHOUT THIS WORK. IF

HYPERPARAMETERS ARE NOT SPECIFIED EXPLICITLY, THEY ARE LEFT AT
DEFAULT VALUES

type name hyperparameter values

h

CLAHE cliplimit ∈ {10, 20},
gridsize ∈ {32, 64}

ColorJitter —
GaussianNoise —
MedianBlur kernelsize ∈ [3, 15]
GaussianBlur kernelsize ∈ [3, 15]

g

RandomGridShuffle grid = (4, 4)
Flip —
CoarseDropout max height = 100,max width = 100

Affine scale ∈ [0.8, 1.2], translate ∈ [0, 0.1],
shear ∈ [−5, 5], rotate ∈ [0, 90]

ElasticTransform —

framework [32] with transforms as specified in Table I.
Similar to [22], we therefore only backpropagate our gradient
through ϕ(g ◦h◦x). The per-sample augmentations comprise
up to 2 and 3 augmentations drawn randomly for h and g
respectively (refer Fig. 3 for a representative example).

Note that we do not employ regularization techniques such
as [25], [26], since they did not improve results in initial
experiments, yet simultaneously add to the complexity of the
approach. We also note that image-compositing as proposed
in [27] cannot be applied in our case, as we both lack the
multi-class classification setting and have the “scale edge”
class present in all image samples.

B. Post-processing & Conversion of Predictions to Panoptic
Segmentations

We motivate the need for a rule-based post-processing by
the fact that converged models ϕ sometimes yield lower
confidence at intersecting “scale edges”, and would thus
fail to separate all “fiber scales” properly when combined
with simple thresholding (cf. Fig. 2). Our proposed post-
processing thus aims at completing “scale edges” inside these
intersections, increasing the separability of neighboring “fiber
scale” instances. To this end, we first apply the pixel-wise
sigmoid operation to the heatmap returned by ϕ, scaling
it to [0, 1]. Since “scale edges” of lesser confidence are
always connected to regions of high confidence (refer Fig. 2),
we perform a hysteresis-thresholding [33] instead of other
thresholding methods in the next step. Here we set upper and
lower threshold values to 0.5 and 0.4 respectively based on
preliminary experiments. Afterwards, we apply a morpholog-
ical closing [33], with a cross-shaped structuring element of
size 9 × 9, to complete “scale edge” intersections predicted
with a confidence of <0.4. Assuming that the “scale edge”
mask should be one continuous element, we keep only the
largest “scale edge” instance out of those yielded by the above
steps as the basis for the panoptic segmentation generation.

We generate the panoptic segmentation by applying a
connected component analysis (CCA) to the inverted “scale
edge” segmentation mask. We label the two largest segments

of the result as “background”, and all remaining segments as
“fiber scales”. This can be done since there is only a single
fiber present per image. Thereby, a single class-instance as
well as class-label is assigned to each pixel, and panoptic
segmentation is achieved (refer Fig. 2).

IV. EXPERIMENTS

A. Dataset

We employ SEM-imaging over optical microscopy as it
provides higher-resolution images as well as better contrast
of the fiber surface morphology, and is the only imaging tech-
nique yielding reproducible identification results in combina-
tion with human operators [34]. We acquire 13,000 images
in total, with each image being 1280 × 960 pixels in size,
and source the images from a variety of specialty and non-
specialty fibers. Furthermore, we manually label all “scale
edges” in 500 representative images. Manual annotations can
also be converted to the panoptic format as outlined in Sec-
tion III-B, and are used to train ϕ. We note that labeling the
500 images took ∼40 h in total at 4-5 minutes/image, which
motivated our investigation of semi-supervised learning.

B. Experimental Setup

We investigate the potential benefits of the post-processing
proposed in Section III-B and the semi-supervised learning
scheme detailed in Section III-A. For the former, we compare
panoptic segmentation performance of converged networks ϕ
with and without morphological post-processing, denoted as
morpho and pred respectively. Here, we simply apply the
sigmoid function to the heatmap pixel-wise, and threshold
the output at 0.5, i.e. every pixel >0.5 is marked as “scale
edge”, for the pred variant. For the latter, we compare
supervised segmentation networks trained on Ds only (with
and without application of augmentations g ◦ f ) to semi-
supervised learning as outlined in Section III-A.

For all experiments, we use an encoder-decoder type CNN
based on the U-Net [35] for ϕ, and employ PixelShuffle [36]
layers when upsampling the features for reduced checkerboard
artifacts. Furthermore, we use a pre-trained ResNet-18 [37] as
the encoder throughout our studies, as transfer learning tends
to improve results when only a small dataset is available [38].

To further increase the robustness of our evaluations, we
perform a five-fold evaluation over Ds, holding out 100
images for testing at each fold. The remaining 400 images
are each split into training/validation sets in an 80%/20%
manner. We report µ ± σ across the folds to denote overall
performance.

1) Evaluation Details: We quantify panoptic segmentation
performance via the panoptic quality (PQ) [15], defined as

PQ =

∑
(p,gt)∈TP IoU(p, gt)

|TP |︸ ︷︷ ︸
SQ

× |TP |
|TP |+ 1

2 |FP |+ 1
2 |FN︸ ︷︷ ︸

RQ
(4)

with true positive (TP), false positive (FP), false nega-
tive (FN) and intersection over union (IoU), predictions p



Fig. 2. Conversion of CNN predictions to panoptic segmentations. Since the network’s output (upper middle) exhibits lower pseudo-probabilities for “scale
edge” intersections at times, hysteresis-thresholding and morphological closing is applied to improve separability of “fiber scale” instances. Afterwards, CCA
is performed on the inverted segmentation to identify all class-instances, and the two biggest instances are labeled as “background”. Upper right shows the
identified class-instances, which are encoded as unique gray values, whereas lower right shows the semantic class-labels (“background” in blue, “scale edge”
in green and “fiber scale” in orange). A representative “scale edge” intersection where post-processing improves separability is marked by a red arrow.

and ground truth instance gt. PQ can be thought of as a
multiplication of segmentation quality (SQ) and recognition
quality (RQ), which denote the performance at segmenting
the matched instances as well as successfully matching the
instances, respectively. In addition to PQ, we also report SQ
and RQ. Following [15], we report the above metrics when
aggregated over all classes, as well as for things (countable
objects: “fiber scale”) and stuff classes (non-countable ob-
jects: “background”, “scale edge”) separately.

2) Image Pre-processing & Training Details: We first per-
form a center crop on all images, cropping them to 1280×800
pixels as there is only a single, centered fiber present per
image. For all cases where images are unchanged, we simply
apply a CLAHE to the images, setting grid size to 32 and
clip limit to 10, as this provided the best image quality for
“scale edge” segmentation (refer Fig. 3b).

We train with a batch-size of 8, using the Adam optimizer
and a learning-rate of 5×10−5. Following [23], we oversam-
ple the labeled images to ensure that 50% of a batch are
labeled. We select the best model based on the area under
the precision-recall curve (AUPR) for binary “scale edge”
segmentation on the validation set, as PQ-calculation is too
compute-intensive to perform at each epoch. For both super-
vised and semi-supervised experiments, an epoch denotes 40
steps, corresponding to a complete traversal of the 320 labeled
training images for the supervised experiments. We reduce the
learning-rate by a factor of 10 if the AUPR does not improve
by 0.005 for 10 epochs, and stop the training after AUPR has
not improved by 0.005 for the last 20 epochs.

C. Results

Assessing results in Table II, the following two tendencies
can be observed: (I) The proposed post-processing consis-
tently improves results in all metrics across all evaluated
configurations. Furthermore, the biggest improvements are
achieved for the RQ of both things and stuff categories, indi-
cating that the proposed post-processing does indeed improve
separability of nearby instances by completing “scale edge”
intersections (cf. Fig. 2). (II) Semi-supervised configurations

(a) (b)

(c) (d)

Fig. 3. Image perturbations. (a) shows the center-cropped image, (b) the
effects of CLAHE, and (c) and (d) show a representative augmentation result.

do not improve on the supervised baselines in any metric,
both in the augmented and the unaugmented setting.

In addition to the quantitative evaluation, we also compare
panoptic segmentation results of the proposed, automated
segmentation pipeline with the manual ground truth qualita-
tively. Here, we choose the best-performing configuration for
comparison, i.e. a model trained purely supervisedly under
application of augmentations and rule-based post-processing.

Assessing panoptic segmentation results in Fig. 4, it be-
comes apparent that the manual ground truth is noisy, at times
containing phantom “scale edges” which are not present in the
image, and at times marking “scale edges” where it is unclear
if they are true edges or simply surface damages.

V. DISCUSSION

In our work, we proposed and validated a two-step pro-
cedure for the automated, panoptic segmentation of animal
fibers. While results showed that strong panoptic segmentation
performance could be achieved by the proposed pipeline,
none of the investigated, semi-supervised learning schemes
managed to outperform a tuned, supervised baseline (refer
Table II). This finding is in agreement with [39], where it



TABLE II
RESULTS FOR AUTOMATED, PANOPTIC SEGMENTATION OF ANIMAL FIBERS. VALUES ARE GIVEN AS µ± σ ACROSS THE FIVE FOLDS PER

CONFIGURATION. FOR EACH METRIC, THE BEST PERFORMING CONFIGURATION IS BOLD-FACED. ABBREVIATIONS: A = AUGMENTATIONS, F = FEATURE
PERTURBATIONS, I = IMAGE PERTURBATIONS, P = APPLIED POST-PROCESSING

a f i p All Things Stuff

PQ SQ RQ PQ SQ RQ PQ SQ RQ

✗
✗ ✗

morpho 64.7± 0.9 79.1± 0.2 76.3± 1.5 70.7± 0.8 85.7± 0.5 82.5± 0.7 61.7± 1.0 75.8± 0.2 73.2± 2.1
pred 43.0± 9.1 76.0± 1.6 54.7± 9.5 30.9± 4.1 83.7± 1.0 36.9± 4.8 49.0±12.5 72.1± 2.6 63.5±12.8

✓ ✗
morpho 59.4± 3.6 78.5± 0.3 70.0± 4.7 64.2± 3.2 84.9± 0.4 75.6± 3.5 57.0± 3.9 75.3± 0.3 67.1± 5.5
pred 24.7±16.0 69.5± 7.4 33.8±18.1 20.8± 9.5 83.2± 0.4 25.0±11.3 26.6±21.0 62.6±11.1 38.2±23.0

✓

✗
✗

morpho 66.4± 1.0 79.3± 0.1 78.9± 1.4 72.0± 1.4 86.0± 0.3 83.7± 1.5 63.6± 0.8 75.9± 0.1 76.5± 1.4
pred 30.2±16.9 67.6±13.3 38.5±19.0 23.6± 4.6 84.1± 1.0 28.1± 5.5 33.5±24.8 59.3±20.5 43.6±27.7

✓
morpho 51.0± 7.7 77.6± 0.3 60.3±10.1 41.1± 9.1 83.3± 0.5 49.4±11.2 55.9± 6.9 74.7± 0.8 65.8± 9.5
pred 0.0± 0.0 0.0± 0.0 0.0± 0.0 0.0± 0.0 0.0± 0.0 0.0± 0.0 0.0± 0.0 0.0± 0.0 0.0± 0.0

✓
✗

morpho 59.8± 6.6 78.3± 1.3 70.1± 8.7 65.6± 7.9 84.9± 1.5 77.1± 8.2 56.9± 6.2 75.0± 1.2 66.6± 9.3
pred 24.7±14.3 67.1±13.0 33.0±18.4 20.7±11.5 83.6± 2.1 24.6±13.6 26.7±17.3 58.9±19.8 37.1±21.7

✓
morpho 47.9± 1.9 67.6±11.5 53.6± 0.9 50.7± 0.5 81.4± 0.1 62.3± 0.7 46.6± 2.6 60.6±17.3 49.3± 1.0
pred 1.6± 1.3 51.4± 7.5 1.9± 1.4 1.1± 0.1 84.0± 0.5 1.3± 0.1 1.8± 2.0 35.1±11.0 2.3± 2.1

(a) (b) (c)

Fig. 4. Qualitative comparison of manual and automated segmentation results. (a) shows the input image, (b) an overlay of the automatic segmentation and
(c) an overlay of the manual segmentation. Annotation errors and questionable annotations are marked with red and yellow arrows respectively.

was found that semi-supervised algorithms often fail to beat
properly optimized, supervised baselines with tuned hyper-
parameters. Given the amount of effort spent developing,
implementing & evaluating the semi-supervised algorithms,
we therefore suggest to rather focus on increasing the amount
of labeled data for future performance improvements. Here,
one could pursue an active learning scheme, where the
segmentations generated by the model are only refined by
the human operator, reducing the time-effort of the labeling
process. We note further that many related visual inspection
and measurement tasks such as [19] might profit from pur-
suing panoptic segmentation approaches rather than instance
segmentation approaches.

A. Limitations

Our work also has several limitations. First, we did not
quantify the label-noise/segmentation error inherently present
in the manual annotations, and will perform a multi-rater
study in future work to this end (refer Fig. 4). Furthermore,
while we did evaluate semi-supervised algorithms under the
consistency-constraint, we did not investigate self-training,
where model predictions are used to generate hard/soft pseu-
dolabels for use in iterative training of models [40]. Given
the segmentation improvements achieved by the proposed
post-processing of model predictions (refer Table II), we
will pursue this line of research in future work. However,
it should be noted that self-training is an iterative procedure,

requiring considerably more compute resources. Next, it is
desirable to determine the optimal parameters of the rule-
based post-processing dynamically, instead of setting them
statically as done in this work. Here, one could either perform
a grid-search over a useful hyperparameter space after the
model has converged or alternatively employ reinforcement
learning in future work. Last, while we did achieve a very
strong panoptic segmentation performance, we did not yet
fully validate the generated segmentations for their use in
animal fiber identification. To this end, we will compare the
identification performance of machine learning models trained
on geometric scale pattern descriptors extracted from manual
and automatic segmentations, respectively, in future work.

VI. CONCLUSION

In our work, we tackled the automated, panoptic seg-
mentation of animal fibers. To this end, we proposed and
validated a two-step procedure, consisting of (I) the binary,
semantic segmentation of fiber “scale edges” followed by (II)
the rule-based post-processing & conversion of the resulting
heatmap to a panoptic segmentation. Results revealed that
semi-supervised learning schemes employing the consistency-
constraint do not outperform purely supervised baselines
tuned properly. Furthermore, the proposed post-processing
scheme improved results for all evaluated experimental set-
tings. In all, we showed that the automated, panoptic seg-
mentation of animal fibers is feasible, and will validate



the suitability of automatic segmentations for animal fiber
identification next.
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