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Abstract—Recent advances in supervised Machine Learning
have enabled the automated visual inspection of increasingly
complex products. The economic feasibility of developed methods
is, however, limited by their requirement for large amounts of
labeled training data. As an alternative, Anomaly Detection (AD)
methods have been proposed, which do not rely on large-scale
datasets and often require defect-free images only.

In our work, we benchmark and adapt proposed state-of-the-
art AD as well as Anomaly Segmentation (AS) methods to the
Polyethylene Terephthalate (PET) preform closure inspection task
in a high-throughput setting. We furthermore compare AD/AS
methods with fully supervised baselines and show that, in the
low-data regime, comparable AS performance can be achieved.
Moreover, fully supervised baselines are outperformed with
respect to AD by our adapted methods. We also conduct ablation
studies to quantify the effects of proposed modifications, and
show that they reduce memory footprint by a factor of 3 while
maintaining AD/AS performance. Together, this demonstrates the
suitability of AD/AS methods for the automated visual inspection
of complex objects such as transparent PET preform closures in
high-throughput settings.

Index Terms—Anomaly Detection, Anomaly Segmentation,
Visual Inspection, Visual Quality Control.

I. INTRODUCTION

Visual inspection is a core aspect of quality control and
tries to identify defects in products [1]. Traditionally, visual
inspection is performed by human experts. However, even at
peak performance, human experts are only capable of detecting
60-80% of defects [2], [3] while simultaneously accounting for
at least 10% of total labor costs [4].

As an alternative, automated visual inspection systems have
been developed to improve overall inspection performance [4].
Classical rule-based systems, however, are limited in their
applicability to simple products, e.g. opaque Polyethylene
Terephthalate (PET) preform closures. The inspection of more
complex products, e.g. transparent or threaded PET preform
closures, can be realized using advanced Machine Learning
techniques such as Convolutional Neural Networks (CNNs) in
a supervised manner. However, supervised methods require
large amounts of labeled training data, including defects,
limiting their economic feasibility [5].

Here, Anomaly Detection (AD) offers an elegant solution.
AD tries to detect deviations from a prior defined concept
of normality [6]–[8]. Since the anomaly distribution is per

definition ill-defined [6]–[8], developed solutions often focus
on describing the normal distribution1 instead [8]. Comple-
mentary to AD, Anomaly Segmentation (AS) is tasked with
identifying the regions that constitute an image’s anomaly,
should the anomaly type allow for this [5], [8]. By framing
defects as anomalies and defect-free products as the normal
state, AD and AS can be easily applied to the visual inspection
task [5], [9]. Furthermore, AD and AS often do not require
labeled defects, which are cumbersome or even impossible
to acquire, and thus make up a large cost of developed,
supervised solutions. Therefore, AD and AS are well-suited
for application in industry [5].

However, to the best of our knowledge, the AD and AS
framework has not yet been applied to the automated visual
inspection of PET preform closures. Instead, rule-based sys-
tems are developed [10], [11], which are limited either by their
low workpiece throughput or their restriction to simple PET
preforms. Our contributions are as follows:

• We create a challenging dataset on an automated visual
inspection machine that allows for high-throughput PET
preform inspection (>70.000 pieces / h). In total, the
dataset contains 4 opaque and 3 transparent PET preform
types and 1508 images, with manual segmentation masks
denoting defect location in the images.

• We adapt and benchmark state-of-the-art AD and AS
methods on the generated dataset. In this context, we per-
form ablation studies to quantify the benefits of proposed
modifications, and show that we are able to maintain
AD/AS performance while decreasing memory footprint
by a factor of 3.

• We compare AS and AD performance to a fully super-
vised baseline. We show that, in the low-data regime, the
proposed methods outperform the baseline with respect
to AD while achieving comparable AS performance.

II. RELATED WORK

To the best of our knowledge, the AD and AS framework has
not yet been applied to the automated visual inspection of PET
preform closures. Nonetheless, others have also worked on the

1For clarity: In context of AD, “normal” refers to the “normal” state rather
than the Gaussian distribution.



automatic inspection of PET preform closures [10], [11], PET
bottles closures [12], [13] or glass bottle closures [14].

Duan et al. [14] extract glass bottle closures by means
of circular Hough transform [15] and train a simple, fully
connected, supervised neural network to perform defect de-
tection. Zhou et al. [16] inspect the bottom of glass bottles,
again using circular Hough transform for Region of Interest
(ROI) extraction. Afterwards, they perform an autocorrelation
analysis with templates [17] extracted from the ROI in polar
coordinates for defect detection. Bartleet and Jager [12] em-
ploy prior knowledge about the expected closure appearance of
plastic bottles to detect defects. They do so by first extracting
the closure annulus followed by thresholding its gray values.
Laucka et al. [10] pursue a similar approach to inspect the
closure of PET preforms, again thresholding the gray value
distribution of the extracted annulus in polar coordinates.
Similar approaches are pursued by Yin et al. [11] for closure
inspection of opaque PET preforms and by Tarabini et al. [13]
for the closure inspection of PET bottles.

All of the above methods are limited in their applicabil-
ity, requiring either opaque PET materials [11] or special
measurement setups [10], [13] that do not allow for high-
throughput preform processing to achieve their task. Further-
more, hyperparameters such as the gray value threshold or
the autocorrelation threshold have to be set on a per-preform
type basis. This further limits the applicability of developed
solutions by introducing additional change-over costs. Thus,
developed methods are unsuited for use in industry.

III. VISION SYSTEM AND DATASET DESCRIPTION

In our work, we a employ a custom image-acquisition setup,
which allows for high-throughput visual inspection of PET
preforms. It consists of a backlit conveyor with top-mounted
cameras and is capable of inspecting multiple preforms in
parallel (see Fig. 1).

In our work, we also perform ROI extraction to locate
the PET preform closure prior to its inspection. To do so,
we identify individual preforms in the overview images via
template matching. Following [10], [11], we also use a circular
Hough transform to extract the preform closure in polar
coordinates, henceforth referred to as “roll-out”. Roll-outs
are the basis of all experiments performed in our work. An
overview of the ROI extraction scheme is shown in Fig. 2.

We setup a database using the image acquisition and ROI
extraction scheme defined above in the next step. Images are
acquired across 7 preform types (4 opaque and 3 transparent).
In total, we acquire 1508 images, out of which 289 are
defect-free and 1219 defective. For each defective image,
we additionally provide a segmentation mask to denote the
location of the defect inside the image. Dataset statistics as
well as reference roll-outs for each preform type are shown in
Table I.

When inspecting the reference roll-outs, it becomes apparent
that the appearance of opaque preforms is more homogeneous
than the one of transparent preforms. These variations are also

Fig. 1. The image acquisition setup.

Fig. 2. ROI extraction scheme. In a first step, the PET preform is located in
the overview image by means of template matching (shown in green). Next, a
circular Hough transform is applied to extract the PET preform closure. The
PET preform closure annulus is then transformed to its 2D polar coordinate
image (shown in red), also referred to as “roll-out”.

the reason why transparent preforms can not be inspected by
classical, rule-based approaches, and motivated our work.

IV. METHODS

In the following, the methods used for AD and AS will be
briefly described. While we limit our description to the AD
and AS methods we actually employed in our work, we refer
to [8] for a more general overview on AD/AS. Furthermore,
the proposed modifications and the motivations behind them
as well as training and evaluation details will be given.

In general, the selection of AD/AS methods was affected by
two product requirements: First, AS is needed to explain the
reasons behind rejects to the customer. Therefore, algorithms
focusing on pure image-level AD such as [9], [18] are not
applicable. Second, ideally no dedicated CNN training should
be necessary to facilitate low change-over times of the system.
Thus, we focus on joint AD/AS methods that make use of
CNNs pre-trained on large-scale datasets (e.g. ImageNet [19])



TABLE I
DATASET CHARACTERISTICS.

Preform type images Reference roll-out
normal anomalous

Red 57 240

Blue small 74 55

Blue long 38 174

Blue transparent 36 198

Green 39 134

Green transparent 45 184

White transparent 40 194

Total 289 1219

and achieve state-of-the-art industrial AD performance on the
public MVTec AD dataset [5].

Specifically, we employ Semantic Pyramid Anomaly
Detection (SPADE) [20] and Patch Distribution Model-
ing (PaDiM) [21]. SPADE consists of two-steps: First, a k-
NN search is performed with L2 distance on the defect-
free training images to identify anomalous images. For each
anomalous image, AS is performed in the second step by an-
other k-NN search over a gallery of features extracted from the
anomalous image’s M most similar training images. Features
used for AS are yielded by concatenating features extracted
from different levels of the CNN. Here, spatial dimensions are
aligned via bilinear interpolation. While SPADE requires no
CNN training, its run-time complexity scales linearly with the
size of the used training dataset and quadratically with M .

PaDiM combines SPADE and [9] to achieve AD and AS.
Specifically, features are also extracted from different levels of
an ImageNet pre-trained CNN and subsequently concatenated
in an identical fashion to SPADE. PaDiM then models the
joint Probability Density Function (PDF) of the concatenated
feature vectors by means of Gaussian AD, fitting one mean
vector µ and one covariance matrix Σ per spatial location.
While AS can be inferred directly from the spatial anomaly
scores, max aggregation over the spatial anomaly scores is
used to achieve AD. It should be noted that PaDiM’s run-
time does not scale with training dataset size. However, its
memory footprint is quite high due to fitting one µ and Σ per
location. As a remedy, PaDiM stochastically selects subsets of
the spatial feature maps to reduce memory footprint. PaDiM
also does not require CNN training on the application domain.

In addition to the above methods, we also evaluate AD/AS
algorithms that train a CNN on the target domain/application
and achieve state-of-the art performance on the MVTec AD
dataset. Specifically, we employ the Fully Convolutional Data
Descriptor (FCDD) [22]. FCDD trains a per-location Hyper-
Sphere Classifier (HSC) objective [23] on intermediate fea-
tures of pre-trained CNN, using synthetic anomalies for Outlier
Exposure (OE). As an additional modification of the HSC
objective, FCDD learns the mapping from high-dimensional
feature representations to spatial anomaly scores by means

of a 1 × 1 convolution with bias term instead of using a
norm function. AS is achieved by upsampling the per-location
anomaly scores using Gaussian interpolation based on the
effective receptive field sizes [24] of the pre-trained CNN.
AD can be achieved by aggregating the per-location anomaly
scores.

For completeness, we also evaluate AD/AS algorithms
based on AutoEncoders (AE) due to their popularity. AEs
need to be trained individually on each new preform type and
achieve AS via the residual image generated by comparing
the input image with the reconstruction [8]. AD is achieved
by aggregating the residual image appropriately.

Last, we also compare with classification/segmentation net-
works trained in a fully supervised manner. While the sparse
sampling of anomalies introduces a significant bias here [25],
it has nonetheless been demonstrated that generalization to
prior unseen anomaly types can be achieved for supervised
AD/AS models [26]. It should be noted that fully supervised
training can not be applied realistically in industry but rather
serves as an upper bound on the achievable performance.

A. Proposed modifications

In the following, we will detail our proposed modifications
as well as their motivation.

First, we account for the periodic nature of the roll-out
images by applying circular padding across all convolutional
operations in all methods to the x-axis.

For FCDD training, synthetic anomalies are required as
a critical hyperparameter to serve as surrogates for the true
anomaly distribution via OE. Here, we also employ “confetti”
noise as proposed by [22]. However, we blacken the resulting
“confetti”, as this more closely aligns with anomaly appear-
ance in our use-case (refer Fig. 4 and Fig. 6). Furthermore,
we limit defect synthesis to two anomalies per instance, as the
simultaneous occurrence of more anomalies is unrealistic for
our use-case. A reference synthetic defect is shown in Fig. 3.
We also propose to combine FCDD objective + synthetic OE
with a FPN to further improve on FCDD performance.

We use EfficientNets [27] pre-trained on ImageNet as the
(initial) feature extractor for all evaluated approaches, as [9]



Fig. 3. Representative image of a synthetic anomaly as used for FCDD
training. The synthesized defect is marked in red.

has shown that they are superior to other network architectures
in context of transfer learning for industrial AD. While [9]
does not give an explicit reason for this, network architectures
with better ImageNet performance have been demonstrated to
yield more universally applicable feature representations for
transfer learning in [28]. Specifically, we employ EfficientNet-
B4, which has shown a good trade-off between model com-
plexity and AD performance in [9], and use the weights
provided by [29].

Furthermore, we propose to model the PDF of every
location either by a joint global Gaussian distribution or
by location-wise µ and tied Σ for PaDiM, referred to as
PaDiMglobal and PaDiMtied in the following. The reason behind
this simplification is that CNNs are by design approximately
translation invariant [30]. Therefore, features yielded by ap-
plying a CNN should also approximately follow the same
distribution across locations when neglecting effects of zero-
padding. However, since this does not reflect the static image
composition of visual inspection, we still allow for small
changes in µ by modeling them independently.

B. Training and Evaluation Details

To facilitate reproducibility, we will give training details as
well as evaluation metrics next before reporting results.

For FCDD, we train an EfficientNet-B4 variant with the
respective objective using the generated synthetic anomalies
(c.f. Fig. 3) for OE. Specifically, we extract features from level
6 (following nomenclature from [31]). Image-level resolution
of anomaly scores is achieved by Gaussian interpolation with
kernel size σ = 8, as this yielded plausible heatmaps.

For AE and the supervised segmentation network, we con-
struct a Feature Pyramid Network (FPN) [32] to upsample
the representations of the EfficientNet-B4. Specifically, let
φ : Rc×h×w → Rd be a pre-trained CNN with its inter-
mediate mappings denoted as φm : Rcm−1×hm−1×wm−1 →
Rcm×hm×wm . In the FPN, we “inverse” the mapping from
m−1 to m by a transposed convolution with appropriate kernel
size and stride. Afterwards, features are summed and a ReLU
non-linearity is applied. For m = 0, the anomaly score map of
input image resolution is yielded. The AE is then trained using
the L2 loss and defect-free images, whereas the supervised
segmentation network is trained using real anomalies and
the binary cross-entropy (BCE) loss. Since FCDD training
with features of level 6 alone showed poor performance in
preliminary experiments, we also propose to train a FPN
together with synthetic OE and the FCDD objective. We
denote this procedure FCDDFPN.

For both PaDiM and SPADE, we extract features from levels
3, 5, and 6 of the EfficientNet B4, as done in [21], and
following original notation as in [31] when referring to levels.
Features from level 5 and 6 are subsequently upsampled to

the spatial resolution of level 3 using bilinear interpolation.
The computed anomaly scores are then upsampled to input
image resolution, again using bilinear interpolation. Last, the
final image-resolution anomaly score map is blurred by a
Gaussian kernel with σ = 4 as done in [20], [21]. For the
Gaussian distributions estimated by PaDiM, we follow the
proposal by [9], estimating Σ by means of shrinkage [33]
and µ empirically. Furthermore, we use negated Principal
Component Analysis (nPCA) as proposed by [9] to reduce
the number of Gaussian input features to 100. For SPADE,
we set k = 2 for AD and M = 1 for AS.

For all algorithms, input-size of roll-outs is 24×800 pixels.
Furthermore, AD scores are yielded by maximum aggregation
of spatial anomaly scores for all methods except for the
supervised segmentation network, as this improved results over
mean aggregation. For the supervised segmentation network,
we perform mean aggregation. We use Stochastic Gradient
Descent with Nesterov momentum of 0.9, a learning rate of
0.0001 and a batch-size of 5 across all experiments, training
for 200 epochs each.

To evaluate AD performance, we employ the Area under
the Receiver Operating Characteristics curve (AUROC). The
AUROC specifies an algorithm’s overall AD performance by
neglecting the task of setting the working point and is well
suited for evaluating binary classification problems [34].

To evaluate AS performance, we report two metrics. First,
we report the pixel-wise AUROC to report overall AS perfor-
mance. However, since our anomalies are small compared to
the overall image, we also evaluate the normalized Per Region
Overlap (PRO) curve up to 30% FPR as proposed by [35].
PRO more accurately describes an AS algorithm’s ability to
detect small anomalies.

V. RESULTS

We perform various experiments to investigate whether
AD/AS algorithms can be applied to the complex task of PET
preform closure inspection in a high-throughput setting.

A. Analysis of AD and AS performance

To evaluate AD and AS performance, we fit individual
models per preform type. To facilitate direct comparison of
AD/AS with fully supervised methods, we reserve the same
20 normal and 20 defective images per preform type for
model training, and use the rest for evaluation. For the AD
and AS methods, we use the 20 normal images to fit our
algorithms and leave the 20 defective images unused. For the
fully supervised method, we train on both normal and defective
images. We then report µ ± σ aggregated over the preform
types to assess algorithm performance.

Assessing AS results, it can be seen that PaDiM outper-
forms all algorithms except for the fully supervised upper
bound, achieving both highest AUROC as well as highest
PRO (Table II). Furthermore, PaDiM outperforms the fully
supervised upper bound in the AD task, achieving highest
overall AD performance with an AUROC of 96.2 ± 4.5.
Comparing our proposed PaDiM modifications, it can be



TABLE II
AD AND AS PERFORMANCE OF EVALUATED METHODS. WE REPORT

RESULTS AS µ± σ ACROSS PREFORM TYPES. PADIM REFERS TO THE
ORIGINAL IMPLEMENTATION, WHEREAS PADIMTIED AND PADIMGLOBAL

REFER TO TIED COVARIANCE MATRIX AND GLOBAL GAUSSIAN SETTINGS
RESPECTIVELY.

Method AD AS

AUROC AUROC PRO

Sup. Segmentation 84.2± 11.9 95.2± 04.5 83.1± 14.3
PaDiM 96.2± 04.5 92.6± 04.0 73.9± 14.0
PaDiMtied 95.7± 05.4 92.5± 04.3 73.8± 14.5
PaDiMglobal 95.3± 05.5 92.6± 04.4 74.2± 14.5
SPADE 91.4± 07.8 91.0± 05.5 70.7± 16.5
FCDD 63.7± 05.7 68.7± 03.1 33.4± 04.0
FCDDFPN 81.5± 14.9 87.1± 10.2 65.9± 20.5
L2AE 90.5± 09.1 90.5± 06.9 69.9± 18.8

(a)

(b)

Fig. 4. Representative input image, heatmaps + groundtruth segmentation
masks for the supervised segmentation model on a defect free (a) as well as
a defective (b) sample of preform type white transparent.

seen that no significant reduction in AD/AS performance is
incurred by substituting the local Gaussians (PaDiM) with
either tied Gaussians (PaDiMtied) or a single global Gaussian
(PaDiMglobal), indicating that modeling independent Gaussian
distributions per location is not necessary to achieve AD/AS.
Also, it should be noted that both FCDD and FCDDFPN yield
suboptimal AD as well as AS performance compared to all
other approaches. Last, it can be seen that AS performance
varies strongly with preform types across all methods except
for FCDD as indicated by high σ for PRO in Table II.

We investigate the reason behind the comparatively low and
varying AD values for the supervised segmentation network
next by visually assessing representative heatmaps (Fig. 4).

Here, we find that the supervised segmentation model in
general assigns smaller anomaly scores to anomalous regions
than other methods (Fig. 4). While it is very specific in
detecting anomalous pixels and thus achieves high AS scores,
the required aggregation of spatial anomaly scores results in
lower AD performance.

After having investigated the reasons behind the compara-
tively low AD performance of the supervised segmentation
model, we elucidate the reasons behind varying AS per-
formance next. We do so by assessing the individual AS
performances per preform type for the best performing model
PaDiM.

Here, it can be seen that PaDiM performs worse on transpar-
ent preforms compared to opaque preforms (Fig. 5). This find-
ing was also confirmed visually for all other methods except
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Fig. 5. PRO curve of PaDiM for individual preform types.

(a)

(b)

Fig. 6. Representative input image, heatmaps + groundtruth segmentation
masks for PaDiM on preform types green (a) and green tranparent (b).

for FCDD, which performed poorly on both opaque and trans-
parent preforms. When analyzing representative heatmaps,
the reason for the lower PRO values is found to lie in a
smaller specificity of PaDiM for transparent preforms (Fig. 6).
This reduced specificity is caused by the stronger variations
in roll-out appearance for transparent preforms compared
to opaque preforms (cf. Fig. 6, Table I). Nevertheless, the
highest anomaly scores still occur in anomalous regions, which
explains the high AD performance of PaDiM that uses max
aggregation.

B. Analysis of run-time performance and memory footprint

We also evaluate run-time performance and memory foot-
prints of all methods. To this end, we benchmark run-time
on a GPU (Nvidia GeForce RTX 2070 Super) as well as
on a CPU (Intel I7-9700k), including a warm-up phase of 1
batch. We furthermore quantify the memory footprint of each
algorithm in MB.

Assessing run-time performance, it can be seen that our pro-
posed PaDiMglobal performs fastest on CPU with 53±1 ms/img
and is second only to FCDD on the GPU at 3.4± 0.1 ms/img
(Table III). For the memory footprint, it can be seen that our
proposed PaDiMtied vastly reduces the memory footprint from
60.6 MB to 15.8 MB, and that the proposed PaDiMglobal further
reduces the memory footprint from 15.8 MB to 14.4 MB. Only



TABLE III
RUN-TIME PERFORMANCE AND MEMORY FOOTPRINT OF EVALUATED

ALGORITHMS.

Method Run-time [ms/img]

GPU CPU MB

Sup. Segmentation 3.8± 0.2 892± 04 130.0
PaDiM 3.5± 0.1 59± 01 60.6
PaDiMtied 3.4± 0.1 55± 02 15.8
PaDiMglobal 3.4± 0.1 53± 01 14.4
SPADE 7.2± 0.2 867± 63 95.6
FCDDFPN 3.5± 0.1 891± 04 130.0
FCDD 2.9± 0.1 93± 01 14.2
L2AE 3.5± 0.1 889± 04 130.0

FCDD achieves a smaller memory footprint with 14.2 MB.
Moreover, it should be noted that both memory footprint
and run-time of SPADE scale with training dataset size, and
training dataset sizes are small in our case. Overall, our
proposed PaDiM variants are the methods most suited for
application in industry, possessing both high-throughput on
CPU and a small memory footprint.

VI. DISCUSSION

In our work, we have applied AD and AS to the complex
task of PET preform closure inspection in a high-throughput
setting for the first time. To this end, we identified, analysed
and modified state-of-the-art approaches to the task at hand.
We assessed their performance with respect to AD/AS as well
as their run-time performance and memory footprint.

Results revealed that PaDiM performed best among all
AD/AS algorithms, achieving AS results comparable to su-
pervised segmentation and even outperforming it in AD (cf.
Table II). However, it should be noted that the supervised base-
line was trained in the low-data regime, and its performance
may improve upon increasing dataset sizes. Still, especially
in context of the bias induced by sampling the anomaly
distribution [25], supervised segmentation networks achieved
better results than expected. Furthermore, ablation studies of
our proposed PaDiM modifications revealed that they signif-
icantly reduced the memory footprint while maintaining high
AD/AS performance (cf. Table II and Table III). Overall,
our proposed PaDiM variants are the best methods when
jointly assessing AD/AS performance, run-time performance
and memory footprint. Moreover, no fine-tuning/training of
CNNs is necessary besides a one-time estimation of Gaussian
parameters, making the approach very lightweight and easily
adaptable to new preforms. Here, next steps include the
evaluation of our proposed PaDiM modifications on public
datasets such as MVTec AD [5] to confirm their efficacy.

However, our work also has several limitations. First, while
we provided intuitive synthetic anomalies for FCDD, it still
yielded subpar performance in both original as well as FPN
settings (Table II). Here, a more elaborate anomaly synthesis,
e.g. by means of GANs [36], [37], could further improve
results. It should be noted that most likely a bias is intro-
duced to the approaches even when only providing synthetic

anomalies. Also, by using synthetic anomalies in a denoising
approach [38], results for the AE could be further improved.
Moreover, specificity of AS should be improved, especially
for transparent preforms (Fig. 5). Here, heatmaps could be
further refined by introducing post-processing methods such
as the Connected Component Analysis (CCA) proposed in [9].
Such a CCA-based heatmap post-processing could be applied
to all other methods to also improve their AS results. Last, it
should be stated that only ImageNet pre-trained models have
been used as the basis for the AD/AS methods. However, it has
been reported that benefits of ImageNet pre-training decrease
with increasing semantic distance to natural images when
transfer learning [39], [40]. Therefore, one should establish a
general visual inspection database to generate more dedicated
features as the basis for transfer learning AD/AS algorithms
in future work. As an alternative, one could also investigate
the feasibility of using large-scale self-supervised pre-training
(e.g. [41]) as the basis for transfer learning in context of
industrial AD/AS in future work.

VII. CONCLUSION

In our work, we have applied AD and AS to the complex
task of PET preform closure inspection in a high-throughput
setting for the first time. To this end, we first established an
exhaustive dataset containing both simple, opaque, as well
as challenging, transparent, preform types. We subsequently
identified applicable AD/AS methods and adapted them to
the PET preform closure inspection task. In this context, we
proposed to jointly model the defect-free PDF across spatial
locations by means of global or tied Gaussians, motivating this
with the approximate translation invariance of CNNs. Bench-
marking revealed that PaDiM outperforms all other methods,
achieving highest AD scores and AS results comparable to
supervised segmentation networks in the low data regime.
We furthermore demonstrate that our proposed modification
significantly reduces the memory footprint of PaDiM while
maintaining high AD/AS performance. In summary, we have
demonstrated that high-throughput AD/AS can be achieved for
closure inspection of complex PET preforms.
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