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Abstract—Image-based quality control aims at detecting
anomalies in products and is a crucial part of the production
process. Challenges arise from the complexity and variety of
products, defects, and the rarity of defect occurrence. Quality
control thus still relies heavily on manual inspection. Supervised,
data driven approaches have greatly improved performance, but
suffer from a major drawback: They require large amounts of
annotated training data, limiting their economic viability.

In this work, we overcome this drawback by leveraging
the consistency of defect appearance across fabrics to transfer
knowledge about anomalies from one fabric to another. We realize
this by adapting the image-to-image translation framework,
introducing guidance by means of a segmentation map. We
evaluate both image quality as well as usability of generated
defects. For the image quality, both classical (L1, L2 and Struc-
tured Similarity Measurement (SSIM)) and perceptual (Learned
Perceptual Image Patch Similarity (LPIPS)) metrics indicate
efficacy of the presented approach, i.e. defect synthesis only
occurs in the targeted regions, and the background fabric pattern
remains largely unchanged. To evaluate usability of generated
defects, we train pseudo-supervised models on synthesized defects
of fabrics unseen during training. A comparison with semi-
supervised, autoencoder based approaches demonstrates the
suitability of our approach, yielding average Area Under the
Receiver Operating Characteristic Curve (AUROC) values of 0.81
for pseudo-supervised vs. 0.69 for semi-supervised settings.

I. INTRODUCTION

The textile industry is one of the biggest industries in the

world, producing several million tons of fabric every year.

With ever-increasing technological progress, fabric production

has become a highly optimized process, leading to low error

rates.

Despite their rare occurrence, fabric anomalies have a

large economic impact, making their detection an essential

aspect of fabric production [1]. However, anomaly detection

in fabrics is still mostly provided by human operators, and

the outcome depends on training, skill level and fatigue of the

personnel [2]. Even at peak performance, human operators are

only capable of detecting 60% of errors [3]. Together with the

high associated labour costs, this calls for automated machine

vision solutions that are capable of defect detection.

There has been ongoing research in the field of automated

fabric defect/anomaly detection. The developed solutions are

intended for either off- or online quality control, and can be

categorized into motif- or non-motif based approaches [4].

Further, the non-motif based algorithms can be divided into

statistical, spectral, model, learning or structure based ap-

proaches, depending on their nature [4], [5], [6]. With recent

advances in Machine Learning, namely the advent of Convo-

lutional Neural Networks (CNN), learning-based approaches

have seen a strong increase in performance, becoming ever

more relevant.

Based on the required degree of supervision, learning-

based approaches can be categorized into supervised, semi-

supervised and unsupervised algorithms [7]. In the context of

anomaly detection, supervised learning is defined as providing

a fully labeled dataset containing both anomalies as well as

normal data, semi-supervised as providing a partially labeled

dataset (often containing only normal data) and unsupervised

as providing an unlabeled dataset, i.e. a dataset that consists

mostly of normal data but also contains anomalies [8]. As

fabric defects are rare events and expensive to sample, semi-

supervised and unsupervised algorithms are more commonly

employed. These have been shown to work for fabrics of low

complexity (i.e. homogeneous appearance), but show limited

performance in fabrics of high complexity (i.e. inhomogeneous

appearance) [9], [10], [11].

Compared to supervised approaches, semi- and unsuper-

vised approaches commonly yield worse performance. Su-

pervised learning approaches have also been successfully

applied to fabric defect detection, adapting classification and

object detection approaches such as ResNet, YOLO and faster

RCNN [12], [13], [14]. However, while progress has been

made, none of these supervised, learning-based approaches

suit the need of the textile industry for low changeover times.

The reason is that defects have to be collected and annotated

to yield a sufficiently large image basis for every individual

fabric, which is a tedious, time-consuming and expensive

process.

We therefore present an approach to overcome this lim-

itation of supervised fabric defect detection approaches by

implicitly learning the styles of individual defect types via

Generative, Adversarial Networks (GANs) in an image-to-

image translation setting. We are able to synthesize defects

into new fabrics which were so far unseen during model

training, requiring only an initial annotated anomaly database.

Further, we are able to specify the location of generated defects



by means of a segmentation mask that can be of arbitrary

shape. Last, we demonstrate the applicability of synthetic

fabric defects as target-data for training new defect detection

models in a pseudo-supervised manner.

A. Related Work

GANs as a concept have been introduced by Goodfellow

et al. in 2014 to model hidden distributions underlying im-

age/training data [15]. They have been subsequently adapted to

the image-to-image translation task by Isola et al. [16], where

the transformation between two image domains is learned by

the GAN on the basis of paired observations. To this end, the

generator of the GAN is conditioned on images instead of

hidden, latent variables. While the conditional GAN (cGAN)

model was initially limited to paired observations between

source and target domains, this limitation was overcome by

CycleGANs [17]. Regarding partial image-to-image transla-

tion, work by Chen et al. has incorporated learned guidance

maps into the image-to-image translation framework [18].

An alternative to the image-to-image translation framework

is Neural Style Transfer, proposed by Gatys. et al. [19], [20].

Neural Style Transfer aims at transferring the style of a source

image to the target image by disentangling image style and

image content based on deep CNN features of a classification

model trained on ImageNet. The work has been subsequently

extended to improve generalizeability of the approach [21], to

avoid iterative optimization [22] as well as to use guidance

maps, allowing for spatially restricted style transfer from

one or multiple style domains [23]. However, no population

characteristics are currently learned by the Neural Style Trans-

fer framework. Further, it requires pretrained classification

networks and is not easily adaptable to image data with more

than three color channels.

II. DATASET

The fabric dataset used in this work comprises a total

of 13 patterned fabrics. For each fabric, paired frontlight and

backlight RGB images were acquired at 2000 DPI resolution,

resulting in a six channel image. Next, the luminance of the

backlight image was computed, encoding light transmission,

so that the concatenation of RGB frontlight and backlight

luminance resulted in a four channel image (see Fig. 1).

In total, the dataset consists of 3600 samples across all

fabrics of which 274 are labeled as defective, containing a

corresponding segmentation mask of the defect (see Table I).

III. METHODS

The aim of our work is to synthesize realistic defects across

fabrics to serve as the basis for pseudo-supervised learning. We

further want to direct localization by means of a segmentation

guidance map to both check for quality of synthesized defects

as well as to enable the use of the approach in training

segmentation models in a pseudo-supervised manner. The

basis for our approach is the CycleGAN framework, as no

paired observations of defective and defect-free images are

available. Furthermore, we don’t employ neural style transfer

TABLE I
CHARACTERISTICS OF THE USED DATASET.

Fabric no. defect-free no. defective

1 489 14
2 248 4
3 157 11
4 232 19
5 560 16
6 399 15
7 124 23
8 112 35
9 198 36

10 309 20
11 400 46
12 56 16
13 42 19

total 3326 274

approaches as we want to implicitly disentangle the styles

inherent to the individual fabric defect types from the fabrics

they appear in.

The CycleGAN framework consists of 4 CNNs, namely

2 generators and 2 discriminators. While the generators try

to learn the mapping between the respective domains, the dis-

criminators try to discern between real and synthesized images

within one image domain. They realize this by employing the

adversarial loss defined as follows:

LGAN (Gx, Dx, X, Y ) = Ey∼ptarget
[(1−Dx(Gx(y)))

2]

+ Ex∼psource
[Dx(x)

2],
(1)

where X , Y denote the two respective domains, Dx denotes

the discriminator for domain X , and Gx denotes the generator

that learns the mapping G : Y → X . Note that we employ

the Least Square error as suggested by Mao et al. [24] in

combination with spectral normalization introduced by Miyato

et al. [25] to increase stability of the training procedure. We

also employ the cycle consistency loss as introduced by Zhu

et al. defined as follows [17]:

Lcycle(Gx, Gy) = Ex∼porigin
E[‖x−Gx(Gy(x))‖1]

+ Ey∼ptarget
E[‖y −Gy(Gx(y))‖1].

(2)

This constraint is used to compensate the fact that the

learned mapping is under-determined. We further apply the

identity loss as introduced by Taigman et al. and used by Zhu

et al. in the CycleGAN framework [26], [17].

For our task, X and Y denote the defect-free and defec-

tive fabric domain and originally consist of two-dimensional

images with four and five channels, respectively (frontlight

RGB image, backlight luminance and segmentation mask if

available). However, in order to directly specify the location

of errors synthesized in Gy , we move the target segmentation

mask channel from Y to X , denoting with a binary encoding

where defect synthesis should occur (see Figure 2). While

segmentation masks may be arbitrarily set during inference,

we use the available segmentation masks of Y for training,
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Fig. 1. Representative defect-free (a-b, fabric 4) and defective (c-e, fabric 1) sample images. (a), (c) are frontlight images, (b), (d) backlight images and (c)
the ground-truth segmentation mask.

whereas in each training step, the segmentation mask of the

sample y is used.

We also introduce further, additional explit guidance by

means of the desired segmentation map into the CycleGAN

by modifying the applied PatchGAN discriminator. Here, the

contribution of each patch of Dy is weighted by the fraction

of non-zero pixels inside the segmentation mask s for that

patch during loss calculation. We clip this weighting factor by

another hyperparameter λclip on patch-level. Thus, for each

input patch of size N ×N , weighting w of Dy is:

w = min(λclip,
1

n

N∑

i=1

si). (3)

The loss function for the mapping from defect-free to

defective is thus:

LGAN (Gy, Dy, X, Y ) = Ex∼psource
[(1−Dy(Gy(x)))

2 × w]

+ Ey∼ptarget
[Dy(y)

2 × w].
(4)

The overall loss function is given by

L = LGAN (Gy, Dy, X, Y )

+ LGAN (Gx, Dx, X, Y )

+ λcycle × Lcycle(Gx, Gy),

(5)

X

FL

BL

S

Y

FL

BL

Gx

Gy

Dy

Dx

Fig. 2. Proposed GAN framework for defect synthesis guided by a segmenta-
tion map. X and Y denote the defect-free and defective domain, whereas FL,
BL and S denote Frontlight, Backlight and Segmentation mask respectively.
By shifting the ground truth segmentation maps s from a sample y ∈ Y
as additional input channel to Gy , location information regarding defect
synthesis is introduced to the generator. While real segmentation maps for
s are used during training extracted from corresponding samples, s can be
chosen arbitrarily during inference time.

with λcycle and λclip as hyperparameters.

The overall training objective finally is:

Gx, Gy, Dx, Dy = arg min
Gx,Gy

max
Dx,Dy

L. (6)

We also optimize each model Gx, Gy, Dx, Dy individually

as initially proposed by Zhu et al. [17].



IV. EVALUATION CRITERIA

A. Validation of Image Synthesis

Quantitative validation of image synthesis results is itself

an active field of research. While standard image similarity

metrics such as L1, L2 and SSIM have traditionally been

used, they often don’t correspond well to human percep-

tion [27], [28]. As an alternative, similiarity metrics based

on deep features of CNNs have been proposed recently. These

metrics have been shown to correspond more closely to human

perception than their standard counterparts [29], [30], [28].

We therefore report the Learned Perceptual Image Patch

Similarity (LPIPS) [28] in addition to L1, L2 and SSIM

to quantify image synthesis performance. As we have paired

data available, we report each image similarity metric between

(x,G(x)) inside and outside the given segmentation mask s.

In case of successful synthesis, we expect low values inside

the segmentation masks and high values outside for SSIM.

The inverse holds for L1, L2 and LPIPS. For LPIPS, we

compute the score separetely for RGB frontlight and backlight

luminance images and average them afterwards, as pretrained

models require 3-channel input images (luminance channel is

repeated twice to fill channels). We use VGG16 in “linear”

mode as proposed by Zhang et al. [28].

B. Validation of pseudo-supervised Training

We evaluate binary classification performance to assess the

usefulness of the presented approach in overcoming the limi-

tations of supervised defect detection methods in fabrics. We

do so using the Receiver Operating Characteristic (ROC), and

report the Area Under the ROC (AUROC), as this procedure is

well-suited for evaluating binary classification problems [31].

V. EXPERIMENTS AND RESULTS

To evaluate the performance of our proposed image-to-

image translation framework, we perform several experiments

to assess both quality of generated defects as well as their

suitability for use in training psuedo-supervised models.

A. Image Synthesis

We evaluate both ResNet and U-Net style architectures

for our generators, using Instance Normalization over Batch

Normalization as it showed improved results during prelimi-

nary experiments beyond the scope of this work [16], [32].

We chose RAdam as optimizer, which is reportedly more

robust than other gradient-based optimizers such as Adam,

and train with an initial learning rate of 0.0002 for a total

of 500 epochs [33]. We also set the receptive field size of

the PatchGAN discriminators to 36, as those have shown best

performance in preliminary experiments. We set λcycle to 0.5

as initially proposed by Zhu et al. [17] and evaluate for varying

λclip.

For training, we first rescale the images to 1024x1024 px in

size, and then select crops of 256x256 px, centered around a

random pixel inside the bounding box covering the defect for

images of the defective domain. For defect-free images, the

crop is selected purely random. Using the above parameters,

we train on fabrics 1, 2, 4 and evaluate image quality on both

trained and untrained fabrics using synthetic masks.

Assessing results, it can be seen that within fabric per-

formance is comparable between U-Net as well as ResNet

architectures. When applying the model to new, prior unseen

fabrics, however, U-Net outperforms ResNet architectures with

respect to maintaining colour consistency of the fabrics (Ta-

ble II, Fig. 3). This is reflected by lower L1, L2 and LPIPS

values and a higher SSIM value for the background class.

Furthermore, weighting the PatchGAN discriminator (see

Equation 3) sucssesfully enforces congruence of input mask

and synthesized defect. When setting λclip to 1.0, i.e. disabling

the weighting, no noticeable differences can be observed in the

reported metrics between background and segmentation map.

Setting λclip to 0.0 on the other hand yields higher dissimi-

larity inside the segmentation mask and lower dissimilarities

outside the segmentation mask (see Table II).

Regarding diversity of generated outputs, it can be seen that

defect types are implicitly encoded in the provided segmenta-

tion mask (see Fig. 3).

B. Usability of generated Defects

We also evaluate the performance of generated defects

for training pseudo-supervised classification models. In this

regime, we train a binary ResNet-18 classification net-

work [34] in a supervised manner, using generated defective

images as targets. We use defects generated by the best

performing parameter combination, namely U-Net architecture

with enabled discriminator weighting (best colour consistency

and good localization of synthesized errors). We subsequently

test the best model of the validation set on a hold-out

test set containing real defects in the fabric. The splits are

60%/20%/20% for defect-free images in train, validation and

test set, 60%/40%/0% for generated defective images and

0%/0%/100% for real defective images. We compare this

regime against a baseline consisting of a convolutional autoen-

coder (ResNet-18 encoder and inverted ResNet-18 decoder)

trained in a semi-supervised manner on normal data only.

When comparing pseudo-supervised and semi-supervised

models, pseudo-supervised models outperform the latter in

general, achieving an average AUROC value of 0.81 compared

to 0.69. It is thus demonstrated that generated defects are of

sufficient quality to provide a benefit for anomaly detection in

a transfer learning setting.

VI. DISCUSSION

In this work, we have presented and validated an approach

to overcome a central limitation of supervised defect detection

models in fabrics: The need for defective images. Our ap-

proach is based on the image-to-image translation framework

and capable of localized defect synthesis by means of a

segmentation guidance map that can be of arbitrary shape.

For image synthesis, it was shown that the U-Net architecture

outperforms the ResNet architecture with respect to colour

consistency in new fabrics. Further, it was demonstrated that

the introduced discriminator weighting is important to enforce



TABLE II
IMAGE SYNTHESIS PERFORMANCE OF THE PROPOSED PIPELINE. AVERAGE VALUES ARE REPORT FOR EACH METRIC OVER ALL SAMPLES.

λclip
L1 L2 LPIPS SSIM

back seg back seg back seg back seg

unseen

ResNet 1.0 0.30 0.31 0.14 0.15 0.40 0.41 0.54 0.52
ResNet 0.0 0.28 0.31 0.12 0.15 0.37 0.54 0.69 0.51
U-Net 1.0 0.15 0.15 0.04 0.04 0.36 0.37 0.65 0.64
U-Net 0.0 0.10 0.12 0.02 0.03 0.23 0.34 0.85 0.74

seen

ResNet 1.0 0.08 0.08 0.02 0.02 0.18 0.20 0.76 0.75
ResNet 0.0 0.04 0.11 0.00 0.03 0.09 0.35 0.92 0.63
U-Net 1.0 0.07 0.07 0.01 0.01 0.17 0.18 0.77 0.75
U-Net 0.0 0.05 0.09 0.00 0.02 0.07 0.28 0.94 0.74

(a) (b) (c)

Fig. 3. Representative defective images generated by U-Net with (a) and ResNet architectures (b) for the input segmentation mask and image pair (c). The
fabric was not seen during model training and λclip was set to 0.0 for both models.

TABLE III
ANOMALY DETECTION PERFORMANCE IN AUROC OF SEMI-SUPERVISED

VS. PSEUDO-SUPERVISED MODELS.

Fabric semi-supervised pseudo-supervised

3 0.71 0.83
5 0.74 0.74
6 0.75 0.78
7 0.68 0.82
8 0.63 0.79
9 0.63 0.81

10 0.55 0.80
11 0.53 0.73
12 0.79 0.81
13 0.89 0.99

avg 0.69 0.81

correct localization of defect synthesis (see Table II). We

additionally demonstrate the usability of generated images by

training a supervised model using synthesized defects as target

labels, removing the need for laborious fabric defect acquisi-

tion. Models trained in this manner outperformed autoencoder

based approaches, and an average AUROC of 0.81 could be

achieved compared to 0.69 across all fabrics.

While our approach was shown to be successful in circum-

venting the need for laborious data acquisition in anomaly

detection tasks, it has several limitations. First, while suf-

ficient color consistency could be achieved by using a U-

Net, there is still room for further improvement (see Fig. 3),

e.g. by increasing the diversity and number of textiles in the

training dataset. Further, no direct comparison was performed

to fully supervised anomaly detection due to small dataset

sizes. Compared to values for supervised anomaly detection

in literature, there may be further room for improvement,

though no AUROC values are reported in related work [12],

[13], [14]. This could be achieved by screening and possibly

removing generated defect images in an automated manner

using the image validation procedure employed in this work,

i.e. assessing similiarity metrics within and outside the input

segmentation mask. By such a postprocessing step quality of



the synthesized training database could be improved, thereby

possibly leading to improved performance of models trained

in a pseudo-supervised manner. Last, our approach implicitly

maps segmentation maps to error types instead of explicitly

incorporating them. Here, we will evaluate explicit label-

encoding in the segmentation mask in future work. Apart from

this label-encoding, we will also adopt techniques developed

for the one-to-many mapping of images, such as learned,

adaptive Instance Normalization [35].

In addition to including defect types into the framework, we

will also assess the suitability of generated defects for training

segmentation networks in future work.

VII. CONCLUSION

In this work, we have proposed and validated an approach

to transfer knowledge about anomalies across fabrics, circum-

venting the need for laborious anomaly acquisition. It is based

on the image-to-image translation framework that was adapted

to enforce segmentation localization by means of an additional

weighting of the discriminator. We demonstrated the benefit

of this modification by means of ablation study and validated

the quality of the generated images quantitatively. Next, we

showed that the generated defects are useful by training a

supervised model on new, prior unseen fabrics, using former

generated defects as targets. Here, pseudo-supervised models

outperformed semi-supervised, autoencoder based approaches.

We will adapt the presented approach to other anomaly

detection tasks in the future, where anomaly appearance is

consistent across subdomains of the application. For example,

defects on metallic surfaces may be modeled in this way.
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