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Abstract. Sodium Magnetic Resonance Imaging (sodium MRI) is an
imaging modality that has gained momentum over the past decade, be-
cause of its potential ability to become a biomarker for several diseases,
ranging from cancer to neurodegenerative pathologies, along with moni-
toring of tissues metabolism. One of the most important limitation to the
exploitation of this imaging modality is its characteristic low resolution
and signal-to-noise-ratio as compared to the classical proton MRI, which
is due to the notably lower concentration of sodium than water in the
human body. Therefore, denoising is a central aspect with respect to the
clinical use of sodium MRI.
In this work, we introduce a Convolutional Denoising Autoencoder that
is trained on a training database of thirteen training subjects with three
sodium MRI images each.
The results illustrate that the denoised images show a strong improve-
ment after application in comparison to the state-of-the-art Non Local
Means denoising algorithm. This effect is demonstrated based on differ-
ent noise metrics and a qualitative evaluation.

1 Introduction

Sodium Magnetic Resonance Imaging (sodium MRI) is an imaging modality that
has the potential to become a valuable biomarker in many applications in the field
of medical diagnostics [1,2]. Because of the strict balance of sodium concentration
between inner and outer cell space, sodium imaging enables a monitoring of
the tissues metabolism. An increase in concentration of sodium ions in brain
tissues has been shown to be potentially related to neurodegenerative diseases or
inflammations of the neural system. Therefore, this imaging modality represents
a tool of choice for the early diagnostic of such diseases, ideally taking place
before the damages they involve have occurred.

However, sodium MRI is limited by the notably lower concentration in sodium
nuclei within the human body as compared to the concentration of elements
containing hydrogen, which is the nucleus involved in the classical proton MRI.



2 Koppers et al.

For this reason, as well as because of the lower gyromagnetic ratio of sodium as
compared to hydrogen, the signal-to-noise ratio (SNR) in the images is low and,
consequently for this the resolution of sodium MR images is low, too. The effects
of noise on such low resolution images can critically jeopardize their content,
which demonstrates the crucial importance of denoising in the field of sodium
MRI.

For about a decade, the domain of Deep Learning has known tremendous de-
velopments,resulting in highly efficient methods for many high level tasks in the
field of computer vision [3]. The development of strategies enabling the training
of more complex networks has allowed researchers to achieve impressive results
in segmentation, classification, super resolution and also denoising tasks.

In this paper, a Denoising Autoencoder is applied to sodium MRI and evalu-
ated concerning its denoising performance in comparison to the state-of-the-art
non local mean algorithm [4].

2 Methods

The goal of sodium image denoising is to increase the SNR, while keeping the
underlying brain structure unaffected. Our approach is to use a Denoising Au-
toencoder [5,6] (DA) to predict the denoised signal based on each voxels signal
and its neighboring signals. Most of the time, DAs are trained by adding noise
to the original data, while being given the original uncorrupted data as target
output (label). Furthermore, the learnable effect of denoising can be improved if
a low-noise dataset and a high-noise dataset is available.

2.1 Denoising Autoencoder

The utilized Deep Learning structure is a DA, which composes two basic blocks:
First, the encoder encodes the noisy input signal into a feature vector, while the
decoder part of the network tries to rebuild the input without noise based on the
given feature vector. The effect of denoising can be improved, if a signal with less
noise than the input is utilized as output image, while the regular noisy image
is utilized as input image.

In this work, the input signal (a 5×5×5 voxel neighborhood) is convoluted by
64 different 3×3×3 convolutional kernels, followed by a second convolution (3×
3×3 kernel size) projecting the resulting 64 feature maps onto 256 features, while
only one voxel remains. Afterwards, only basic dense layers (Dense) are utilized
to project the given 256 features onto 32 features and back up onto 256 features.
In the end, the remaining 256 features predict the denoised signal intensity. All
but the last layer utilize Rectified Linear units as activation function. The last
layer uses no activation function.

An overview over the full network is given in Tab. 1.
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Table 1. Topology of the DA for predicting a denoised sodium image.

# Type Parameters

1 3D convolution 64 × 3 × 3 × 3

2 ReLU -

3 3D convolution 256 × 3 × 3 × 3

4 ReLU -

5 Flattening -

6 Dense 32

7 ReLU -

6 Dense 256

7 ReLU -

6 Dense 1

2.2 Training

The network is trained based on a single sodium acquisition with added Gaussian
noise as input, while the corresponding center voxel (label) is constructed by av-
eraging all three repeated sodium acquisitions of the same subject. For training,
only brain voxels, extracted with FSL’s BET [7], are used. Optimization is based
on the ADAM optimizer (learning rate 0.0001, batch size 128 3D patches), while
the mean squared error is utilized as loss function.

Training is completed after validation performance does not improve for more
than eight epochs.

3 Evaluation

In the following, we present the results of our method and a state-of-the-art de-
noising method, the Non Local Means (NLM) algorithm [4]. The latter calculates
the average value of all pixels in the image and weights these with the similarity
of the target pixel to the respective pixels. This results in a much better denoised
image and a significantly lower loss of detail in the image compared to regular
local denosing algorithms, e.g. Gaussian blurring and unsharpening masks [4].

For evaluation, a five-fold cross validation is performed (three groups with
three subjects and two groups with two subjects). Four groups are used for
training, while the remaining group is subdivided into a test and validation
group, to ensure that there is no inter-subject overlap within training, validation
and testing.

3.1 Materials

The dataset consists of thirteen subjects, with three sodium acquisitions each (≈
20 minutes acquisition time in total). Every sodium acquisition has an isotropic
resolution of 4×4×4mm. Furthermore, every subject was scanned with additional
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calibration phantoms placed on both sides of the subject’s head of known sodium
concentration (see green circles in Fig.3.1). Based on this concentration, each
scan can be re-normalized for quantitative sodium concentration measurements.

3.2 Results

All results are compared using the the peak SNR [8] (pSNR) defined as

pSNR(Ref, Img) = 10log10

(
(max(Ref) − min(Ref))2

MSE(Ref, Img)

)
,with (1)

MSE(Ref, Img) =
1

N

∑
x̂

(Ref(x̂) − Img(x̂))2 (2)

and the the Structural Similarity index [9] (SSIM) specified by

SSIM(x̂) =
1

N

∑
x̂

l(x̂) · c(x̂) · s(x̂), (3)

where l(x̂) defines the similarity of the local patch luminance (brightness values),
c(x̂) defines the similarity of the local patch contrasts, while s(x̂) defines the sim-
ilarity of the local patch structures (for more information see [9]). Furthermore,
Ref represents the reference image, while Img denotes the predicted denoised
image. x̂ indicates the spatial position within an image and N is the number of
voxels within the utilized brain mask.

Tab. 2 and Tab. 3 presents the resulting mean, median and σ of pSNR and
SSIM evaluated on the brain voxels only. It can be seen that the DA achieves a
higher mean and median pSNR and SSIM. On the other side, it should be noted
that σ increases, too.

Furthermore, Fig. 2 shows a qualitative and exemplary slice after application
of the NLM and the DA algorithm. Here, both algorithms show an improved
and denoised image after application, while the NLM image results in very sharp
edges with a high contrast, in comparison to DA.

Fig. 1. Exemplary axial slice of a sodium acquisition with marked concentration bars
in green.
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Table 2. Resulting relative improvement (in percent) of pSNR of the NLM and DA
approach.

Mean pSNR Median pSNR σ(pSNR)

NLM 1.95 1.96 0.33

DA 2.37 2.42 0.50

Table 3. Resulting relative improvement (in percent) of the SSIM of the NLM and
DA approach.

Mean SSIM Median SSIM σ(SSIM)

NLM 18.85 18.88 3.39

DA 28.75 28.93 3.85

4 Discussion

Sodium acquisitions are increasingly being included in the diagnosis and study
of neurodegenerative diseases, as they can characterize degenerative processes
before they are visible in standard T1 or T2 acquisitions. However, the intrinsic
low SNR of this imaging modality leads to long acquisition times. To mitigate for
this, low spatial resolution images are typically used within within clinical trials.
In this paper, we present a denoising technique based on a DA and demonstrate
its ability to outperform state-of-the-art non-deep learning techniques.

As shown in Tab. 2 and Tab. 3 the DA achieves higher mean and median
values for the pSNR and the SSIM, while σ(SSIM) and σ(pSNR) increases only
a little. A similar denoising performance can be seen in Fig. 2, where both
algorithms show a good result. Nonetheless, the NLM seems to sharpen edges,
resulting in edge artifacts, while at the same time, homogeneous areas seem to
be very smooth. These effects are not visible for the DA image.

Despite these promising results, the application of deep learning comes at a
cost, since it is limited by its utilized training database. Due to this, novel signals,
that are not part of the training database, might result in wrongly denoised
images. Although the DA was chosen as a standard deep learning architecture
with only few parameters (which is due to the limited training database), it might
be beneficial to train a more complex structure, if more subjects are available
for training.

Overall, this work shows a feasible and practical solution for denoising sodium
MRI. It is validated using quantitative and qualitative criteria.
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(a) Input Image (b) Reference Image

(c) NLM image (d) DA image

Fig. 2. Exemplary input and reference slice utilized during training and its correspond-
ing NLM and DA denoised version (best viewed in digital version).
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