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Abstract
In this thesis, primarily methods for affective computing are presented, which are
used for the computer-aided detection and analysis of emotional states. The main
focus is on the aspects of pain and stress; methods for the detection of these states
in humans and animals are presented. The analysis of stress in humans will be per-
formed in the long-wave infrared spectrum, since this modality, in addition to being
independent of illumination, also allows the detection of patterns and signals that
are not detectable in the visible spectrum. For this purpose, a reference database of
faces with manual annotations is presented, which enables more advanced methods
for the detection and analysis of faces. Based on this, procedures for the detection
of stress are then developed and experimentally validated. Among other things, it
is shown that the stress phase can be reliably detected in thermal images of people
in social stress situations. The stress and severity assessment of laboratory animals
is performed in the visible spectrum, here methods for behavioral analysis in var-
ious situations common in laboratory routine are presented. Among other things,
this thesis presents a method with which an automated scoring using the Mouse
Grimace Scale (MGS) can be performed in recordings of laboratory mice and allows
a distinction between experimental and control animals with the same precision
as a fully manual scoring of the animals. Finally, the methods developed in this
work are methodologically refined and generalized; as a core contribution, a method
for combining deep learning networks with statistical shape models is presented.
This allows the reliable and fast detection of keypoints in 2D and 3D image data
and is validated with applications in both facial analysis and 3D segmentation of
anatomical structures.
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Zusammenfassung
In dieser Arbeit werden vorrangig Verfahren für Affective Computing vorgestellt,
die zur rechnergestützten Erfassung und Analyse der emotionalen Verfassung di-
enen. Hierbei werden als Schwerpunkte die Aspekte Schmerz und Stress betrachtet
und Methoden zur Erkennung dieser Zustände bei Menschen und Tieren vorgestellt.
Die Analyse von Stress beim Menschen erfolgt im Rahmen der Arbeit im langwelli-
gen Infrarotspektrum, da diese Modalität neben der Beleuchtungsunabhängigkeit
ebenfalls die Erkennung von Mustern und Signalen erlaubt, die im sichtbaren Spek-
trum nicht erkennbar sind. Hierzu wird eine Referenzdatenbank von Gesichtern
mit manuellen Annotationen vorgestellt, mit der weitergehende Verfahren zur De-
tektion und Analyse von Gesichtern ermöglicht werden. Darauf aufbauend werden
dann Verfahren zur Erkennung von Stress erarbeitet und experimentell validiert.
Hierbei wird unter anderem gezeigt, dass in thermalen Aufnahmen von Menschen in
sozialen Stressituationen die Stressphase zuverlässig erkannt werden kann. Die Be-
lastungseinstufung von Labortieren wird im sichtbaren Spektrum durchgeführt, hier
werden Methoden zur Verhaltensanalyse in verschiedenen im Laboralltag üblichen
Situationen vorgestellt. Es wird hier unter anderem ein Verfahren vorgestellt, mit
dem die automatische Analyse der Mouse Grimace Scale (MGS) in Aufnahmen von
Labormäusen durchgeführt werden kann und eine genauso klare Unterscheidung
zwischen Experimental- und Kontrolltieren erlaubt wie eine komplett manuelle Ein-
stufung der Tiere. Abschließend werden die im Rahmen der Arbeit entwickelten
Verfahren methodisch verfeinert und verallgemeinert, als Kernbeitrag wird hier ein
Verfahren zur Erweiterung von Deep Learning-Netzen mit statistischen Formmod-
ellen vorgestellt. Dies erlaubt die zuverlässige und schnelle Detektion von relevanten
Punkten in 2D- und 3D-Bilddaten und wird sowohl anhand von Anwendungen in
der Gesichtsanalyse als auch in der 3D-Segmentierung von anatomischen Strukturen
validiert.
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1 Introduction - Affective Computing
This chapter gives a general overview of the definitions and basic backgrounds of
stress and pain and their monitoring. Subsequently, the key goals of the thesis and
its key scientific contributions will be outlined.

1.1 Pain and Stress
Pain and stress are physiopsychological phenomena. Pain is defined differently for
humans and animals, and it is common consensus that both humans and many
animal species can experience pain [28]. According to [157], human pain is defined
as "an unpleasant sensory and emotional experience associated with, or resembling
that associated with, actual or potential tissue damage". This definition evolves
around the experience itself without defining any further behavioral or physiological
reactions to the experience. If a human experiences pain, then the person can
usually communicate this without the need for additional behavioral cues. Self-
reporting is not possible in animal research, therefore pain definitions for animals
usually involve additional observations or measurements which can be performed
by observers. A definition for pain which is often referred to in animal studies has
been given in [212], where pain is defined as "an aversive sensory experience caused
by actual or potential injury that elicits protective motor and vegetative reactions,
results in learned avoidance and may modify species-specific behaviour, including
social behaviour". While both definitions define pain as an experience, the second
definition also defines observable or measurable parameters which can be used to
identify the presence and possibly intensity of pain without self-reporting.
Stress is a relatively novel field of research, with the first systematic research

conducted in the early 20th century. The largest contributions to the field of stress
research by a single individual have been made by endocrinologist Hans Seyle, who
observed identical reactions in patients undergoing different types of treatment. He
was able to reproduce his observations and describe the physiological effects in rat
experiments and describe the findings in [169]. In his early works, he referred to the
phenomenon as "general adaptation syndrome", later works changed the terminology
to the more general term "stress response" and finally the nowadays commonly used
term "stress". While early stress research focused on physical and chemical stimuli,
it has been since then extended to psychosocial experiences as well. As both the
nature of stressors and the organism’s reactions are highly diverse in nature and often
unspecific, Seyle’s general definition of stress is "the nonspecific response of the body
to any demand made upon it" [170]. The demand may be any type of stimulus that
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1 Introduction - Affective Computing

requires adaptation, which examples as diverse as a change in the temperature of the
surroundings, supply with nutrition or social interactions. Notably, a demand which
requires adaptation and may induce stress is not necessarily negative. Positive stress
(eustress) and negative stress (distress) both may induce responses as both require
adaptation to the novel situation. In this work, only stress in humans is considered.
Since a stress situation is an adaptation demand in response to a stressor, a stressor
is a situation in which the following criteria are met: novelty, unpredictability, threat
to the ego and sense of low control. These requirements separate experiments which
are designed to invoke general emotions from experiments which are designed to
induce stress; the latter often contain a social component which implies some kind
of direct human interaction while the former do not [129].

1.2 Pain and Stress Monitoring
Recently, monitoring the presence and possibly intensity of pain and stress has been
an active research area. Pain monitoring is relevant for animal studies where the
effects of treatment and analgesia are investigated, at the same time it is also a
relevant field in human medicine. Numerous studies on topics such as stress at
the workplace [17], while driving a vehicle [11] and many other challenging situ-
ations have been conducted. Due to the psychological component of both pain
and stress, research involving humans often incorporates some type of self-report as
the individually experienced level of stress or pain may differ between individuals.
Nevertheless, a number of additional methods has been developed to provide mea-
surable and possibly quantitative and unbiased markers for stress and pain. While
these are of critical importance in animal research where no self-reporting is possi-
ble, they are also relevant for studies in humans, either in order to give additional
parameters or to be used in cases where no self-reports are possible, for example
when the patient is sedated or not capable of self-reporting due to cognitive disease.
Therefore, this section will give a brief overview of researched methods for pain and
stress monitoring.

1.2.1 Monitoring in Laboratory Animals
When assessing pain and general distress in laboratory animals, most approaches
fall into one of two groups: clinical parameters and behavioural parameters. The
former cover measurements of parameters such as heart and respiratory rate, heart
rate variability [13] or biomarkers such as the neuropeptide substance P [71]. While
these markers are often quantitative, measuring them requires additional equipment
and possibly a delay between measurement and readout. Changes in behaviour
are well-documented in laboratory animals and can be assessed visually with lit-
tle additional equipment, however they are subject to observer bias. In routine,
behavioural changes such as changes in locomotion, facial expression [141], vocal-
ization [132] and social behaviour [28] are the most commonly applied methods to
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1.3 Scientific Contributions

detect pain in animals with a large number of publications and guidelines available
on the topic [25].

1.2.2 Monitoring in Humans
While the methods used to detect pain and distress in animals can be generally also
applied to humans, a number of additional and specialized methods for human stress
detection has been developed. Next to thermal imaging which will be the scope of
this thesis, the two key methods are measurements of cortisol levels and the galvanic
skin response (GSR).
Cortisol is a hormone of which concentration increase is correlated with stress.

It has been widely used in stress studies [177, 213], many of which assess chronic
stress over longer periods of time. As cortisol levels vary strongly over the day and
a measurable cortisol response to a stressor has a time delay of minutes to hours
depending on the type of sample (blood, saliva, stool etc.) drawn, it is of limited
use in assessing acute stressors. The GSR measurement, which monitors changes
in the electrical conductance of the skin, offers an immediate readout that allows
measuring the response to acute stressors in real-time. However, GSR is less specific
than cortisol measurement with additional attributing factors such as temperature,
worn clothing or menstrual cycle which all may additionally affect the readout values.
In addition to these established methods, medical imaging modalities such as

fMRI have been applied to visualize the effects of stress in humans [194] and ani-
mals [40]. While such advanced methods usually cannot be adapted on a large scale
in psychological studies, they allow investigation of stress effects and stress process-
ing on a functional level to improve our understanding on how stress and pain are
processed in the brain.

1.3 Scientific Contributions
This work provides methods for thermal image processing and stress and pain de-
tection in humans and rodents. Furthermore, the methods developed for thermal
face analysis will be extended to other imaging domains. Individual contributions
include:

• A high-resolution thermal infrared face database with manual landmarks, de-
signed to fit the requirements of the analysis algorithms that were subsequently
developed using this database. The database is designed to work interchange-
ably with existing counterparts from the visual spectrum to enable fast adap-
tation of methods developed using RGB face databases. As will be shown, the
database makes training of state-of-the-art and novel methods possible which
outperform established algorithms for thermal face analysis (Chap. 2.3).

• An in-depth evaluation of the transferability of face detection and alignment
methods presented on RGB data to the thermal domain, addressing a range

3



1 Introduction - Affective Computing

of algorithms from shape models over machine-learning based face detection
algorithms and deep learning methods. It will be demonstrated that learning-
based approaches can be successfully transferred to the thermal domain when
using the database described above, thereby eliminating the need for domain-
specific algorithms (Chap. 2.4 - 2.5).

• A novel method for deep shape regression which results in high-speed face
alignment, which will be validated in numerous landmark detection tasks, cov-
ering RGB images, thermal data and 3D MRI scans, thereby demonstrating
the robustness and generalizability of the method. As the evaluation will show,
the method successfully combines generative landmark detection provided by
active shape models with the robustness and computational efficiency of deep
learning methods and achieves the precision of a high-precision active appear-
ance model while improving convergence speed by a factor of 1000 (Chap. 2.7).

• Methods for vital parameter extraction and affective state analysis in the
thermal domain, including initial results of a large-scale study in which all
aforementioned algorithms as well as a custom CNN-based classification are
applied to enable robust detection of social stress in thermal face recordings
(Chap. 3.1, 3.2 and 3.3).

• A set of deep learning methods for the analysis of video recordings of mice in
home cage and open field settings, evaluating how current deep learning tech-
niques can be applied to rodent tracking. Next to application and validation
of established methods, a current state-of-the art method for anatomical land-
mark detection and tracking (DeepLabCut) will be extended with additional
LSTM and softargmax layers as well as a combined loss to further improve
detection precision on time series data (Chap. 4.1 and 4.2).

• A deep method for activity recognition of mice in boxes for mouse grimace scale
scoring, leading to activity-based scoring and selection of images for further
processing and mouse grimace scale (MGS) scoring (Chap 4.6).

• Methods for automated scoring of the mouse grimace scale, including a system
for real-time scoring of one of the MGS subscores and initial results from a
large-scale study in which for the first time an automated scoring of the com-
plete MGS including all individual subscores is demonstrated and validated
on data from actual experiments (Chap. 4.5).

• Methods for extending the versatility of AAMs, comprised of a simulation-
based AAM ground truth generation method and an algorithm for detect-
ing occlusions in AAMs to improve the robustness of the fitting (Chap. 5.1
and 5.2).

4



1.4 Thesis Outline

1.4 Thesis Outline
The contributions are grouped into four chapters. Chap. 2 focuses on methods for
thermal face analysis by introducing the thermal face database and key methods for
face detection and analysis which can be trained using the images from the database.
Chap. 3 covers applications of the algorithms by applying them to vital parameter
extraction and stress detection. The research presented in Chap. 4 focuses on stress
and behaviour analysis of rodents. Chap. 5 presents extensions of several methods
presented in the earlier chapters and also introduces deep shape networks for fast
shape-constrained deep landmark regression.
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2 Face and Facial Landmark
Detection in Thermal Images

This part of the thesis will address the problem of performing face analysis in thermal
images with the ultimate goal of assessing whether mental and social stress can be
detected in thermal images. As outlined in the previous chapter, the methods pre-
sented in this chapter can be quantitatively validated since tasks such as localization
performance are objectively measurable. The key goal of the research presented here
is to develop methods which are sufficiently precise and robust to allow automated
detection of faces and facial landmarks in thermal images. While many of the aspects
that will be investigated in the following have been previously addressed in existing
literature, nearly all currently available approaches impose strong constraints on the
allowed amount of movement of the recorded subject which may strongly impede
the performance of the algorithms in real-world applications [26, 133, 196]. The
reason for this limitation is the lack of robust and precise face alignment algorithms
for thermal infrared images. Existing Methods for face and landmark detection in
thermal data are with very few exceptions procedural (see Appendix A), exclusively
limiting the possible use cases to include only fully frontal and only minimally mov-
ing faces. To cope with this limitation, most authors strongly limited the amount
of allowed head movement in the recordings by requiring the subjects to keep the
same head position for the duration of the entire recording. The work in this chap-
ter will address this by introducing and validating a set of methods which allow
unconstrained facial image processing.

2.1 Previous Work
Various authors have addressed the task of thermal face analysis by introducing a
number of face detection and analysis methods which are tailored to infrared data.
Most of these algorithms take advantage of the fact that foreground-background
contrast in thermal images between a human subject and the scenery is usually
very high, therefore computationally simple algorithms for thresholding can be used
with greater success than in regular photographs [26, 133, 196]. However, as with
all procedural approaches, these algorithms often have strong inherent requirements
towards the subject’s pose, for example requiring a strict frontal view or a certain
body pose to work correctly. Other methods such as [191] rely on co-acquisition
of visible and thermal data with jointly calibrated cameras for the two domains.
Landmark detection in the visible domain can be performed more robustly than
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2 Face and Facial Landmark Detection in Thermal Images

in infrared data, therefore landmarks are localized in the visual image and their
coordinates are subsequently mapped onto the infrared image. While this approach
can be used to skip the detection in thermal data, it requires a set of of calibrated
cameras for both domains or a device which is capable of simultaneously recording
RGB and LWIR data, both of which are often not available. While significantly
restricting head movement is feasible under controlled laboratory conditions for
proving fundamental hypotheses such as assessing whether heart rate (HR) and
respiratory rate (RR) can be measured in infrared videos by analyzing fixed regions
of interest (ROIs) in the images, the algorithms cannot be applied to unconstrained
data where the position and orientation of the face may vary over time, thereby
requiring robust dynamic ROI localization.
In the visible domain, algorithms based on machine learning have surpassed rule-

based approaches in terms of precision and robustness. The successful application of
learning-based methods to a large number of challenging image processing tasks in
recent years shows that current algorithms are powerful enough to tackle complex
problems when provided with sufficient training data. The problem of requiring
large amounts of labelled images is even more severe when modern deep learning
algorithms need to be trained. Current deep learning architectures clearly outper-
form both procedural approaches as well as established machine learning methods in
various image processing tasks, however they require much larger image databases
for training. The sizes of notable databases for object identification and/or segmen-
tation such as the PASCAL VOC dataset [47] with about 10.000 manually labelled
and segmented images, the Microsoft COCO database with 330.000 [124] images
and most notably the ImageNet database [34] with 3.2 millions of images reflect the
numbers required for training a deep neural net for complex image processing tasks.
For face-related tasks such as face detection and facial landmark tracking, current
databases in the visual domain are the HELEN database [120] with 2330 images or
the LFPW dataset [16] with 1432 images. These databases are designed for the task
of face analysis and therefore significantly smaller than general-purpose databases
such as ImageNet or COCO, however they additionally provide full manual annota-
tions for a number of facial landmarks.

2.2 Research Objectives
This chapter will introduce a set of data-driven methods to address robust face
detection and precise landmark localization in thermal images which are explicitly
designed to work under significant head movement. To enable usage of these meth-
ods which require manually annotated training data, an annotated thermal face
database will be introduced which is inspired by databases used for face analysis in
visual data and can be used to train all described methods.
While a number of publications have already addressed many of the aspects cov-

ered in the following chapters in previous years, nearly all published papers have
the identical shortcoming of being limited to constrained scenarios and lacking ro-
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bustness when applied to novel data with a different imaging protocol. For example,
methods presented for facial analysis in the thermal domain are in many cases lim-
ited to fully frontal views of non-moving subjects. Notable examples include [152]
for respiratory rate analysis, [81] for stress and affect analysis and [196] for face
detection in thermal images. As will be outlined in the following, the reason for
low robustness of available algorithms is the lack of reliable and precise algorithms
for face and facial landmark detection. Therefore, before aiming at actually per-
forming affective computing on thermal images, a set of methods for robust facial
image processing needs to be developed. Inspired by advances in the visual domain,
where various machine learning methods are the current state-of-the-art, a large
thermal face database will be designed which will be validated with various algo-
rithms (Sec. 2.3). After introducing the database, methods for individual required
tasks will be presented, either by transferring corresponding algorithms from visual
counterparts or by developing novel approaches where necessary. Covering the range
of algorithms from face detection (Sec. 2.4), followed by face alignment (Sec. 2.5)
and facial expression analysis (Sec. 2.6), a full set of methods for robust face ana-
lysis in thermal data will be provided. As most current algorithms make use of
convolutional networks, the applicability of the database with a deep face alignment
algorithm will be evaluated (Sec. 2.7). To conclude this chapter, the presented algo-
rithms will be evaluated in a combined sequential workflow to assess how well face
analysis can be performed fully automatically on novel images by combining face
detection, landmark detection and face analysis into a complete system (Sec. 2.8).
As first task, it will be assessed if tasks for facial image processing in thermal in-

frared images that are currently solved using specialized procedural methods or not
solved at all can be addressed with modern learning-based approaches when high-
quality data is provided. To this end, the fully annotated thermal face database
which is inspired by current state-of-the-art databases in the visual domain will
be introduced as this is the key requirement for all learning-based methods. This
dataset is the first thermal database to include the same high-quality manual anno-
tations that are used in visual face image databases and can at the same time offer
a comparable number of images.
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2.3 The Thermal Face Database
This section will introduce the thermal face database, which has been published
in [96], [109] © 2018 IEEE, reprinted with permission and [105] © 2018 IEEE,
reprinted with permission.

Figure 2.1: Sample images from the database with the 68-point landmarks shown
as overlay. © 2018 IEEE

Since face analysis has been an active field of research in the visual domain for
decades, a large number of databases exists. Depending on the specific task, they
differ in a large number of parameters:

• Recording conditions, which divide the databases into two large groups:
controlled/lab conditions and uncontrolled conditions, often referred to as ’in
the wild’. Early databases presented for face analysis had been recorded un-
der controlled conditions to make development and validation of fundamental
algorithms possible. The images were acquired with a well-defined imaging
protocol in scientific labs, with well-defined illumination, facial expression and
head pose. As the performance of the methods improved, they soon achieved
excellent results on these datasets, requiring more complex imaging scenarios.
After increasing complexity of the lab-generated databases, researchers moved
on to in-the-wild images, which include all types of commonly used image data
acquired under unconstrained real- world scenarios, for example still frames
from movies or candid photographs with everyday scenes gathered from web
pages. These datasets are the current state-of-the-art in RGB face analysis.

• The number of individual subjects or the number of images per person
is important when developing algorithms for person re-identification. In this
case, the database contains a number of images depicting the same individual

11
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under different imaging conditions or with different head poses and facial ex-
pressions, clothing or disguises is stored in the database to train algorithms
which are able to identify the subject under different conditions. Databases
which focus on face detection and alignment on the other hand usually pro-
vide a very large number of photographs of different persons to maximize the
robustness of the trained algorithms without focusing on re-identification.

• Picture quality includes factors such as image size, resolution or lighting con-
ditions. For example, databases for CCTV monitoring provide low-resolution
data commonly acquired from surveillance cameras, while other databases pro-
vide high-resolution images of faces often at a resolution of several megapixels.

• Labels and Annotations are another extremely important factor. Labels
provide global information on the image content, for example depicted emo-
tion or subject age. Annotations are manually marked positions in each image,
for example the position of eyes or even finer landmarks. Each database pro-
vides landmarks and/or labels for different tasks. Current databases for face
alignment provide manually generated landmark positions for each of their
sometimes several thousands of images. Databases for classification provide
labels for features such as age, gender, emotion or person ID in the case of
identification databases.

After reviewing current face databases in the visual spectrum (see [165] for an
overview of currently relevant databases) and assessing the requirements for the
thermal database, the following requirements were defined:

1. The database size must contain at least 1000 images to make training of a face
alignment algorithm possible. This number was determined after assessing the
sizes of corresponding databases in the visual domain, which include between
1000 and more than 25000 images. In most cases, training is performed on the
combined HELEN+LFPW datasets, which include about 3000 images. This
is the preferred target size for the database.

2. The database must contain full landmark annotations for all images. Prefer-
ably, the 68-point scheme defined in [165] should be used as it is the current
de-facto-standard in RGB face alignment and used in most competitive pub-
lications. Labels for emotions, age, gender and other global parameters are
optional.

3. The image quality of the database should be as optimal as possible to match
the image quality of the used 1024 x 768 pixel images provided by the infrared
camera used for the recordings at LfB.

4. since person re-identification is not one of the project goals, the database
should contain a a large number of different persons to maximize its robustness.
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5. High-resolution thermal cameras are currently not used in a large variety of
scenarios. Therefore, it is nether realistic nor necessary to require in-the-wild
images.

Next, existing thermal face databases were reviewed. Since thermal imaging is much
less widely used, the number of databases is much smaller. The most established
are the IRIS database [2] with 4228 co-acquired thermal and visual images and the
USTC-NVIE database [192] with videos and 236 frames that are manually annotated
for facial expression recognition. The spatial resolution of the thermal images both
databases is 320 x 240 pixels. Both databases are freely available online. A third
formerly widely used database with of similar size and quality, the Equinox database,
is no longer available. Several other databases with higher resolution (up to 640 x
480) have been described in more recent literature [60] and very recently [111],
however none of them is currently publicly available. Furthermore, no available
database provides the required manual annotations for a sufficiently large number
of images. Therefore, development of a new database that fulfils the requirements
stated above was initiated. As this was supposed to be the first fully annotated
thermal face database, a recording protocol similar to the lab-recorded MultiPie
and PUT databases was chosen. Both databases were taken under constrained
conditions and used for basic algorithm development. As the goal of the project
involves face detection, face alignment and expression recognition under varying
head poses, the protocol was designed to cover these aspects with a focus on strong
head pose and facial expression variation as this is the most challenging task which
cannot be addressed with current algorithms.

2.3.1 Recording Setup and Annotation Methodology

Figure 2.2: Database image acquisition setup. Sitting participants were filmed
against a thermally neutral backdrop. © 2018 IEEE

All images for the database were recorded at RWTH Aachen’s Institute of Imaging
and Computer Vision using an Infratec HD820 high resolution thermal infrared
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camera with a 1024 x 768 pixel-sized microbolometer sensor at a thermal resolution
of 0.03 K at 30◦C and equipped with a 30 mm f/1.0 prime lens. Subjects were
filmed while sitting at a distance of 0.9 m to the camera, resulting in a spatial
resolution of the face of approximately 0.5 mm per pixel (see Fig. 2.2). A thermally
neutral backdrop was used for the recordings to minimize background variation. The
recordings were acquired as full resolution videos with a frame rate of 30 frames per
second. To build the database, each video was screened manually and selected
frames were exported for annotation.
As a result, the final database contains 2935 annotated images of 90 subjects in

total. The recordings were split into different sequences, each designed for a different
task:

• Sequence A contains a defined head movement pattern, where each partic-
ipant was instructed to follow a defined S-shaped trajectory (Fig. 2.3 left).
From this recording, frames at 9 distinct positions (upper left, upper frontal,
upper right, frontal right, full frontal, frontal left, lower left, lower frontal,
lower right) were extracted and annotated. This results in a large number
of images with strongly varying head poses that are required for robust face
detection and landmark localization.

Figure 2.3: Left: the nine different head poses from sequence A. Right: the 68-point
annotation scheme with each individual landmark. © 2018 IEEE

• Sequence B is a set of images showing basic facial action units (AUs) ac-
cording to the facial action coding system (FACS) introduced by Ekman et al.
[43]. Action units are fundamental, elementary facial movements that usually
do not appear separately, but in conjunction with other AUs to form complex
facial expressions. Due to the large number of action units, only a subset of
action units was recorded, namely AU 1+2 (inner and outer brow raiser), AU
4 (brow lowerer), AU 6 + 7 (cheek raiser and lid tightener), AU 9 + 10 (nose
wrinkler and upper lip raiser), AU 24 (lip pressor), AU 27 (mouth stretch)
and AU 43 (sniff). For all participants with a recording in sequence B, one
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frame per AU has been annotated. Fig. 2.4 shows the AUs recorded for the
database.

• Basic emotions are shown in Sequence C. Basic or universal emotions ac-
cording to Ekman [42] are happiness, sadness, surprise, fear, disgust, anger
and contempt. All depicted emotions are staged, the database contains no
recordings of actual emotions induced by video clips or other means. Three
frames of the emotions neutral, happy, sad and surprised have been selected
and annotated for each participant. Images of the remaining four emotions are
appended to the database, however only with a global emotion label and with
no landmark annotations. They can still be used for facial expression recog-
nition if an algorithm which does not require dedicated landmarks such as an
HOG-SVM is applied. Fig. 2.4 (right) shows examples of the eight emotions.

Figure 2.4: Left: elementary action units. Top row from left to right: Neutral, AU
4, AU 1 + 2, AU 6 + 7. Bottom row from left to right: AU 9 + 10, AU 43, AU 24,
AU 27. Right: basic posed emotions. Top row from left to right: contempt, disgust,
anger and fear. Bottom row from left to right: surprise, sadness, happiness and a
neutral face. © 2018 IEEE

• Finally, in Sequence D, all participants were asked to perform arbitrary
head movements and facial expressions. Between 3 and 5 frames from each
participant’s sequence was selected and annotated. These recordings were
used to add realistic facial expression and pose variance to the database in
contrast to the posed expressions and poses acquired in the other sequences,
as recent research indicates that adding unposed "‘in-the-wild"’-images with
large variation increases the robustness of face analysis algorithms. Fig. 2.5
shows examples from this sequence.

All 2935 selected frames were manually annotated with the 68-point landmark
set also used for databases such as HELEN [120] and LFPW [16]. This extensive
set of annotations using a widely established scheme makes it possible to use the
database for a substantial number of algorithms and enables quantitative evaluation
of their performance on thermal infrared data. Fig. 2.1 shows examples of annotated
frames while Fig. 2.3 shows the exact localization of the 68 landmark positions in
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the face on the right. Both the landmarks as well as the connectivity information
are stored, so that landmarks of specific facial areas such as eyes or mouth can be
selected separately. After landmarking all images, the dataset has been checked for
annotation consistency, ensuring that landmark positions correspond to the same
facial features in all database images.

Figure 2.5: Samples from the free movement sequence. © 2018 IEEE

2.3.2 Comparison to Existing Visual and Thermal Databases
Compared to existing thermal databases, the described database offers the currently
best spatial resolution and, for the first time, extensive manual landmark annota-
tions in a standardized and widely used format. Additionally, the different subsets
make it possible to use the database for a number of novel tasks that could not
be addressed with existing datasets. As the database’s focus is on the landmark
quality and diversity of facial expressions, the database contains no images in the
visible domain and therefore no different illuminations as offered by some other dual-
modality databases. Furthermore, the database contains no images of persons with
glasses; all participants were asked to remove glasses if they were wearing any. This
decision was made deliberately to offer unobstructed view at the eyes since they are
an important facial area when identifying emotions. In the recordings, a thermally
neutral backdrop as in all known thermal face databases is used. Explorative ex-
periments on recordings with non-neutral backgrounds performed with the database
show that algorithms trained on the database may be applied to non-neutral back-
grounds. However, there is no systematic evaluation yet how different backgrounds
may affect the results. Currently this is not a shortcoming since most published work
on thermal face processing uses data with neutral backgrounds. However, current
databases and algorithms using them will require a re-evaluation with novel data
if LWIR face analysis becomes more widely used in scenarios with unconstrained
background conditions.
The database was inspired by current annotated databases in the visual domain

with the goal of providing data with comparable quality and quantity in the ther-
mal spectrum. Compared to state-of-the-art visual databases such as LFPW and
HELEN, it offers a comparable number of images (HELEN contains 2330 manu-
ally annotated images, LFPW 1432 of them). However, the two visual datasets use
real-world data (so-called ’in-the-wild’ images from random photographs taken un-
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der unconstrained conditions) with a larger variety in head pose, facial expression
and illumination. Acquiring this type of data with a thermal camera is currently
not viable since thermal cameras have technical limitations such as their extremely
narrow depth of field. Therefore, the database reflects realistic current uses of ther-
mal cameras and the applications described in the following chapters show that a
number of tasks can be accomplished by training algorithms using the database.
Nevertheless, should thermal cameras become more widely used in unconstrained
environments, the need for an updated database that would be able to address the
requirements of these new scenarios might arise.
To systematically validate learning-based methods using the database, support for

two cross-validation methods has been included. Since the subject IDs are stored
for every image in the database, a leave-one-subject-out cross validation can be
applied in which algorithms can be trained on the entire dataset except one subject
person and results across all trainings are subsequently combined to form the final
score. While this is the approach which results in the largest and most coherent
training datasets – all training folds use the largest possible amount of identical
data for training and only differ by two persons out of the entire dataset – it also
requires training a large number of training instances to cover the entire dataset.
This is not an issue when training a rapidly converging classifier such as a random
forest, however may impose a problem when complex deep architectures are trained
which may require days for training a single instance. Therefore, an additional
splitting to implement a ten-fold cross validation has been included by generating a
consistent set of subject groups which was generated by splitting the database into
ten folds which (a) do not share images of individual subjects and (b) have an as
low as possible inter-fold difference in total number of images. This approach makes
group-wise cross validations possible, for example with a 80 to 20 ratio between
training and test or a 60/20/20 ratio when additionally using a validation set, both
being common ratios in deep neural network training.
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2.4 Face Detection
With the database established, the next step is assessing if it can be used to
train data-driven algorithms and whether these methods outperform procedural ap-
proaches (see A for the taxonomy). As first task, face detection will be addressed
as this is usually the first step in a multi-step image processing pipeline and a num-
ber of methods for procedural face detection in thermal images has been proposed,
thereby making a direct performance comparison possible. This comparison has
been previously published in [106].

2.4.1 Materials and Methods
In the following, five machine-learning based algorithms that have already been suc-
cessfully applied to face detection in the visible spectrum will be compared to two
procedural approaches that have been developed especially for thermal infrared im-
ages. It should be noted that only one of the five classifiers (namely the Viola-Jones-
Method) has been used in existing literature on thermal infrared face detection. To
gain a more comprehensive overview, the performance of the learning-based meth-
ods will be evaluated on LWIR data using the thermal database and compared to
the procedural methods. The algorithms transferred from the visible spectrum to
the thermal domain are:

• The Haar cascade classifier (VJ) as presented by Viola and Jones [189]. This
work was the first robust face detection algorithm capable of delivering real-
time performance even on handheld machines with limited computing power
such as consumer-grade digital photo cameras. VJ detects faces by system-
atically analyzing subimages extracted using a multiscale sliding window and
applying differently sized Haar feature detectors in a cascading manner (See
Fig. 2.6 for examples of Haar features). In this approach, the subimage is
matched with the most relevant Haar features first. If the feature response
is positive then further analysis using more refined features is performed by
following the cascade. Should the feature response be negative at any point,
then the subimage is rejected as containing no face. The algorithm returns a
face detection only if the subimage passes all steps of the cascade. The detec-
tor itself is trained by providing it with a set of face and non-face images to
which a variety of Haar descriptors is applied. The algorithm learns the most
significant features that distinguish between face and non-face images and ar-
ranges the best performing feature combinations in a fast decision tree using
a boosting algorithm such as AdaBoost or GentleBoost. Using boosting for
feature selection and efficient coding techniques for feature computation, the
algorithm is capable of performing face detection in photographs and videos
in real-time. As stated above, this is the only algorithm that has already been
applied successfully to thermal infrared images by different authors such as
[179] and more currently [26]. The implementation used here is based on the
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OpenCV [83] variant of the cascade classifier, a method that improves the
original work by Viola and Jones by combining the Haar descriptors in the
cascade into groups instead of applying them individually at each step.

Figure 2.6: Possible Haar features for face detection

• The Haar cascade classifier (VJ-LBP) with local binary patterns (LBPs) as
feature descriptor as presented by Liao et al. in [123]. This approach is similar
to the first method, however in VJ-LBP local binary patterns are used instead
of Haar features. Since they only require integral computations, LBPs can
be computed more efficiently than Haar features. Furthermore, using cascade
classifiers with LBPs instead of Haar features has been reported to result
in improved detection rates. As with the above method, the LBP cascade
classifier available in OpenCV has been used in this comparison.

• Histograms of Oriented Gradients (HOG), an image descriptor and object
detection algorithm introduced by Dalal & Triggs [30] and currently being one
of the most widely used feature descriptors. HOG features are computed by
analyzing image gradients and grouping them into local histograms. To use
HOG for face detection, the feature vector is computed for a training set of
face and non-face images and the results are used to train a classifier - usually
a support vector machine (SVM) - that learns how to distinguish the HOG
feature representation of a face from background features. In this work, the
implementation available in the dlib library [92] was used to train and test a
HOG-based face detector.

• The Deformable Parts Model (DPM), introduced by Felzenszwalb in [51].
This approach uses optimized HOG features for object description, however
for classification and detection the method assumes that the sought objects
are composed of different components (in our case face parts such as mouth
or eyes) and that these components may be arranged differently in different
images. Instead of assuming a fixed spatial configuration as in regular HOG,
the method learns the feature representations of different object parts as well
as their spatial distribution. The resulting detector can adapt to different
spatial configurations induced by changes in head pose or camera position.
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• Pixel Intensity Comparisons Organized in Decision Trees (PICO), presented
by Markus et al. in [131]. This method uses binary pixel intensity comparisons
for object detection. Similar to VJ, the algorithm performs face detection by
scanning sliding subimages and applying a decision tree boosted by Gentle-
Boost. Each decision is defined by direct comparison of the intensity values
of two pixels in the current subimage. Similar to Haar feature selection in
VJ, pixel locations chosen for comparison are optimized by applying the best
discriminating combinations first. This method drastically increases the tree’s
detection speed since feature computation can be omitted.

The learning-based approaches have been compared to two algorithms developed pri-
marily for the detection of faces in thermal infrared images. The two algorithms were
chosen as they both represent common approaches presented for thermal infrared
face detection. Generally, many algorithms designed for thermal face detection ap-
ply thresholding for pre-segmentation of the image or feature localization. The aim
of the thresholding is either a foreground-background-segmentation under the as-
sumption that the person is the dominant heat source in the image, or a threshold
operation with a threshold close to the image’s maximum temperature to locate the
hottest spots in the image. The idea behind hottest spot localization is the fact that
in many cases the inner corners of the eyes are the hottest regions of the face and
therefore the eyes can be easily located with thresholding. Either one or both of
the approaches are the basic idea behind the two chosen methods as well as behind
current algorithms such as [26], [149] or [196]. The methods that were selected for
implementation were:

• Eye Corner Detection (ED), presented by Friedrich and Yeshurun in [56]. The
original authors performed a detection of the warmest areas in the face to then
use the distance between these points to construct a bounding box. In this
work, the initial step is also a silhouette extraction followed by a facial feature
detection. The original paper states that temperature-based feature detection
may be performed on the areas around the eyes, with the eyes themselves be-
ing the warmest and the eyebrows being the coldest regions of the face. This
approach was also used in here with slight adaptations to better fit the tem-
perature distribution in the dataset(Fig. 2.7). The authors of [56] have tested
different approaches and have identified the eyebrows to be the most reliably
detectable face part on their dataset. An investigation of the database pro-
posed in Chap. 2.3 found out that in the database and similar to the results of
[149], the inner corners of the eyes can be located more reliably than eyebrows
since there tend to be several cold regions in the face. Therefore the method
has been implemented as described in the paper, however with the difference
that the approach chosen here used a feature better suited to the dataset.

• Projection Profile Analysis (PPA), an algorithm described by Reese et al. [160].
This method performs a silhouette extraction by foreground-background thresh-
olding and computes projection histograms of the resulting binary image (Fig.
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Figure 2.7: The Eye Corner Detection algorithm. Left: Original input image. Cen-
ter: image after thresholding. Right: Sum of all pixels per row of the thresholded
image. The vertical coordinate of the eye centers is the row with the biggest sum.

2.8) on the horizontal and vertical image axes. Subsequently, the face is lo-
calized by defining extreme points in the profile curves extracted from the
projection histograms. These points are then localized by analyzing the ex-
tracted profile curves and their 1st and 2nd order derivatives. The approach
assumes that the person is the dominant object in the image and that the image
displays the whole head and the upper part of the torso. These prerequisites
are given in the proposed database, therefore the algorithm was implemented
as described in the original publication.

2.4.2 Experiments and Results
Depending on the algorithm, the results returned by the different methods are
not directly comparable. The five machine learning-based methods all return a
face bounding box that can be compared with the manually defined ground truth
bounding box in the test images. However, the results computed by the two ther-
mal infrared face detection methods need to be processed for a quantitative eval-
uation as they do not return a bounding box directly. For ED which returns
eye corner coordinates, the returned coordinates x1, y1, x2, y2 and their distance
d = x2 − x1 were used as base for bounding box computation. The final coordi-
nates for the upper left and lower right corner of the bounding box are then defined
as xul = x1 − 2d, yul = y1 − d, xlr = x2 + 2d, ylr = y1 + 4d. For PPA, the returned
bounding box is refined by cropping off the top 1/3 of the algorithm result since the
algorithm returns a bounding box for the whole head including face, forehead and
hair.
For algorithm training and evaluation using cross-validation, the 2935 images of

the database were split into 10 subsets by sequentially assigning all images of an
individual to the subset with currently least images in it. This way, approximately
equally sized subsets in which no subject’s images were split between different sets
could be generated, thereby ensuring no overlap between training and test sets.
Algorithm training was performed using leave-one-subset-out cross-validation, i.e.
each image was used for testing once and for algorithm training in the other nine
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Figure 2.8: The Projection Profile Analysis (PPA) approach: The algorithm per-
forms a foreground-background segmentation and subsequently defines the face’s
bounding box by finding extrema in the derivatives of the profile curves. Note that
for comparison with the ground truth, the top 1/3 of the result is cropped to match
the manual annotations better as PPA returns a face and forehead detection while
the ground truth and all other methods return a bounding box for the face without
forehead.

iterations.
The ground truth bounding box was defined by the bounding box of each image’s

landmark annotations, expanded by 5% in each direction (Fig. 2.9(a)). It was de-

Figure 2.9: Left: ground truth definition by expanding the bounding box of the
landmarks by 5%. Right: A visualization of the definitions of the intersection I =
G ∩D (blue) and the union U = G ∪D (white) of two results for IoU computation.
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cided to enlarge the original bounding boxes since preliminary results have shown
that the feature descriptors used by the face detection algorithms perform better
on images that contain some background area around the face. This is due to the
fact that it enables image descriptors to better capture the edge information of the
face. The error metric used for evaluation was the Intersection over Union (IoU),
defined for the overlapping area of ground truth G and detection bounding box D
returned by the detector as the ratio of overlapping area and united area (see also
Fig. 2.9(a)):

IoU = G ∩D
G ∪D .

Commonly, a successful detection is defined as a result with IoU > 0.5. The
results for the different algorithms are shown in Fig. 2.10. It can be seen that all
learning-based approaches outperform the algorithm-based methods by a consider-
able margin.

Figure 2.10: Percentage of faces that are detected with a given IoU.

2.4.3 Discussion
The results show that classifier-based detection methods that are commonly used
for face detection in the visual spectrum can be applied to thermal infrared images if
trained with the proposed database. Each of the tested algorithms has shown better
detection performance than the domain-specific solutions that were implemented
and tested as well. At the same time, the performance indicators given in Tab. 2.1
show different methods are more recommended than others depending on the given
detection task. Of the evaluated methods, ED shows the weakest performance. An
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DPM ED HoG LBP PICO PPA VJ
Training Time (h) 19 - 0.5 50 2 - 73
Avg. Detection Time (s) 1,13 0,01 0,18 0,16 0,02 0,09 0,09
True Positive Rate 0,98 0,52 0,93 0,90 0,90 0,85 0,91
False Positive Rate 0,00 0,48 0,00 0,03 0,10 0,15 0,07
False Negative Rate 0,02 0,00 0,07 0,08 0,00 0,00 0,02
Precision 1,00 0,52 1,00 0,97 0,90 0,85 0,93
Recall 0,98 0,99 0,93 0,92 1,00 1,00 0,98

Table 2.1: Performance overview of the tested algorithms. Positive/negative rates,
precision and recall are given for an IoU of 0.5. Detection and training times are given
for an Intel i5-2500K CPU with 3.3 GHz.

inspection of the values returned by the ED detector reveals that the algorithm
is extremely sensitive to changes in pose and facial expression. A slight tilt of
the head or opening the mouth usually resulted in failed detections. PPA shows
a significantly better performance, however still behind the other algorithms. VJ
- the only classifier-based face detection algorithm that has been reportedly used
for face detection in thermal infrared images before - as well as VJ-LBP and HOG
show good similar detection rates. DPM shows the best detection and false positive
rates of all algorithms at the cost of having the longest detection time of the tested
methods, making it the algorithm of choice for all cases except those with very strict
time constraints. In cases where detection time is crucial, PICO is the method of
choice since it is as fast as the two domain-specific algorithms while yielding better
results and remaining robust to pose changes.
It can be concluded that due to the better performance of trainable face detection

algorithms there is generally no need to develop specialized face detection approaches
for thermal infrared images. The only exception are highly controlled scenarios with
high performance requirements in which the specialized approaches would performed
better due to their lower computational cost.
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2.5 AAM-based Facial Landmark Detection
It has been shown that learning-based methods for face detection outperform algo-
rithm-based approaches for images in the visual spectrum [75, 204]. This finding was
confirmed for thermal data in the previous chapter. Moving forward to a problem
of increased complexity, this chapter will assess if the database can be used to train
an active appearance model, which is a model-based landmark detection approach
which is among the most precise non deep-learning based face alignment methods.
Precise landmark localization is a key requirement for precise ROI tracking and
detection, for example to track the perinasal area for RR monitoring, therefore
establishing a robust method for facial landmark localization in thermal images is a
key step in the analysis framework. The contents of this chapter have been previously
published in [95], [109] ©2018 IEEE, reprinted with permission and [105] ©2018
IEEE, reprinted with permission.

Previous Work
Basic methods for face tracking in the LWIR domain are face detection and seg-
mentation algorithms such as [53]. They often rely on the fact that LWIR sensors
measure heat radiation and therefore faces are often easy to locate using threshold-
ing and basic morphological operators. Despite their low computational complexity,
these algorithms often perform well for face segmentation tasks in the thermal do-
main. However, they are not able to perform precise landmark detection on facial
regions such as eyes or mouth. More advanced approaches employ a basic segmen-
tation and add a feature detection step to the process. Current algorithms often
perform landmark detection by locating temperature maxima which can usually
be found in the inner corner of the eyes [6]. These methods generally assume a
frontal view of the face and their performance degrades quickly when confronted
with out-of-plane rotation.
Another group of current trackers suitable for landmark tracking in the thermal

infrared are single-ROI trackers, either general-purpose algorithms such as TLD
[86] or complex approaches developed especially for thermal IR tracking, for ex-
ample [210]. While showing good performance in scenarios with little movement,
the limited support area of single-ROI trackers is a downside that leads to poor
tolerance in case of ROI occlusion or fast movement. Only very little research has
been published on the use of thermal multi-point trackers that could counter these
downsides. Dowdall et al. [41] demonstrated the use of a coalitional multi-point
tracker to track faces in the LWIR domain. Ghiass et al. [61] were the first and up
to now only authors which used AAM in the thermal infrared domain, however for
face recognition and not for tracking purposes. Instead, the research presented there
was focused on algorithms that increase image contrast and extract person-specific
biometric information from the data. The AAM was trained for recognition tasks
on single images, therefore it was not investigated if it could be used for robust
face tracking. Furthermore, the proposed methods are focused on the identification
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of known persons and therefore contain no information on the model’s ability to
generalize towards unseen faces. To account for these issues, it will be assessed how
well an AAM is able to track faces in a largely unconstrained setting and how well
the model can robustly adapt to unseen individuals, both being aspects which have
not been addressed in existing publications on thermal AAM so far.
In the following, methods for training AAMs in the thermal infrared with the

focus on robust facial landmark detection and face tracking in unconstrained video
sequences will be introduced and validated. In more detail, several image prepro-
cessing approaches inspired by the preprocessing used in [60] will be evaluated.
Subsequently, the applicability of state-of-the art fitting methods and recent ad-
vances in feature-based AAM representations to LWIR images will be evaluated
quantitatively. This work demonstrates for the first time that AAMs are a viable
solution for robust LWIR face tracking and at the same time it is the first solution
that enables precise detection of facial landmarks at such a wide range of realistic
and arbitrary head poses in thermal infrared face images.

2.5.1 Materials and Methods
Generative methods such as AAMs require an extensive set of training images to
model unseen faces. For the development and validation of this method, an early
version of the database had been used, containing 31 subjects and 695 annotated
frames.

Image Preprocessing

It has been suggested in [61] that contrast-enhancing preprocessing of LWIR images
could have a positive impact on the fitting performance of an AAM. The method
proposed there was based on smoothing the input image with an anisotropic diffu-
sion filter and subtracting the diffusion result from the original, thereby enhancing
the edges and high-frequency components. Here, these suggested ideas are extended
by implementing and evaluating a group of sharpening filters based on the unsharp
mask concept.

Unsharp Mask
In unsharp masking (USM), a high-pass filter is implemented by smoothing the
image I(x, y) with a lowpass filter G(x, y) and subsequently subtracting the filter
result from the original image, leaving only the image’s high-frequency components:

If (x, y) = I(x, y)− I(x, y) ∗G(x, y) (2.1)

Subsequently, the final sharpened image Is is obtained by adding the filtered image
If with with a weight factor k to the original image I:

Is(x, y) = I(x, y) + k If (x, y) (2.2)
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The lowpass is commonly implemented using a Gaussian kernel:

G(x, y) = 1
2πσ2 e−

x2+y2

2σ2 (2.3)

Since the general concept of unsharp masking is not restricted to Gaussian kernels,
two additional kernels based on anisotropic diffusion and bilateral filtering will be
introduced here. The kernels are applied to the image and the results are fed into
the USM algorithm according to Equations 2.1 and 2.2.

USM with Anisotropic Diffusion
Anisotropic diffusion filters offer edge-preserving image smoothing by blurring the
image along edges. A commonly applied anisotropic diffusion filter is defined by

∂I
∂t

= div (g (‖ OI ‖)OI) , (2.4)

with
g (‖ OI ‖) = e−( ‖OI‖

K )2

, (2.5)
where K is a parameter controlling the sensitivity to edges in the image. The
smoothed result is then subtracted from the original image as in Equation 2.1.

USM with Bilateral Filtering
Just as anisotropic diffusion, the bilateral filter is another class of edge-preserving
smoothing operation. In contrast to regular (unilateral) Gaussian blurring, the
smoothing term of a bilateral filter depends not only on the spatial pixel distance,
but also on the intensity difference between pixels. This means that the appearance
of the filter kernel depends on the local image content. The filter to compute the
new image intensity If at pixel coordinate x from the original image I is defined as

If (p) =
∑
pi∈Ω I(pi)Gr(‖ I(pi)− I(p) ‖)Gs(‖ pi − p ‖)∑

pi∈Ω Gr(‖ I(pi)− I(p) ‖)Gs(‖ pi − p ‖)
, (2.6)

where Ω is the kernel window centered in p = (xp, yp) and Gr, Gs are Gaussian filters
that are applied on norms (here the L2 norm) of the position and intensity differences
between the pixel at p and every other pixel covered by the kernel. As above, unsharp
masking is applied by performing the smoothing operation and subtracting the result
from the original input image.

Evaluated AAM and optimization variants

As outlined in the introduction, AAM fitting is the iterative process of adapting
the model parameters in order to minimize the difference between the modelled
and the target face, a task for which several methods have been proposed since
the introduction of AAMs. Despite being proposed in [135] over a decade ago,
the Inverse-Compositional (IC) algorithm is still a competitive method and the
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standard in many current applications. In their work describing the algorithm,
Matthews and Baker have shown that major parts of the iterative computation
can be moved outside the loop, resulting in an improvement of computation speed
without sacrificing fitting precision. Here, the IC algorithm is used as baseline and
compared in terms of fitting performance on LWIR face images to two more recent
extensions, namely simultaneous inverse compositional (SIC) as suggested by [65]
and the alternating inverse compositional (AIC) fitting introduced in [147]. Both
are more computation-intensive than the IC algorithm, however resulting in higher
fitting precision.
Traditionally, AAM fitting is performed on the unprocessed input images. How-

ever, with the introduction of feature descriptors such as SIFT and HOG as a pow-
erful tool in image processing, several successful attempts to combine AAMs with
descriptors have been published. When working with a feature-based AAM, the
model is not directly trained on the input images, but instead on sets of extracted
feature matrices with densely extracted features. It has been shown in [10] that
using features for image description can significantly increase the accuracy of AAMs
in the visual domain. To analyze the suitability of feature-based AAMs for face
fitting in LWIR images, the performance of regular models with those trained using
dense SIFT and HOG features will be evaluated as well.

Proposed processing pipeline

The described processing steps are combined into an image processing pipeline that
enables evaluating the performance of different algorithms for each step. In the
implemented pipeline, the database images are first filtered using one of the prepro-
cessing filters to enhance image contrast. In the next step, AAMs are trained using
the database images and the manually annotated landmark positions. The tool
chain is designed for training of traditional and feature-based AAMs using dense
HOG and SIFT features utilizing functionality provided by the Menpo software
package [4]. Fitting of the AAM to test images can be performed using any of the
different IC-based fitting algorithms described above. The starting position for the
fitting process can be acquired from a user-selectable bounding box or by placing an
initial shape on the bounding box of the image’s ground truth landmarks, provided
a ground truth is available. In case a ground truth exists, the software makes it
possible to compare the results of the fitting process to the ground truth reference
visually and quantitatively.

Improving robustness with regression-based head pose estimation

While AAMs provide a precise landmark detection, they have an intrinsic limitation
that lowers their robustness. At the start of their optimization, AAMs need to be
initialized with an initial shape. Often, this shape is defined by obtaining a facial
bounding box that is defined either manually, from a ground truth reference or from
a face detection system as described in Chap. 2.4. Subsequently, the AAM’s mean
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shape is transformed globally to the scale, rotation and position of the bounding box
to give an initial estimate of the facial landmarks. Without any additional a-priori
information on the final landmark positions, this is the statistically best initialization
since the mean shape represents the mean of the training landmark distribution and
therefore the highest probability for all landmark positions. Usually, the mean shape
of a sufficiently large face database is a frontal view of the face; this also applies
to the database introduced in this thesis. Therefore, the initialization is a good
starting point for close-to-frontal faces, but may cause the model to diverge or settle
for a wrong local minimum when the target face shows strong out-of-plane rotation.
After analyzing fitting results of the AAMs on the database, it was found that indeed
most of the images with high fitting errors were those displaying non-frontal faces.
To address this shortcoming, this section proposes a head pose estimation method
that leads to an improved initialization of the AAM. The method has been originally
presented in [105] The method is based on a random forest regression [22] similar
to the approaches presented in [87] with a random forest classifier and [48], where a
random forest regressor is used to estimate head pose in depth images. In contrast
to these approaches, head pose is not predicted as a combination of rotation angles,
but instead the knowledge that the head pose estimation results will be forwarded
to an AAM is utilized to predict AAM parameters directly. This is achieved by
training an AAM on the database and using this AAM to track a set of videos
in which persons rotate their head slowly. The AAM parameters for each frame
are stored together with the cropped face. Subsequently, fixed-length HOG feature
descriptors of all tracked face images are computed and forwarded as feature vectors
into a random forest regression algorithm [22]. The labels of the vectors are the two
AAM parameters that have been stored during tracking. Once the forest has been
trained, it is capable of predicting the first two AAM parameters of an input face.
Since the first parameters correspond to the axes with highest variance as computed
by the AAM, the resulting head pose is closer to the final pose when the head pose
is not frontal. Subsequently, the estimated parameters are forwarded to the AAM
and a shape based on this improved prior is computed. Fig. 2.11 shows the training
and application of the random forest regression.

2.5.2 Experiments and Results

In this section, quantitative results of the fitting performance for single frames of
both seen and unseen individuals will be presented. Additionally, an analysis of the
different method’s abilities to track a face in an unconstrained video session will be
performed. For validation, all possible combinations (45 in total) of the following
algorithms have been validated:

• Preprocessing: No preprocessing, anisotropic diffusion highpass as in [61],
USM with anisotropic diffusion, USM with bilateral filtering and traditional
USM with a Gaussian kernel.
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Figure 2.11: Training (top) and application (bottom) of the head pose estima-
tion. ©2018 IEEE

• AAM:Traditional Intensity-based AAM, AAM with dense HOG features,
AAM with dense SIFT features.

• Fitting algorithm: Project-out inverse compositional (PIC), alternating in-
verse compositional (AIC), simultaneous inverse compositional (SIC).

In a first step, each image in the used version of the database has been mirrored to
increase pose variation, resulting in a total of 1390 images. To evaluate the AAMs
performance to model unseen faces, the database has been divided into 1272 im-
ages of 28 persons for training and 118 images of 3 persons for testing. Fitting was
initialized using the AAM’s mean shape, scaled and translated to fit the bounding
box of the ground truth. The fitting algorithm was applied to the images and the
results were compared to the ground truth reference (Fig. 2.12). To quantify the

Figure 2.12: First and third image: Initial landmark location. Second and last
image: Landmarks after fitting with a DSIFT-AAM and SIC without preprocessing.
Figure first published in [95].

fitting error, the normalized error metric introduced in [211] has been used, which
minimizes the effect of face size and head pose on the final result, thereby imple-
menting an efficient comparison of errors across different image sets and databases.
The error metric Ei computed for each image Ii is the root mean squared distance in
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pixels between each horizontal and vertical fitted landmark position xn,f , yn,f after
AAM fitting and its corresponding ground truth landmark xn,g, yn,g, accumulated
across all N landmarks in the image and normalized by the mean of face width wi
and height hi:

Ei = Ni

√√√√∑N
n=1

[
(xn,f − xn,g)2 + (yn,f − yn,g)2

]
2N (2.7)

with

Ni =
(

1
1
2 ( wi + hi)

)
(2.8)

Fig. 2.13 shows a quantitative analysis of the performance of each combination. It
can be seen that the introduced preprocessing algorithms result in an improvement
of the AAM fitting performance for intensity-based AAM, especially when an ad-
vanced fitting algorithm such as AIC or SIC is used. Generally, AIC and SIC show
comparable performance on the tested data and outperform the traditional PIC in
all direct comparisons, i.e. when preprocessing method and used feature remain un-
changed and only the fitting algorithm is varied. At the same time, the two tested
feature-based AAM combinations clearly outperform their intensity-based counter-
parts in all direct comparisons, with DSIFT slightly outperforming HOG in terms
of fitting performance and outlier count. Notably, DSIFT and HOG performance is
only minimally affected by any preprocessing.
After finding that preprocessing has only minimal impact on fitting performance

of feature-based AAMs, further analysis focuses on the precision of feature- and
intensity-based methods on unfiltered images. Fig. 2.14 displays the percentage of
test images that meet given precision requirements, evaluated for PIC/SIC/AIC and
intensity/DSIFT/HOG-based AAMs. Again, it is shown that feature-based AAMs
lead to a more precise fitting than intensity-based models. Overall, DSIFT shows a
better convergence behaviour than HOG for LWIR images; the performance differ-
ence between both descriptors is higher than the difference for regular photographs
reported in [10], indicating that DSIFT is a particularly well suited descriptor for
LWIR face fitting. AIC and SIC perform comparably well and outperform the
traditional PIC method; especially the original inverse-compositional AAM approch
(intensity-based PIC) by [135] shows lower fitting precision than all other competing
combinations.
Fig. 2.15 shows a performance comparison for seen and unseen faces. It displays

box plots of the fitting performance of the AAM trained on 28 persons and evaluated
on 118 images of 3 unseen persons, and for comparison plots of each fitting algo-
rithms’ performance trained with the same database and evaluated on a set of 125
seen images from the training database. For this comparison, the well-performing
combination of DSIFT with no preprocessing was used and compared across all three
implemented fitting algorithms. The results show that the trained model performs
slightly better when confronted with seen faces.
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(a) Simlutaneous Inverse Compositional (SIC)

(b) Alternating Inverse Compositional (AIC)

(c) Project-Out Inverse Compositional (PIC)

Figure 2.13: Normalized residual error after performing fitting on a set of 118 unseen
images of three persons. In each column, the AAM was trained using a different
feature extraction method, while the fitting algorithm was different for each row. The
figures represent an exhaustive overview of all tested combinations of features, fitting
algorithms and preprocessing methods. Figure first published in [95].
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(a) DSIFT

(b) HOG (c) Intensity

Figure 2.14: Percentage of Images that fall within given precision requirements,
computed for images with no preprocessing applied. Figure first published in [95].

Figure 2.15: Comparison of the normalized fitting error for a set of 3 seen and
3 unseen images, tested for different fitting algorithms and using DSIFT with no
preprocessing to generate the model. Figure first published in [95].

AAM performance in face tracking was tested quantitatively on a 60 second video
sequence taken at 30 fps, where each 5th frame was annotated with a total of 8
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points located at the inner and outer eye corners, the outer mouth corners and
the center edges of upper and lower lip, resulting in 359 annotated frames. During
the sequence, the person was performing increasingly fast and complex head pose
changes, starting with a slow controlled left-to-right movement and ending with fast
and arbitrary head shakes and rotations. The tracker was initialized manually by
defining the face’s bounding box in the first frame. The landmark detection for
all subsequent frames was performed fully automatically by the AAM fitting soft-
ware using each frame’s final fitting result as initial landmark positions for the next
frame. The normalized error between the 68 ground truth points and the corre-
sponding points detected by the AAM was computed using Eq. ( A.13). Fig. 2.16
shows the normalized error values as well as the mean frame-to-frame change of
the marker point positions acquired as normalized error between two consecutive
frames to indicate the current movement speed of the person’s head in each frame.
Additionally, actual fitting results are shown. It can be seen that tracking preci-
sion changes only marginally during slow head movement regardless of head pose.
The tracker performance temporarily degrades in single parts of the sequence that
show very fast head movement, however it can be seen that the model is able to
automatically recover from high misalignment in single frames.

Figure 2.16: Analysis of AAM performance for tracking a face in an unseen video
sequence. Top: Normalized error between ground truth and fitting result for each
annotated frame. Center: Normalized difference between two consecutive frames to
indicate head movement speed in different sections of the video sequence. Bottom:
Fitting result examples, sorted by their final normalized error in ascending order.
From left to right: Best, 2nd percentile, 25th percentile, median, 75th percentile, 98th

percentile, worst. Figure first published in [95].
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The regression-based head pose estimation has been validated as well. Quali-
tatively, the effect of the head pose estimation can be clearly seen on the exam-
ples presented in Fig. 2.17: Close-to-frontal images keep their detection precision,
while detection accuracy is drastically improved on faces with out-of-plane rotation.
The quantitative results in Fig. 2.18 show that the presented head pose estimation

.
Figure 2.17: Fitting results of the three evaluated approaches. From left to right:
Original image crop, AAM initialization with mean shape, result of the AAM initial-
ized with mean shape, AAM initialization with random forest prediction, result of the
random forest initialized AAM, DAN result, manual ground truth landmarks. © 2018
IEEE

method improves fitting performance: While having no impact on images which
were already fitted precisely with the original method, it clearly improves fitting
precision on images that resulted in poor results with mean shape initialization.
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Figure 2.18: Cumulative error plot of WIC-fitted HOG-AAM initialized using the
mean reference shape and a WIC-fitted HOG-AAM initialized with a PCA instance
using the suggested random forest-based shape prediction. © 2018 IEEE

2.5.3 Discussion
It can be seen that performing diffusion filtering as preprocessing step improves
the fitting accuracy of the AAM in case the project-out inverse compositional al-
gorithm (PIC) is used, confirming the findings from [61]. However, by employing
the more recently introduced feature-based AAM, even better results are obtained.
The fact that the final fitting errors of intensity-based AAM cover a large span of
values and that similar USM-based approaches lead to significantly different results
suggests that intensity-based AAM and the analyzed preprocessing filters lack ro-
bustness and are prone to the bias introduced by initialization and preprocessing
parameters. On the contrary, the two analyzed feature-based AAMs proved to be
more robust. Using DSIFT and HOG to train the model drastically improves fit-
ting performance regardless of preprocessing; the fact that the results do not differ
significantly for all preprocessing algorithms shows that the extracted features de-
scribe image content very robustly. The results suggest that using preprocessing for
feature-based AAM does not result in a significant performance increase and that
the preprocessing step can be omitted, especially when considering the additional
computational requirements to run the preprocessing filter. Extending the workflow
with a regression-based head pose estimation to obtain an improved prior shows a
significant improvement in precision especially for rotated faces while not impairing
the fitting precision of faces which can be already precisely aligned when using a
mean shape as prior for fitting.

38



2.6 Facial Expression Recognition

2.6 Facial Expression Recognition
After successfully performing face and landmark detection, different analysis al-
gorithms can be applied to the images. This chapter will investigate basic facial
expression analysis based on the emotion images in the database, while methods
for more complex analysis tasks such as vital parameter and stress analysis will be
introduced in detail in following chapters. This analysis has been published in [104]
and [105] © 2018 IEEE, both reprinted with permission.

2.6.1 Materials and Methods
For analyzing facial expression performance, the emotion images from the database
were used to train facial expression classifiers. For the classifiers requiring landmark
annotations, the four manually annotated emotions have been used. The remaining
classifiers have additionally been evaluated on the full emotion subset and addition-
ally compare to human performance in a multi-rater study. Different combinations
of feature descriptors and machine learning methods were tested. The evaluation
investigated the following feature extraction methods:

• The coordinates of the manually annotated landmarks: This is a purely geo-
metric feature containing no pixel intensity or neighborhood information;

• The pixel intensities of the faces without any feature extraction applied;

• HOG, LBP and dense SIFT features extracted from the faces.

Note that the first item in the list is the only feature that requires explicit landmark
coordinates while the remaining features are computed from the pixel values from
the bounding boxes of the faces, thereby improving computational efficiency. The
features were then fed into the following classifiers:

• Linear SVM, as preliminary experiments have shown that this type of SVM
has superior performance for the problem compared to its polynomial and
RBF-based variants. Standardizing the features before SVM classification has
also shown to yield better results;

• A kNN classifier, for which preliminary tests have shown that k=1 and feature
standardization give best results;

• A Binary Decision Tree. The tree’s split criterion was chosen by the training
function.

• Linear Discriminant Analysis (LDA). For LDA computation, the pseudoinverse
was chosen over the inverse matrix since not all features had non-zero variance,
thereby making direct inverse computation impossible;
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• The Naive Bayes Classifier. Since this method is not able to work on invari-
ant features, an additional step needed to be implemented that detects and
removes invariant features from the feature vectors;

• A Random Forest Classifier. For this method, a forest size of 40 trees has been
chosen as initial experiments had shown that using more than 40 trees does not
result in any performance gain while increasing computational requirements.

2.6.2 Experiments and Results
Experiments conducted to determine optimal image size have shown that quadratic
images of the faces scaled to a length of l = 144 pixels for both sides yield best
results. Values below 144 result in lower classification rates, while higher image
resolutions did not increase classification performance. Therefore, all results refer to
images scaled to l = 144. Results were obtained using leave one-subject-out-cross-
validation. Fig. 2.19 shows an overview of all tested feature-classifier combinations.
It can be seen that the chosen SVM configuration is the best performing method

Figure 2.19: True positive rates of the tested feature-classifier combinations. The
dashed line indicates the success chance of a random guess (25%). © 2018 IEEE

while the basic kNN and decision tree classifiers perform clearly weaker on the
expression recognition task. Using feature descriptors for constructing the feature
vectors has been shown to deliver results superior to feature vectors created by using
raw landmark coordinate or pixel intensity data. A detailed confusion matrix of the
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four emotions for the best performing combination - the linear SVM using dense
SIFT features - is shown in Fig. 2.20.

Figure 2.20: Confusion matrix for the DSIFT-SVM for four emotions. © 2018 IEEE

Happiness is the most clearly detectable expression with only minimal misdetec-
tions. On the other hand, sadness is often misclassified as a neutral expression and
vice versa. Still, the classification rates are far above chance level in all cases, clearly
indicating that a facial expression classifier can be trained using the database.
The database contains manual landmark annotations for four of the eight recorded

emotions while the images for the remaining four emotions are stored with an emo-
tion label but no landmark information. In a study to analyze the combined perfor-
mance of the algorithms, a classification of all eight emotions using the linear SVM
with dense SIFT features has been performed. This algorithm requires a bounding
box of the face. To obtain precisely aligned bounding boxes, a two-step approach was
applied to all images by combining the best performing algorithms of the previous
evaluations: First, initial bounding boxes were detected using the DPM algorithm.
Subsequently, facial landmark detection with the HOG-WIC AAM was performed
and initialized from the detected bounding box. The algorithms were re-evaluated
using the detected landmarks and the bounding boxes of the landmark positions.
To assess human performance on the same task and to evaluate the validity of the
final bounding boxes, the images were cropped to their bounding boxes and shown
to three humans. The humans had to assess the emotion and to report if any bound-
ing box had been incorrectly aligned, which was never the case. Subsequently, the
same algorithm evaluation as for the analysis of four emotions (Fig. 2.21) has been
performed.
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Figure 2.21: True positive rates of the tested feature-classifier combinations for eight
emotions using automatically detected landmarks and bounding boxes. The dashed
line indicates the success chance of a random guess (12.5%). The LDA implementation
for LBP and raw temperature failed to train and crashed, therefore no values are
reported. © 2018 IEEE

Again, the linear SVM is the best performing classifier, however the HOG feature de-
scriptor outperforms it in the case of eight depicted emotions. A detailed confusion
matrix for the HOG-SVM algorithm is shown in Fig. 2.22. The average detection
rate of the algorithm (46.7%) outperforms human scorers who assessed 42.0 of the
images correctly. At the same time, the figure shows that humans assign the neutral
expression to a high number of images, while the HOG-SVM has no such prefer-
ence and misclassifications are spread more evenly. A possible reason might be that
humans tend to classify a face as neutral when in doubt.

2.6.3 Discussion
Results show that the used methods enable facial expression recognition and slightly
outperform humans on this task. From the analyzed features, facial landmarks and
raw temperature values have shown the weakest performance, indicating that image
descriptors are better capable of describing image content relevant for facial expres-
sion analysis. As the image descriptors are computed exclusively on the bounding
boxes, face alignment is not required when aiming at facial expression analysis. This
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Figure 2.22: Performance of the algorithm (left) and humans (right) on the facial
expression recognition task. Average human classification rate is 42.0%, HOG-SVM
achieves 46.7%. © 2018 IEEE

might change when analyzing non-frontal faces as additional processing steps such
as face frontalization (see Chap. 2.8) might be required to reliably classify facial
expressions under the presence of out-of-plane rotation.
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2.7 Deep Learning Methods for Thermal Face
Analysis

In the previous chapters, it has been shown that non-deep methods such AAMs
and different classifiers can be successfully applied to thermal face images using
the LfB database, proving the hypothesis that data-driven methods can be used if
suitable training data is provided. While the methods such as AAMs and SVM-
based facial expression recognition which were described in the previous chapters
are widely used and well established algorithms in image processing, computer vi-
sion research has strongly shifted towards deep learning techniques in recent years.
Current deep methods for face alignment show a significantly higher robustness and
precision than AAMs and other non-deep approaches, and deep networks such as
the ResNet drastically outperform any feature-based classification method on com-
plex classification tasks like ImageNet or PASCAL VOC. However, at the same time
they often require a larger number of training images to achieve the task, thereby it
cannot be taken for granted that problems which can be solved with the previously
described algorithms can be addressed with a deep method as well. In this chapter,
it will therefore be analyzed how well an existing high-precision landmark detection
algorithm can be transferred to thermal images. Subsequently, the network will be
adapted to provide facial expressions instead of landmark coordinates by modify-
ing its output layer structure. The contents of this chapter have been previously
published in [104] © 2018 IEEE, reprinted with permission.

2.7.1 Materials and Methods
Deep learning techniques have successfully been applied to the task of facial land-
mark detection, with notable approaches reported in [207] and [158], where deep
networks are trained to detect a set of facial landmarks together with additional
attributes such as head pose, gender and basic facial expressions. This section will
investigate the performance of a current state-of-the-art algorithm on thermal data
when trained with the database presented at the beginning of this chapter.
To analyze the suitability of the presented database for deep learning tasks, the
recently proposed deep alignment network (DAN) [112] algorithm has been trained
and evaluated with the database presented in Chap. 2.3. The DAN is designed to
detect a set of landmarks - in their original publications the authors use the same 68
landmark points that are used in the database proposed here - therefore enabling a
direct performance comparison with the AAM-based landmark detection described
in Chap. 2.5. The DAN validation has been previously published in [105].
The deep alignment network is a multistage approach in which several stages refine
landmark positions predicted by the previous stage. The initial stage receives an
input image and as output it yields a transformed version of the image warped into a
normalized canonical form together with a first estimate of the facial landmarks as a
heatmap and 256 features from the last, fully connected layer of the fist stage. When

45



2 Face and Facial Landmark Detection in Thermal Images

compared to the approach introduced in the previous chapter, the first DAN stage
can be roughly compared to the head pose estimation step where initial landmark
estimations are computed. After the image has been transformed by the first stage,
all subsequent stages have an identical layout. Consequently, their input and output
is a canonical image, a landmark heatmap and the feature map. These subsequent
layers have a role similar to the AAM implementation - they improve landmark
positions once initial positions are estimated. Following the results reported by the
creators of DAN, one single second stage after the initial stage has been implemented
as further stages strongly increase the required training time while are reported to
yield no improvement in detection precision. Unlike an AAM result, the network
returns the landmark positions and not a full face model. However, since the goal
of both algorithms is the landmark detection and the texture model built by the
AAM has the sole purpose of improving fitting accuracy and is not used for any
further computations, the results of both algorithms are directly comparable and
both algorithms can be evaluated on the same data and using an identical error
metric.
To assess the performance of the DAN for facial expression recognition, the

network was altered to return an emotion label instead of landmark coordinates.
Methodologically, this was achieved by changing the output layer of the second
stage to a fully connected layer which provides a one-hot encoding of the eight emo-
tions depicted in the database. Subsequently, the two stages were initialized with
the weights obtained by optimizing it for face alignment. This method ensures that
the second stage receives a normalized input image which cannot be guaranteed
when initializing the networks with random weights. During training, in a first pass
only the second stage and the following fully connected layer were trained until
convergence. Subsequently, the gradient was fully backpropagated through both
stages and the entire network was trained to optimize all stages towards facial ex-
pression recognition. As training strategy, ten-fold cross validation using the default
database splits was performed since training a DAN requires several days and a full
leave-one-subject-out cross validation would require training one network for every
individual in the database.

2.7.2 Experiments and Results
As shown in Fig. 2.23, the CNN-based DAN method outperforms both AAM-based
approaches in terms of fitting precision (Tab. 2.2). At the same time, the DAN per-
forms fitting significantly faster than the AAM. Two main reasons contribute to the
high speedup: The DAN uses a feedforward neural network architecture that per-
forms landmark prediction in a single pass, while the AAM’s fitting algorithms use
an iterative optimization that is much more time-consuming at runtime. Further-
more, the DAN is implemented with GPU support, making it capable of performing
a number of numerical operations at a much higher speed.
The results of the facial expression analysis are shown in fig. 2.24. The average
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Figure 2.23: Cumulative error plot of WIC-fitted HOG-AAM, WIC-fitted
HOG-AAM with the suggested random forest-based shape prediction and
DAN. © 2018 IEEE

precision is 48.08%, which slightly outperforms the methods used in Chap. 2.6, which
together with the fact that fewer splits and therefore less data was used for training
confirms the effectiveness of neural networks for thermal face analysis.

2.7.3 Discussion
The methods introduced and validated in this chapter show that deep landmark
detection and face analysis in thermal infrared images can be performed using the
database. Moreover, deep methods allow higher precision as well as significant run-
time improvements when compared to the other validated, AAM-based approaches
presented in Chap. 2.5. With two variants of the methods validated, it can be as-
sumed that these findings can be transferred to other current deep methods, thereby
proving that the database can be used for deep thermal face analysis and enables
researchers to benefit from current and future advances in deep learning. Addition-
ally, the versatility of deep networks has been demonstrated by modifying the deep
alignment network to provide a facial expression recognition instead of landmark
detection, where the network outperformed the previously evaluated non-deep algo-
rithms for feature extraction and classification with an average precision of 48.08%
compared to 46.7% which were achieved by the best performing HOG-SVM method
evaluated in Chap. 2.6. This versatility will be further utilized in Chap. 5.3 to 5.5,
where the deep shape networks and various extensions will be introduced.
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Fitter Feature Fitting time (s) fps
WIC intensity 0.32 3.08
SIC intensity 0.40 2.45
PIC intensity 0.16 6.13
WIC DSIFT 5.66 0.17
SIC DSIFT 6.85 0.14
PIC DSIFT 1.05 0.94
WIC HOG 7.31 0.13
SIC HOG 8.65 0.11
PIC HOG 2.79 0.35

Table 2.2: Time required by the evaluated algorithms to perform landmark detection
on an input face image. © 2018 IEEE

Figure 2.24: Confusion matrix of facial expression recognition with the DAN. The
average precision is 48.08%. © 2018 IEEE
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2.8 A Modular System for Thermal Face Analysis
In the previous chapters, a number of methods for face and landmark detection
and face analysis in thermal images have been presented and evaluated. Often,
these methods were intended to work as part of a larger framework by either pro-
cessing images to enable further analysis or by requiring results provided by other
algorithms. This sequential computation will become especially relevant in the fol-
lowing chapters, as the algorithms for RR and stress analysis which will be presented
in Chap. 3.1 and 3.2 require a robust landmark detection which itself relies on a face
detection algorithm. It can be assumed that most thermal face analysis methods
will require one or both of these steps, however so far no joint evaluation has been
presented. This chapter will therefore address the aspect of combining the methods
presented in the previous chapters with the focus on joint evaluation and robustness,
both in terms of software design and algorithm stability. Additionally, a method
for face frontalization will be described which is capable of warping rotated faces
into a canonical, fully frontal view. This makes a direct application of a large num-
ber of algorithms possible which have been developed on frontal faces without any
change to the underlying algorithm, thereby enabling the user to conveniently use
the advantages of the face alignment methods presented in this thesis with existing
methods which provide no robustness towards head movement. The contents of
this chapter have been previously published in [109] © 2018 IEEE, reprinted with
permission, and [97].

2.8.1 Materials and Methods
As described in the previous chapters, the tasks required for thermal face analysis
are face detection, facial landmark and ROI tracking and the analysis itself, there-
fore dedicated modules for these tasks will be implemented. All algorithms operate
exclusively on thermal image data without the need for an additional visual or 3D
depth camera. Wherever a machine learning algorithm was part of the algorithm,
the LfB database was used for training. The algorithms were implemented in Python
3.6, image processing algorithms were written in scikit-image and machine learning
methods were implemented with methods provided by the scikit-learn and PyTorch
libraries. Note that the system introduced in Sec. 4.3.1 is a highly modular im-
plementation that is capable of changing individual components without affecting
others. Therefore, new methods for either tracking or analysis can be added with
minimal effort, making the system easily extensible.

Face Detection

As shown in Chap. 2.4, learning-based approaches often outperform procedural
methods in terms of precision and especially robustness provided that enough train-
ing data is available. Since the system should be usable in real-world conditions,
only learning-based methods are an option. For thermal face detection, a HOG-
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SVM based face detector was trained which, according to the results in Chap. 2.4,
gives a good balance between runtime, robustness, precision and implementation
complexity.

Facial Landmark Detection

The landmark detection subtask is crucial for the performance of the whole pipeline
since accurately detected landmarks are a key requirement for further processing.
Due to the importance of this step, all facial landmark detection algorithms pre-
sented in the previous chapters have been trained on the database:

Active Appearance Models
Using the training images of the database, a feature-based Active Appearance Model
(AAM) was trained. By starting with the model’s mean shape as initialization at
the bounding box location returned by the face detector, model parameters are op-
timized until optimal landmark positions are found. As shown in Chap. 2.5, feature-
based AAMs provide a precise landmark localization in thermal facial images. While
yielding a high grade of precision, their main downside is the long fitting time as
AAMs rely on multivariate optimization. This time can be reduced by decreasing the
number of parameters and using less time-consuming feature computations, however
this usually comes at the cost of reduced precision and robustness. To analyze this
effect, two AAMs were trained; one parametrized for maximal precision and one
with a drastically reduced parameter set for faster convergence speed. Nevertheless,
AAMs should only be considered for off-line use.

Deep Alignment Networks
To assess whether current landmark detection methods that are based on deep learn-
ing can be used in the system, the database was used to train a Deep Alignment Net-
work (DAN) for precise landmark detection. It has already been shown in Chap. 2.7
that DANs can be used for robust landmark detection in thermal images and yield
extremely precise results. Therefore, by adding this method, a current and estab-
lished deep learning algorithm from the visual domain has been included in the
pipeline.

Deep Shape-Constrained Networks
Unlike AAMs, current deep learning approaches for facial landmark detection do
not use prior shape information. Instead, this information is learned inherently by
the networks, thereby requiring either large numbers of training samples or highly
complex networks such as the DAN. As a lightweight alternative, the deep shape
network (DSN) which will be described in detail in Chap. 5.3 has been evaluated
as well. According to the the results provided in Chap. 5.3, this method is faster
than the previously described AAMs and DANs, yielding a precision comparable to
a high-quality AAM while requiring only a fraction of the computational effort.
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ROI definition

With a large number of landmarks available for every image after performing face
alignment, ROIs can be defined algorithmically by using the landmark locations and
their spatial relation as reference. In addition to that, a method for face frontaliza-
tion by piecewise affine registration of the detected facial landmarks into a canonical
reference shape will be presented. In the algorithm, the face is divided into a set of
triangles using Delaunay triangulation of the 68 detected landmarks. Subsequently,
each of the triangles is warped into a frontal reference shape using affine transforma-
tion which is computationally a highly efficient process. The method is identical to
the approach previously published in [14] to provide feature extraction from moving
faces for pain detection. By using a common triangulation of both the detected
facial landmarks and the reference shape, a piecewise affine transformation for each
triangle can be computed. Subsequently, the set of transformations is applied to
the original input image to warp the face from an arbitrary position in the image
into a well-defined coordinate system. This way, fixed ROIs can be used for image
analysis even for moving faces, thereby additionally increasing the number of algo-
rithms that can now be applied to images with unconstrained movement. Note that
the frontalization cannot replace data that is missing in the original image, i.e. if
self-occlusions lead to occluded face areas, then these areas will still be transformed
back into the reference frame but may contain data that is not usable for further
analysis. This effect is displayed in Fig. 2.25 where the self-occluded section of the
face is not reconstructed properly. Note, however, that a wide range of rotations
can be reconstructed with little quality loss, thereby enabling the use of analysis
software even on rotated faces.

Figure 2.25: Face frontalization. Note how the ROIs move with the face in the
original video feed but remain in a fixed position in the frontalized view. Severe out-
of-plane rotation may distort the frontalized image, however as the image shows the
amount of acceptable rotation still covers most usual head poses.

Analysis Modules

The system aims at enabling the use of existing analysis algorithms on unconstrained
data and speeding up development of novel algorithms by providing a reliable track-
ing backbone. To demonstrate and validate the viability of this approach, analysis
modules that address two representative tasks of thermal image processing have
been implemented: breathing rate extraction and emotion recognition.
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Breathing Rate Analysis
The breathing rate analysis is used to demonstrate how the face frontalization mod-
ule can be applied to image data to use fixed ROIs on freely moving faces. After
obtaining the landmarks, the face is frontalized using the method described in [14]
and the average temperature of a ROI defined around the nostrils is computed. Note
that no tracking needs to be applied to the ROI as it is automatically updated and
warped to the current face position in each new frame.
Emotion Recognition
The emotion recognition module is inspired by the classifiers presented in 2.6. First,
face detection and alignment modules are used to detect a set of landmark points
for the image. Subsequently, the face is cropped to the bounding box of the detected
landmarks and a 10% margin is added to ensure that the outer face contour is well
within the image. Finally, HOG features are extracted from the expanded bounding
box and fed into a random forest classifier.

Combining the Components into a Modular System

In the previous sections, it has been demonstrated how each task is solved indepen-
dently. In this section, it will be described how the modules are connected to form
a complete system for thermal face analysis.

Figure 2.26: Schematic system overview: The backbone (top row) forwards and
displays data that is processed by the specialized algorithmic modules (bottom row).

The backbone of the system is a ZeroMQ-based client-server system [74]. All
individual parts - image acquisition and loading, face detection, facial landmark de-
tection, frontalization and analysis - are implemented as distinct ZeroMQ nodes that
receive their data from the server and send it back after processing (see Fig. 2.26
for details). The server also forwards the data to a graphical user interface that
provides methods for selecting different modules and displaying their results. Due
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to the inherent robustness of the system, all modules are designed to work inde-
pendently of the others. Therefore, a crashing module does not affect the entire
system and modules can be interchanged at run-time, for example for switching
between different trackers or analysis methods. Additionally, as ZeroMQ is highly
platform-agnostic, individual modules can be written using different programming
languages and work on different operating systems. For example, modules written
in Python can be used in the same system as C++ modules; individual parts may
be running on Windows, Linux or MacOS simultaneously. This reduces the com-
mon problem faced in scientific software development, where specialized packages
are often limited to certain platforms or programming languages. Additionally, by
providing well-defined application interfaces, novel modules for additional analysis
algorithms which can still benefit from the preprocessing provided by the system can
be developed effortlessly. Fig 2.27 shows an example screenshot of the user interface
and its components.

Figure 2.27: The user interface of the tracking system. 1: Live video view with
overlaid landmarks from the automated deep shape network landmark detection (red)
and their respective bounding box corners (blue). 2: Frontalized view of the face
for improved face analysis. 3: Output of the current analysis module, in this case a
breathing rate analysis. 4: Options panel with module selection.
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2.8.2 Experiments and Results

In this chapter, quantitative performance metrics for all relevant modules are pre-
sented. Where possible, the focus is set on the impact of combining the individual
components on the overall performance as all algorithms have been individually
evaluated in the respective chapters. The goal here is to assess if using the system
yields an effect on the analysis outcome when compared to manual reference data.
Unless stated otherwise, the algorithms were trained and validated on the thermal
infrared database using the training set of the database for training and videos from
the test part for validation.

Face Detection

Fig. 2.28 shows the Intersection over Union (IoU) of the face detection results com-
puted by the trained HOG-SVM detector. Results show that the majority of detec-
tions is well above the threshold of 0.5 which is a commonly used value to differ-
entiate between detections and misdetections. In fact, curve decay does not occur
until an IoU of 0.7 which corresponds to a very good overall stability. However, at
the same time a small number of images is not recognized at all. A closer inspection
reveals that these misdetections are images with heavy out-of-plane rotation of the
face. A comparison with the detection accuracy of the methods presented in 2.4
shows that the module yields highly comparable results.

Figure 2.28: Intersection over Union(IoU) of the implemented HOG-SVM face de-
tection algorithm. Commonly, values beyond 0.5 IoU are considered as valid and
usable detections
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Facial Landmark Detection

The landmark detection performance of the used algorithms has been covered in
the respective chapters. However, all data presented so far applies to single images
only. To additionally analyze the landmark detection performance on continuous
videos, the results have been validated on a set of ten new videos in which a total
of 133 individual frames had been annotated manually. The tracking algorithms
were initialized with a face detection result for the first video frame. Subsequently,
tracking was performed by computing the landmark coordinates and initializing the
detection of the following frame with the bounding box of the current result.
Since stable landmark detection is a the key requirement for following analysis steps,
all previously presented detection algorithms that perform a detection of the full 68-
point landmark set were evaluated. Additionally, the algorithms were parametrized
using different methods to analyze the impact of algorithm modifications on tracking
performance. The individual methods include:

• A high-quality AAM; generated with a diagonal of 150 pixels, 36-channel
DSIFT features and using the simultaneous inverse compositional (SIC) fitting
algorithm, this method uses the optimal parameter set for maximal fitting pre-
cision. However, this comes at the high computational cost of about 5 seconds
for a single frame on current consumer-grade hardware (Intel i7-6700K), cor-
responding to 0.2 fps and making the method only usable for offline tracking.

• A high-speed AAM using a diagonal of 70 pixels, intensity-based fitting and
the project-out inverse compositional algorithm this method utilizes settings
commonly used for real-time AAM fitting in the visual domain. With up
to 10 fps, this method meets the runtime requirements for many real-time
applications. However, the fitting performance needs to be analyzed critically
since it has been shown in Chap. 2.5 that these values usually result in poor
fitting performance in infrared data.

• A deep alignment network (DAN) as described in 2.7.1. Using the trained
algorithm, two different frame update strategies were implemented: an in-
stance that is updated with the bounding box of the detected face (bounds-
DAN) and a version that uses the detected landmark points directly for the
shape update (shape-DAN).

• A deep shape network (DSN, see Chap. 5.3.2) which network has been
trained with the database and was also evaluated with two different update
strategies: an instance that updates both bounding box size and position with
each frame (dynamic ShapeNet) and a version that keeps a constant bounding
box size and updates the face position only (fixed ShapeNet).

The results of all methods are shown in Fig. 2.29. Both DAN methods show the
best fitting accuracy, followed by the two deep shape network implementations and
the high quality AAM. The fast AAM method shows extremely low fitting precision,
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rendering it unusable in most cases. Note that while AAM and DSN show similar
fitting performance the runtime difference is huge; the deep shape network requires
about 2 ms for computing a valid result while the AAM requires 5 seconds per
frame. A comparison of the precision of the implementations used in the system
with the respective original results shows comparable precision, demonstrating that
the methods are able to perform fitting fully automatically on a video recording
while previously presented results validated precision exclusively on single images.
Fig. 2.30 shows qualitative examples of landmark detection performance. The result
images qualitatively reflect the quantitative results given in the charts.

Figure 2.29: Normalized root mean squared error of the different landmark detection
algorithms for quantitative performance evaluation.

Facial Expression Recognition

For evaluation of the facial expression recognition, HOG features were computed
from the bounding box of the detected face and used to train a 1000-tree random
forest classifier. For classifier training, a set of images of four basic emotions (210
neutral, 210 happy, 207 sad and 210 surprised images) was used. To analyze the
impact of tracking on the result, each image was analyzed twice: first by using the
manual landmarks and a second time by tracking the video containing the respec-
tive frame and performing a live classification based on landmarks detected by the
tracker. The results are shown in Fig. 2.31. The difference between both approaches
is marginal, showing that live emotion recognition using a classifier trained on still
frames is well possible using the presented approach.
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Figure 2.30: Qualitative overview of the fitting performance of the different validated
methods compared th the manual ground truth (GT) in the lower right.

Respiratory Rate (RR) Analysis

Unlike for the other modules, RR results have only been analyzed qualitatively.
The goal was to assess how well the signal extracted from the thermal images can
be used for RR analysis. Fig. 2.32 shows a representative extracted signal and the
corresponding gold standard signal obtained with the thoracic-abdominal band as
described in Chap. 3.1. For the analysis, the subjects were breathing steadily for
1 minute, followed by a simulated apnoea of 10-20 seconds. To analyze the impact
of head movements, the subjects were asked to perform three sets of breathing and
apnoea with increasing head motion - no motion in the first set, slow motion in the
second and complex head motion in the last set. As shown in the figure, the head
motion has an effect on the reconstructed RR signal, however the apnoea phases
can still be identified. In this analysis no quantitative RR estimation from the
respiratory signal has been performed.
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Figure 2.31: Emotion classification results. Left: based on the ground truth land-
marks. Right: based on live landmarks.

2.8.3 Discussion
The main goal of the system presented in this chapter was not only to implement
and evaluate different algorithms for thermal face analysis, but also to develop and
analyze methods for combining these efficiently into a complete system. The quan-
titative results show that face analysis on unconstrained thermal videos is possible.
Furthermore, the proposed facial frontalization methods are capable of preprocessing
the video data and transforming unconstrained input into frontal images, thereby
enabling the use of algorithms that require frontal data. The results show that the
modules can be combined without loss of precision and analysis is not impeded by
using tracked data.
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Figure 2.32: Respiratory rate extracted from the thermal signal as average nostril
temperature (bottom) and compared to a RR signal from a thoracic-abdominal band.
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3 Applications of Face Analysis in
Thermal Images

After the key algorithms required for face and landmark detection have been in-
troduced in the previous chapters, this chapter will cover applications of thermal
imaging for affective computing. They will be evaluated in the context of a repre-
sentative vital parameter analysis task (Sec. 3.1) and a preliminary study to assess
the detectability of mental stress (Sec. 3.2). Finally, the system will be applied in
a large-scale volunteer study aiming at investigating whether social stress can be
detected with thermal imaging in a complex psychological experiment (Sec. 3.3).

3.1 Detection of Breathing Anomalies
With the database and required image processing algorithms presented in Chap. 2,
the following sections will focus on their validation on tasks including vital sign and
affective state monitoring. This chapter will provide an investigation on the use
of the previously described algorithms to perform respiratory rate (RR) analysis.
The focus of the experiments is not the development and validation of novel algo-
rithms for RR measurement, but rather analyzing whether the introduced face and
landmark detection methods enable a robust RR analysis under head pose changes
which are usually explicitly inhibited in other works on this topic [81]. The contents
of this chapter have been previously published in [107].

Previous Work
There has been extensive previous work in the fields of sleep apnoea detection, ther-
mal infrared face tracking and thermal infrared vital sign extraction.
Obstructive sleep apnoea is a common sleeping disorder that results in reduced blood
oxygen levels and is mainly caused by obstruction of the upper airway [29]. Usually,
sleep apnoea is diagnosed using polysomnography, a method where different vital pa-
rameters such as EEG, EMG, EKG, air flow through mouth and nose and breathing
movements are recorded during sleep and analyzed subsequently [20]. A commonly
used, versatile and efficient method that can also be part of a polysomnographic
recording is a thoracic–abdominal band that measures upper body circumference
changes [35].
Thermal imaging for medical purposes has been proven beneficial in different sce-

narios, for example for fever detection in airports [142], breast cancer detection [12]
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or inflammation [118]. A recent overview of different applications can be found
in [116]. Contributions for the analysis and extraction of vital signs from facial
images using thermal infrared recordings include methods for the monitoring of res-
piratory rate of newborns [1] and adults [49] [151], heart rate [59] [84] and more
currently the thermal signatures of physiopsychological phenomena [145] [146] [24].
As outlined before, the presented approaches make only limited use of tracking

technologies, in fact in most cases no tracking is applied at all. While this is sufficient
for fundamental research where head movement can be minimized under laboratory
conditions or low-throughput measurements where the regions of interest (ROI) for
thermal signature analysis can be updated manually on a frame-per-frame basis,
any measurement that should allow head movement requires tracking. Therefore, it
will now be investigated whether the face alignment methods presented in previous
chapters can be used to perform RR analysis in the presence of head movement.

3.1.1 Materials and Methods
In this section, the tracking methods used to adapt ROI positions to head movements
and the methods for apnea detection and respiratory rate measurement will be
described.

ROI Tracking

For evaluation, two state-of-the-art mechanisms for tracking of facial regions were
implemented:

• TLD tracking - TLD (Track, Learn, Detect) [86] is a general-purpose tracker
making heavy use of online learning strategies. Constant updates of the target
templates improve tracking accuracy over time, while a set of local and global
correlation filters ensure robustness even for facial areas that strongly vary in
appearance due to head movements. So far, TLD has not been applied to face
tracking in thermal infrared images.

• Feature-based active appearance models which combine the established
tracking approach of active appearance models with image feature descriptors
for improved tracking robustness. As evaluated in Chap. 2.5, feature-based
AAMs have been proven to show good performance in the tracking of faces in
thermal infrared videos. The AAM was trained using the database introduced
in Chap. 2.3.

For TLD, the ROI for respiratory rate extraction was defined manually in the
first frame of the video by drawing a box covering the nostrils. The tracker learned
the ROI appearance and tracked it in the subsequent frames. For the feature-based
AAM, the ROIs were defined automatically by using the two landmarks on the
detected nostril positions and using them as centers of rectangular boxes with a
width of 15 pixels. Fig. 3.1 shows the results of both approaches on the same image.
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Figure 3.1: ROI definition. Left: Manually defined bounding box for the static ROI
and TLD tracking. Right: automatically defined ROIs computed from AAM tracking
results.

Apnea Detection

Different methods for apnea detection were implemented which all use the thermal
signal extracted by computing the average or minimal temperature in the ROIs
defined above. In a preprocessing step, all temporal temperature curves were filtered
with a spectral lowpass defined using a Gaussian kernel with a width of 0.25s (7
frames at a frame rate of 30 fps) to reduce high-frequency noise. Subsequently, the
following methods for apnoea detection were applied:

• Gradient Sum - By assuming that regular breathing results in stronger signal
change and thereby higher gradients, the moving sum of the absolute temper-
ature gradient curves over the past 4 seconds was computed. Here, apnoea
events are considered as regions where the gradient value is below 0.6 times
the average of the whole video sequence. An example of the output of the
gradient analysis can be found in Fig. 3.2 on the left.

• Variance Analysis - Similar to gradient analysis, the variance analysis method
also relies on the fact that signal changes during apnoea events occur less fre-
quently than during regular breathing. For variance analysis, the temperature
variance over the past 7 seconds is computed, subsequently all areas with a
variance lower than 0.4 times the average variance of the analyzed video se-
quence are considered to be apnoea events. Fig. 3.3 shows the output of the
variance analysis.

• Spectral Analysis - Apnoea events can be detected in the spectral domain
as well. To this end, the temperature curve is analyzed and the average tem-
perature of the past 1.3 seconds is subtracted from each signal value to re-
duce low-frequency noise. Subsequently, Short-Time Fourier Transform with
a window length of 10 seconds is applied to the filtered signal. The frequency
window between 0.2 and 0.8 Hz is analyzed over the last 5 seconds, as prelimi-
nary studies had shown that the respiratory signal is dominant in this spectral
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Figure 3.2: Left: gradient analysis. Original temperature curve extracted from the
ROI at the top, computed gradient sum at the bottom. Right: Spectral analysis
results for a window length of 10 seconds.

range. When applying spectral analysis, the threshold for an apnoea is set
to 0.1 times the average signal energy of the sequence. An example result is
shown in Fig. 3.2 on the right.

• Wavelet Transform - The wavelet transform is similar to the Short-Time
Fourier Transform since it is also capable of signal localization in both temporal
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Figure 3.3: Variance analysis results

and spectral space. The general applicability of the wavelet transform to
apnoea detection in thermal infrared images has already been shown in [50], in
this work a slightly adapted and extended version is introduced that transforms
the resulting wavelet into a set of one-dimensional values, thereby enabling the
use of 1D signal processing methods as in the algorithms introduced above. In
a first step, the method from [50] is used, where wavelet transform using the
Mexican hat wavelet is applied and 50 scales are equidistantly computed in the
frequency range between 0.21 and 0.75 Hz. Subsequently, the original method
is extended by first applying thresholding to the result with a threshold value
equal to the mean value of the wavelet coefficients. In order to extract a curve
from the thresholded wavelet signal, the sum of all coefficients for the past 5
seconds is computed. The resulting curve has high similarity with the spectral
curve shown in Fig. 3.2 (right), and similar to the spectral analysis method
introduced above an apnoea event is defined as an area where the extracted
signal is lower than 0.1 times the average signal value.

3.1.2 Experiments and Results
To evaluate the implemented algorithms, thermal infrared recordings of 10 healthy
subjects under laboratory conditions were acquired. The used camera provided a
resolution of 1024 x 768 pixels with a thermal sensitivity of 0.03 K. Each participant
was filmed frontally for 5 minutes. The persons were instructed to breath normally
except for simulated apnoea events that started after 60, 150 and 240 seconds of
the recording. Since apnoea usually occurs during rest, the head remained still
during the apnoea. Between the events, free head movement with increasing speed
was allowed. The reference for apnoea estimation was acquired by additionally
utilizing a clinically approved thoracic–abdominal band as described in [35] which
performed measurement of thorax circumference and its changes. Apnoea events
were manually marked in the output signal of the belt. All acquired video sequences
were subsequently tracked using both the TLD and AAM method. For TLD, the
initial ROI was drawn manually and tracked in subsequent frames. In the AAM,
the head position was also defined manually in the 1st frame and tracked by the
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algorithm afterwards. For comparison with previously published work, a constant
ROI (defined as the ROI used for initialization of the TLD tracker) has been analyzed
as well as this is the method of choice in most available literature. The results are
given in Tab.3.1.

Detector Tracker True Positive False Positive False Negative
Gradient Sum Static 16 27 9
Gradient Sum TLD 26 4 3
Gradient Sum AAM 30 3 0

Variance Analysis Static 17 33 6
Variance Analysis TLD 25 25 3
Variance Analysis AAM 29 9 1
Spectral Analysis Static 18 23 3
Spectral Analysis TLD 25 2 3
Spectral Analysis AAM 30 2 0
Wavelet Transform Static 20 14 6
Wavelet Transform TLD 25 2 5
Wavelet Transform AAM 29 1 1

Table 3.1: Apnea detection results using different trackers and detectors.

The results show that both tracking methods clearly outperform a non-tracked
analysis. Of the two implemented trackers, the AAM constantly provides better
results than the TLD method. All four apnea detection algorithms show similar
performance, with the spectral methods being more robust towards misdetections
than the two time-based approaches.

3.1.3 Discussion
The results show that both tracking methods clearly outperform a non-tracked ana-
lysis while at the same time allowing to reduce the constraints on the image acqui-
sition setup. Of the two implemented trackers, the AAM constantly provides better
results than the TLD method which indicates that a holistic approach yields higher
robustness towards head rotation. All four apnea detection algorithms show similar
performance when compared to the reference, with the spectral methods being more
robust towards misdetections than the two time-based approaches.

66



3.2 Analyzing Signs of Mental Stress in Thermal Images

3.2 Analyzing Signs of Mental Stress in Thermal
Images

After establishing the database and required algorithms (Chap. 2) and validating
that the developed methods are capable of performing analysis of vital parameters
(Chap. 3.1), the algorithms can be combined and applied to stress analysis in hu-
mans. As stress is a complex phenomenon which cannot be reliably measured with
a gold standard reference, the experiments in this section will use an experimental
and a control group. The goal is to expose both groups to identical conditions us-
ing a well-defined protocol with the stress-inducing treatment of the experimental
group being the only difference between both protocols. While this will not provide
a quantitative measurement of stress, it can be assessed whether and which mea-
surable differences between both groups exist. This research has been previously
published in [103].
Answering sociological or socio-medical questions regarding stress in humans re-

quires reliable measuring methods for assessing mental or social stress. Workpace
stress and scientific analysis of stressful social situations are examples of scien-
tific research fields where stress measurements are desirable. Established methods
use contact-based measurements such as electrocardiography (ECG) [90], electroen-
cephalography (EEG) [77] or skin resistance measurements (galvanic skin response,
GSR) [188] to assess stress levels live. When live measurement is not required or
available and the amount of stress a person has experienced during the last 30 min-
utes provides sufficient information, then measuring salivary cortisol levels is con-
sidered as most reliable stress indicator [185]. Even with these methods available,
human stress researchers are constantly searching for a non-invasive and contactless
stress measurement method. Thermal infrared imaging has been identified as a po-
tential novel approach due to the supposed correlation between parameters such as
skin temperature or transpiration and stress.
In this chapter, a review of several previous attempts of thermal infrared stress

monitoring together with the respective methodology used will be presented. Sub-
sequently, the stress invoking procedure used for the following experiments will be
presented and data analysis on different ROIs will be applied using both established
and novel methods.

Previous Work
Several methods have been introduced to measure stress. Established approaches
include ECG [90], EEG [77] and changes in skin conductivity (galvanic skin response,
GSR) [188], which all have in common that they are capable of live stress level
monitoring. When live monitoring is not required and the amount of stress a person
has experienced during the last 30 minutes is a sufficient information, then measuring
salivary cortisol levels is considered as most reliable stress indicator [185].
In addition to the traditional methods described above, thermal reaction as im-
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mediate stress response has been investigated by several authors utilizing different
methods used to invoke stress as well different evaluation methodology:

• Puri et al. [155] used the Stroop Color Word Conflict [178]. In this method, a
word describing a color was shown in a different color, for example the word
’red’ was shown in green. The participants were asked to name the actual
color (green) instead of reading the word. This conflict was assumed to induce
mental stress. The method was used to inflict stress on 12 subjects. The
thermal response was recorded and a region of interest on the forehead was
analyzed to gain stress information. The reference values for the experiment
were gained by measuring oxygen uptake, assuming that oxygen uptake is
correlated with stress. A correlation between forehead temperature and oxygen
uptake was reported.

• Or and Duffy [144] combined a driving simulator with arithmetic problem
solving to invoke stress. 30 subjects were tested and a correlation of self-
reported stress and nasal temperature was analyzed. Temperature changes of
the nose were found to correlate with stress.

• Merla and Romani [137] used a modified Stroop test as stressor and recorded
several ROIs such as forehead and upper lip. Reference measurements were
acquired by measuring GSR and heart rate. The authors found a correlation
between reference measurements and increased transpiration in the upper lip
region.

• Pavlidis et al. [150] analyzed the impact of a challenging manual task. Expert
and novice surgeons were instructed to perform simulated laparoscopic surgery
and the transpiration in the upper lip region was evaluated using wavelet ana-
lysis. The study revealed that transpiration in this region was much stronger
in the novice group than in the expert group, indicating a correlation between
stress and thermal response.

3.2.1 Materials and Methods
In this section, the experimental design will be motivated and detailed information
on the image processing methods applied to the data will be given. All recordings
were performed at the Institute of Imaging and Computer Vision using an Infratec
HD820 camera with a spatial resolution of 1024 x 768 pixels and a thermal resolution
of 0.03K.

Experimental Design

The goal of the experiment was to invoke stress reliably. Additionally, the stress
perceived by the participants should be as high as possible. Preliminary experiments
performed at the LfB lab using the Stroop color word test and different mathemat-
ical challenges had shown that none of the methods was stressing the subjects in a
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sufficient manner. Therefore, combinations of several tests have been evaluated. Af-
terwards, the test routine that enabled best stress induction according to participant
self-reports was selected. This is the final routine:

1. There were two new participants in each run. Both participants had to sit
down in front of the thermal camera at a distance of about 1m. They were
put against a thermally neutral backdrop, separated by a barrier and given
cell phones running a software for the Stroop color word conflict that had
been designed for this study. Both participants were wearing headphones and
were allowed to listen to comforting music of their own choice. This way,
the study coordinator was able to communicate with one of the participants
without disturbing the other. Both participants were asked to minimize their
head movement if possible in order to minimize landmark detection artefacts.
Fig. 3.4 shows the actual setup.

Figure 3.4: Experimental setup. Left: Photograph of the setting with both partic-
ipants recorded by the thermal camera against a neutral background. Right: actual
infrared frame from the recording.

2. The experiment was described in detail to the participants, giving them the
chance to ask questions. This time frame of about 10 minutes was also used
to give the subjects time to adjust to the room’s temperature.

3. (0:00 - 2:00) The participants were asked to put on their headphones and
recording was started. No stressor was put on the participants for the first
two minutes, this part of the recording was the baseline.

4. (2:00 - 3:30) After two minutes, both participants were given a signal to start
the Stroop test. Stress response was recorded.

5. (3:30 - 4:00) After three and a half minutes, one randomly picked participant
received a signal from the study coordinator to remove their headphones. The
coordinator explained to the person that he/she will be asked to perform an
additional task: On top of continuing with the Stroop test, the person was
asked to perform basic arithmetic operations by adding or subtracting two
two-digit numbers. None of the participants had been informed about this
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part of the experiment beforehand. The second participant remained fully
unaware of this additional task, continuing the Stroop test.

6. (4:00 - 6:00) Four minutes after the recording had been started, the additional
stress test was started for the selected participant. The study coordinator
asked the person arithmetical questions, giving five seconds to respond. Wrong
answers resulted in the same question being asked a second time, if a question
was not answered within five seconds then the participant was told to answer
faster and given a new question. Both strategies aimed at increasing the
participant’s stress.

7. (6:00 - 10:00) After six minutes, the stress test period for both participants
ended. Both were asked to put down the phones and to remain still for four
additional minutes in order to record relaxation effects.

Recording two subjects simultaneously made it possible to use the person that had
to perform only one task as reference and comparing them to the person that was
given the additional task. This was necessary as no ground truth measurement using
one of the established methods had been performed. Additionally, recording both
participants under identical conditions reduced recording-related bias.

Image Processing Methods

Even with the participants being asked to minimize head movement, minimal move-
ment still needed to be corrected first. To this end, a combination of HOG face
detection 2.4 and AAM-based landmark detection 2.5 were used. Subsequently, all
ROIs that had been used in at least one of the previous publications were analyzed:
Forehead, nose tip and upper lip region. The ROIs were defined using landmarks
detected by the tracker. ROI analysis itself was performed using two methods: First,
computed each ROI’s average temperature was computed as this was the most com-
monly used analysis method used in literature. Additionally, the GLCM for each
ROI was computed and values for contrast, correlation and energy as defined in
standard literature were derived. These features had also been used in [119] for
emotion detection in thermal infrared images.

3.2.2 Experiments and Results
The experiment was performed ten times with twenty different participants over the
course of several days. AAM tracking, ROI extraction and analysis were performed
as described. In the analysis, the average ROI temperature curves of the double-
stressed participants are qualitatively compared with their corresponding reference
counterparts. The results revealed no differences between the temperature values
for both groups for the forehead and nose tip region. A small difference in the
temperature curves can be seen in the upper lip region, where the peaks show higher
variance for the simultaneous Stroop part and especially the double-stressed time
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frame. The curves for the upper lip region analysis are shown in Fig. 3.5. Similarly,
GLCM analysis of the nose tip and forehead regions returned no visible differences
between both groups. However, the analysis of the upper lip region using the contrast

Figure 3.5: Average temperature change in ◦C in the upper lip region of the 10
stressed (top) and the 10 non-stressed participants (bottom) over time. Same colors
belong to corresponding pairs.

measure showed a strong difference between both groups exclusively during the
double-stressed period. While only minimal contrast changes were visible in the
other time ranges, a strong contrast increase can be seen in most of the recordings.
Also, the recordings show a highly similar relaxation behaviour with the contrast
gradually returning to normal levels over less than 30 seconds (Fig. 3.6).

Figure 3.6: GLCM contrast curve of the upper lip region of the 10 stressed (top) and
10 non-stressed participants (bottom). Same colors belong to corresponding subject
pairs.
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3.2.3 Discussion
The experiments show a partial confirmation of existing literature. While correla-
tion between the thermal signature of nose tip and forehead regions could not be
confirmed, a correspondence between stress and upper lip temperature changes was
measurable, thereby confirming results given by [150]. Methodically, it was possible
to show that the proposed GLCM-based approach provides better identification of
stress periods while remaining stable during non-stress phases.
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3.3 Detecting Social Stress in Thermal Recordings
This chapter will briefly present preliminary results from a recent study which has
been undertaken in a collaboration between LfB and RWTH’s Department of Per-
sonnel and Organizational Psychology. The aim of this study was acquisition of
a large number of thermal videos, self-reports and additional measurements from
persons undergoing a controlled social stress experiment with the goal of assessing
whether parameters which correlate with social stress can be detected in the col-
lected data. To this end, the methods developed in Chap. 2.3 - 3.2 have been applied
together with several novel deep learning techniques to assess whether stress can be
detected in the thermal recordings.

3.3.1 Materials and Methods
The study protocol is based on the Trier Social Stress Test (TSST) [94], which is
a widely adapted and well-established method for standardized induction of stress.
The protocol has been adapted to fit the technical requirements necessary to obtain
high-resolution recordings of the faces of the participants. As main difference, the
subjects were required to sit in front of the camera with their head at a fixed distance
to the camera lens, while the original protocol does not restrict movement and the
algorithms presented in the previous chapters have been proven to be able to track
facial landmarks of a sitting person. However, this restriction was deemed necessary
due to two requirements: First, high-resolution recordings of the faces were required
to acquire a large amount of thermal information. Furthermore, the thermal camera
was equipped with a F/1.0 prime lens, resulting in a very narrow depth of field of
less than 1 cm. Moving only slightly away from or towards the camera would result
in focal blur and possible information loss. Therefore, the participants were asked to
sit in front of the camera with the backs of their heads always staying in contact with
a styrofoam block placed behind them to maintain a fixed distance to the camera.
Inspired by the original TSST protocol, the participants were put into a stressful

situation by requiring them to give a presentation on themselves as part of a fictional
job interview and solve mathematical problems, both while being recorded by a
thermal camera and closely watched by two observers sitting in front of them. To
acquire control recordings, the participants were asked to talk freely on a topic of
choice for the same duration as the job application and to solve a slightly easier
mathematical task, both while being alone in the room and only recorded by the
thermal camera. As a result, all subjects were recorded in a stressing and in a non-
stressing situation with the difficulty of the tasks and the presence of the observers
being the only differences. To reduce systematic bias, the order of control and
experimental recordings was randomized for all participants.
In addition to the tasks described above, the participants were asked to fill out a

number of self-reports which will be evaluated by the Department of Personnel and
Organizational Psychology. The goal of the analysis performed at LfB and presented
in this thesis was to validate the performance of the existing algorithms and, where

73



3 Applications of Face Analysis in Thermal Images

necessary, to develop additional methods to detect stress. As ground truth labels,
the recording setting - either experimental (stressed) or control (not stressed) were
used as these are the only unambiguously verifiable labels.

Image Preprocessing

In total, the current dataset contains recordings of 76 participants. After record-
ing, all videos were checked for technical issues and 300 second clips containing the
control and experimental speech sequence were extracted for all participants. The
videos were preprocessed with the system described in Chap. 2.8 with a pipeline
consisting of HOG face detection, DAN face alignment and subsequent face frontal-
ization. As a result of tracking and frontalization, all recordings could be transferred
to a canonical reference space in which face shape and facial expression had been
normalized.

ResNet-Based Stress Detection

A set of preliminary experiments using the methods presented in Chap. 3.2 and
Radiomics-based analysis yielded poor results; none of the methods was able to
distinguish between stressed and non-stressed images with a significant margin. To
assess the ability of deep methods, a ResNet18-based classification network [73]
was trained to recognize if a frontalized frame was taken from the experimental
or control recording by classifying individual frames. The ResNet18 architecture
had been selected as deep and very deep residual architectures train faster than
conventional CNNs and at the same time are less prone to vanishing or explod-
ing gradients; of the different ResNet variants the ResNet18 had been selected to
minimize overfitting problems which might occur when training a deeper network
with more parameters. Additionally, the landmark detection and frontalization to
the canonical shape allowed to focus on changes in the facial texture exclusively,
thereby allowing to use the most lightweight ResNet variant without the need for
the additional generalization capabilities of the deeper versions. In a second ex-
periment, the network’s task as well as the input data have been adjusted to assess
whether it is capable of recognizing the stressed image if presented two images of the
same person, one of them from the control recording and one from the experimental
video. The underlying ResNet network structure remained unchanged. This task is
simpler since the it is given that one image is definitely from the experimental and
one from the control group. To train the network, randomly chosen frames from
the subject’s experimental recording were combined with randomly chosen frames
from the control recording and both were forwarded to the network. The order –
whether the experimental frame was shown as first or second – was used as class
label. Since all images had been frontalized, the frames were stacked as individual
channels of a multi-channel image, thereby requiring no changes to the underlying
network structure.
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3.3.2 Experiments and Results
For the experiments, the dataset has been randomly divided into images of 55 per-
sons for training, 10 for validation and 11 for testing. For each person, 300 frames
were equidistantly extracted from the stressed and non-stressed recordings and la-
belled accordingly. First, a ResNet-18 was trained to directly classify stressed and
non-stressed images. Training was performed for 5 epochs with SGD optimization at
a learning rate of 10−3 and a momentum of 0.9. To increase robustness, image aug-
mentation by random erasing of image parts [209] has been applied to the training
images while the validation and test images were forwarded to the network without
changes. Position-altering augmentation strategies such as scaling and rotation have
not been employed as the faces were co-registered to the canonical reference shape,
thereby enabling the algorithm to make use of spatial relationships within the faces.
The confusion matrix of the performance on the test set is shown in Fig. 3.7 on the
left; the classifier achieves an averace accuracy of 75.2%.

Figure 3.7: Confusion matrices of the stress classifiers. Left: direct single image
classification. Right: Prediction whether the first of two shown images is from the
experimental or control setting. Ex = experimental, Con = control.

For the image selection network, 250 image pairs from the experimental and con-
trol speech sequence of every person were combined in a random order, resulting in
19500 image pairs. The label indicated whether the first of the two images displayed
the experimental or the control recording. The stacked network trained to detect
the order of images of a stressed and a non-stressed image tuple performs drastically
better, showing an average precision of 95.8% (Fig. 3.7 right). Samples of correctly
and incorrectly identified images are shown Fig. 3.8
Since the faces are all aligned into the canonical shape, the mean integrated gra-

dient layer attribution [36] of the entire test set can be computed and is shown in
Fig. 3.9 on the left. It can be seen that the entire face contributes to the classifica-
tion result with increased contributions of the perinasal and periorbital area. This
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Figure 3.8: Samples of correctly and incorrectly classified face pairs from the test
set. The top row of each image pair shows the experimental frame and the bottom
row shows the control frame. Top figure – correctly classified face pairs, bottom figure
– incorrectly classified images.

finding is further backed by a short study in which the test set is altered by system-
atically erasing areas from the images and subsequently fed into the trained network
(Fig. 3.9). Removing the periorbital area has minimal impact on the classification
result (92.0% accuracy), while removing the perioral area lowers the accuracy to
81.0%. If both are removed, then the performance drops down to 58.7%.

Figure 3.9: From left to right: Mean integrated gradient attribution of all images
in the test set, sample image from the test set, sample image with covered perioral,
periorbital and center areas.

3.3.3 Discussion
Although preliminary, the current results show that deep methods make it possible
to distinguish images taken under stressing conditions from un-stressed references
with high accuracy. At the same time, the lower performance of direct ResNet-
classification as well as non-deep methods indicate that features which are directly
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and unambiguously correlated with stress and could therefore clearly indicate the
presence of stress cannot be identified with the used methods and possibly do not
even exist.
Analysis of the regions which gain most attention by the network indicates that the

perioral and periorbital areas are the most discriminative, however no specific area is
exclusively contributing to the classification. It can be concluded that the underlying
markers which contribute to such a precise recognition are either distributed across
different areas of the face or a signs of a global phenomenon which affects the face
in its entirety.
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4 Severity Assessment in Rodents
This part of the thesis will focus on methods for locomotion monitoring and au-
tomated stress and distress analysis in animals. The methods were developed as
part of the Institute’s contribution to the DFG FOR 2591 research group. The aim
of this nation-wide academic consortium of currently 15 partners is to develop, es-
tablish and validate methods for the detection and measurement of animal distress
and pain. This is also referred to as severity assessment as it originates from the
task of assessing the severity and impact of a given treatment to an animal. Unlike
humans, self-reporting of perceived stress is not possible when performing animal
experiments. Therefore, different protocols for severity assessment have been pro-
posed. Most of the available methods fall into one of two categories: Either levels
of biomarkers such as cortisone are measured, or behavioural patterns, for example
the travelled distance within a given time frame or nesting and burrowing, are ana-
lyzed. Usually, severity assessment in animal experiments is performed by splitting
the animals in the experiment into two cohorts: The first cohort – the experimental
group – receives the full treatment, while the second cohort – the control group –
receives no treatment or a substitute to analyze the impact of the procedure in focus
of the experiment. For example, when performing a study involving surgery-induced
brain trauma on rats by inducing brain haemorrhage, both groups will undergo full
surgery, however only the animals in the experimental group will receive the treat-
ment which actually leads to haemorrhage. This enables the researchers to use the
control group as a reference for animals who have undergone the same surgical pro-
tocol including anaesthesia and surgical opening and closing of the skull, thereby
focusing the impact of the brain haemorrhage exclusively.
Established methods for assessing animal distress are analysis of individual be-
haviour and behavioural differences between both groups. For the most common
lab animal species, pain-induced behaviour changes are known [25]. Among the
many available methods for quantitative analysis of animal experiments, current
findings of the FOR 2591 indicate that similar to the findings in [64], open field
analysis and grimace scale assessment as well as vital parameter analysis and sev-
eral biomarkers are sensitive means of detecting distress. Therefore, this part of the
thesis will address methods to perform open field analysis as well as automating
grading according to the mouse grimace scale (analysis of biomarkers and methods
for contact-free vital parameter analysis will be developed by other members of the
research group). While automated open field analysis is well established and numer-
ous scientific and commercial software tools for various open field-related analysis
tasks are available, only few publications are available on automation of grimace
scale grading, as this task requires heavy use of deep learning methods which were
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previously not available. This part is structured as follows: In Chap. 4.1, the use task
of open field tracking will be investigated, where current advances in deep learning
will be applied to the problem. This will be further extended to a 3D multi-animal
tracking and identification approach in Chap. 4.2. In Chap. 4.3 to 4.5, an image ana-
lysis framework for automated mouse grimace scale analysis will be introduced and
validated. Starting with a basic system for detection of animals and MGS scoring
of a single selected subscore in a specially designed multi-box setup(Chap. 4.3), the
methods will be extended in Chap. 4.4 with an improved eye detection and software
architecture to allow scoring of one score for multiple animals simultaneously. The
methods introduced in these chapters will then be extended in 4.5, where a method
for full MGS grading will be introduced and compared with a human expert. Fi-
nally, Chap. 4.6 will focus on methods for activity recognition. As will be shown,
while not all methods developed for the analysis of human faces are applicable to
the problem, several insights from the previous chapter will still be applicable to the
task of severity assessment in rodents.
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4.1 Deep Learning-Based Open Field Tracking
This chapter will present an evaluation of different deep learning approaches for
the task of rodent localization in open field recordings. As main contribution, es-
tablished architectures such as VGG [174] and U-Net [162] will be compared with
a novel, recently proposed U-Net variant which utilizes a softargmax layer and a
hybrid loss to improve detection precision. The contents of this chapter have been
previously published in [102]. Since the open field test is a widely used experimental
setting, a number of methods and tools have been introduced to perform automated
quantitative analysis. Notable examples include the mice profiler [32], which is a set
of algorithms that aim at tracking up to two mice in an enclosed area. The animals
are detected and modelled as a set of geometric primitives, performing tracking and
automated behavioural analysis based on body posture variance that is detected by
analyzing the primitive configuration. Social interactions can be analyzed as well
by evaluating the spatial relation and temporal behaviour of both detected animals.
The work by Unger et al. [184] also enables tracking of two mice in a laboratory
setup. The method is based on an active shape model that is extended by a method
for detecting and resolving collisions that is required when both animals get into
close body contact with each other, a common problem seen in social experiments
with rodents. This way, different social interactions are detectable. Additionally,
behavioural analysis is performed by evaluating the active shape model’s parameters
which can be used to analyze social and individual behaviour such as self-grooming
which can be an indicator for disorders. A recent method based on machine learn-
ing is the Live Mouse Tracker [33] which uses random forest classifiers to track and
analyze the behaviour of up to four rodents in a top-down setting. A set of widely
used commercial tools for rodent behavioural analysis is provided by the Noldus
company, with the EthoVision system [176] being one of them. Note that the Live
Mouse Tracker is one of the few systems that apply machine learning, while all
others rely on non-learning approaches for animal detection and analysis.

4.1.1 Materials and Methods
Here, the methods used for both ground truth generation and localization using
deep learning methods will be introduced. All research was performed on a set of
open field recordings of single C57BL/6 mice which represent the most commonly
used mouse strain in animal experiments.

Established methods for ground truth bootstrapping

As described above, most current algorithms use well-established methods for animal
localization such as background subtraction and morphological operations. While
these methods are generally not as robust as learning-based approaches, their per-
formance is usually sufficient for the task at hand due to the controlled environment
in which the rodents are analyzed. In the context of this thesis, representatives of
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these methods are implemented to create reference results that can also serve as
automatically generated ground truth for the supervised deep learning algorithms
which require annotated data for training. For the localization task, the centroid
of the rodent is required which can be computed by segmenting the animal mask
and computing the segmentation’s centroid. To compute the segmentation, back-
ground subtraction of the experimental box is performed, followed by a thresholding
and morphological removing of remaining noise. Subsequently, the largest remain-
ing cluster is assumed to represent the mouse for which the geometrical centroid is
computed.

Direct position regression using a VGG16 architecture

A common approach for image-based position regression is using a convolutional
architecture to predict landmark positions. This is achieved by using a classification
architecture and replacing the output layer with neurons for the x and y positions of
the keypoint and subsequently training the net with a distance-based loss. Here, the
widely used VGG16 architecture [174] will be used in which the last layer is adapted
to predict x and y positions of the animal and train the network with a L1 loss.
The network output can be directly interpreted as centroid coordinate prediction,
thereby making end-to-end training possible with the centroid coordinates serving
as target and eliminating the need for additional post-processing of the output.

Segmentation using a U-Net architecture

Since the pipeline generates a segmentation mask for centroid computation, the
images and their masks can be used to train a fully convolutional network to gen-
erate masks in which the segmentation centroids are subsequently computed. The
most widely used fully convolutional architecture for semantic segmentation is the
U-Net [162], which was modified to use a lower number of channels due to the nature
of the problem. Additionally, residual blocks replaced the regular convolutions in
the convolutional layers as recent publications show that residual blocks in U-Nets
improve their performance in different problems [7] [206]. The network was sub-
sequently trained with a cross-entropy loss to obtain segmentation predictions for
frames from the video recordings.

Direct landmark regression with a U-Net and a softargmax loss

Fully convolutional networks such as the U-Net can be trained to directly predict
landmark positions. This is achieved by a recently proposed specialized loss function
that implements a differentiable approximation to the argmax function [76]:

soft-argmax(x, β) =
∑
i,j exp(βxi,j) ·

(
i j

)
∑
i′,j′ exp(βxi′,j′) , (4.1)
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in which β is a heat map intensity factor and i, j are the pixel coordinates. For
large β, Eq. 4.1 converges towards the argmax function

argmax(x) = lim
β→∞

soft-argmax(x, β) =
(
imax, jmax

)
(4.2)

where (imax, jmax) is the coordinate of the pixel with the largest intensity in the
heat map. By multiplying with the vector (i, j), a correspondence between pixel
positions and actual coordinates can be established.
However, initial experiments have shown that training with just this loss function

tends to produce numerically unstable results. Therefore, the above-described loss
function is extended to improve localization performance and to stabilize the training
by inducing a hint to the actual mouse position. The full loss for regressing the
ground-truth position (y0, y1) is defined as:

p = exp (x− xmax)∑
i,j exp(xi,j − xmax)

Lsharpness = − logpy0,y1

ỹ0 =
∑
i,j

pi,j · i

ỹ1 =
∑
i,j

pi,j · j

Ldistance = |ỹ0 − y0|+ |ỹ1 − y1|
L = Lsharpness + Ldistance,

where x is the two-dimensional net output. pi,j ∈ [0, 1] is interpreted as probability
of the mouse being present at a certain position (i, j). The estimated position
including subpixel interpolation is (ỹ0, ỹ1). The subtraction of xmax guarantees the
result of the exponentiation to be finite. Ldistance is based on the softargmax loss [76].
This function is distance-aware and therefore well suitable for localization training.
It penalizes probabilities based on their distance to the ground truth positions. The
Lsharpness term is based on the cross entropy loss, except normalizing over pixels
and not the channels. Additionally, it is designed to improve training speed and
robustness by directly enlarging the probability of the correct position. In the final
architecture, the loss is computed at two positions in the network, once at the
bottleneck stage and once at the end of the upsampling stage. This approach was
chosen as preliminary experiments have shown that it improves training time and
prediction precision. The overall loss which is backpropagated through the network
is the sum of both partial losses. The full architecture is shown in Fig. 4.1.

4.1.2 Experiments and Results
To evaluate the loss function, a ground truth of segmentations and centroids was
generated from a set of 70 videos comprising 10000 individual frames departed in
10 subsets. Subsequently, all deep learning methods were validated using ten-fold
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Figure 4.1: The proposed U-Net architecture with two instances of the distance and
sharpness loss applied at the bottleneck and final stages.

cross validation. Fig. 4.2 shows the results of the three implemented architectures.
The basic VGG architecture delivers the least stable results, while both U-net-based
approaches show a clearly higher precision. Results show that the proposed com-
bined loss improves the detection accuracy beyond the default cross-entropy-based
U-Net architecture while at the same time using a direct training using landmark
positions as ground truth, thereby eliminating the need for additional postprocess-
ing steps to obtain the centroids from the segmentation masks. The median error
of the proposed architecture is 1 pixel on a 512 x 384 pixel input and a mouse size
of 35 pixels. In contrast, the cross-entropy-based U-Net achieves a median precision
of 1.5 pixels and the VGG regression architecture achieves 5 pixels.

4.1.3 Discussion
In this chapter, a set of different deep learning methods for automated rodent local-
ization in open field scenarios has been evaluated. Next to analyzing the performance
of established architectures, a novel loss function that provides a direct coordinate
localization using fully convolutional architectures has been presented and validated.
Results show that the proposed approach outperforms other common approaches in
terms of localization accuracy. The softargmax layer will therefore be also applied
to another architecture for landmark detection – the DeepLabCut algorithm [134] –
in the next chapter.
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Figure 4.2: Quantitative results of the three implemented architectures. The error
is measured as the euclidean pixel distance between the detected center keypoint of
the individual methods and the automatically generated ground reference.
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4.2 Rodent Behavior Analysis in Home Cages
While open field analysis is a widely adapted method to assess rodent behaviour, it
does not reflect the behaviour of the animals in their living surroundings. This is
desired by the definition of the open field experiment – which aims at analyzing the
behaviour in a non-living, potentially unknown environment – which, however, has
its downsides. Animals are only analyzed over a brief period of time, additionally the
stress induced by handling such as removing the animal manually from its home cage
may increase the animal’s total stress burden and potentially affect the experiment’s
results. Therefore, methods for analyzing the animal behaviour in home cages in
which the mice and rats spend their time if not undergoing treatment or experimental
procedures which require them to leave the cage have been developed. Ultimately,
they aim at contact-free long-term monitoring of behaviour with minimal handling
of the animals.
An overview of algorithms and software packages for scenarios in which animals

are recorded with a top-mounted camera has been given in the previous chapter.
Many of these established approaches which provide multi-animal tracking rely on
additional RFID tracking for animal identification since results yielded by optical
tracking are useless if the animals cannot be identified unambiguously at all time
points. Optical identification is difficult as animals need to be visually distinguish-
able, which is generally not the case unless they have been visibly marked. However,
RFID monitoring has also its downsides. First, the equipment needs to be purchased
which is an additional cost, especially for experiments with larger numbers of ani-
mals. Additionally, implanting RFID probes is an additional procedure which may
result in stress and pain, therefore adding similar issues as described above for open
field experiments. For these two reasons, the partners in the FOR 2591 group have
decided that development of a method for purely visual behaviour analysis is re-
quired. As optical marker, the partners have agreed to mark the animals with a
surgical pen at the tail base. This method is non-invasive and can be easily applied
to rats and mice without additional equipment. In this chapter, results of a pre-
liminary study will be presented in which it was assessed whether this protocol is
capable of animal localization and identification in home cage settings.

4.2.1 Materials and Methods
This section will describe the imaging setup as well as the methods used for animal
segmentation, and identification as well as landmark detection.

Recording Setup

As imaging device, a commercial 3D camera (Creative BlasterX Senz3D) has been
used. This system is capable of providing a live HD RGB stream as well as NIR
and depth data simultaneously. The system obtains 3D information by comput-
ing disparity information from two NIR cameras in a co-calibrated stereo camera

86



4.2 Rodent Behavior Analysis in Home Cages

setup. Since both cameras are firmly mounted in the camera casing with known
extrinsic parameters, no explicit calibration procedure is necessary. Additionally,
the device is equipped with a near-infrared Laser that projects a random pattern,
making the device applicable under all lighting conditions. This is important for
long-term monitoring as the animals spend twelve hours per day under low lighting
or complete darkness during which the RGB stream would provide no usable data.
Example images are shown in Fig. 4.3. It has been decided to use a 3D camera as
it has been assumed during planning that using depth information will result in a
better animal segmentation if animals are very close to each other and also yield
an improved identification of behaviour such as rearing (animals standing up on
their rear legs) or back-arching which are indicative for presence of pain. For the
recordings, a regular rodent home cage has been extended with glass walls and the
camera was placed on top of the setup at a distance of 57 cm which is the distance
required to fit the entire cage floor into the camera’s field of view. After initial setup
tests it was decided to drop the RGB stream for three reasons: First, RGB data
will not be analyzable in large portions of the recordings for the reasons described
above. Second, recording all three data streams simultaneously caused frame drops
in all streams, most probably due to the high bitrate and memory requirements of
the RGB stream. Also, the RGB stream requires by far the most storage space.
Therefore, methods have then been developed and validated exclusively with NIR
and depth data. In this study, it was assessed whether automated analysis of a home
cage recording with two rats is possible.

Figure 4.3: Images co-acquired with the 3D camera. From left to right: RGB, NIR,
depth map

Image Processing Pipeline

The image processing pipeline has been divided into three steps which are addressed
by three individual networks. First, the animals are localized and segmented with
semantic segmentation. Second, landmarks in the segmented animals are detected.
In a third step, the images are analyzed at coordinates of the detected tail bases to
classify the animals based on the visual markers. The individual networks used for
this task were the following:
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• Segmentation - For animal segmentation, a Mask R-CNN [72] has been trained.
As animal identification is addressed in a subsequent step, the system was
trained to segment individual rats and return the segmentation masks. The
advantage of R-CNN architectures over the U-Net used to perform segmenta-
tion in the previous chapter is that R-CNN variants are capable of performing
instance segmentation, which means they return individual masks and bound-
ing boxes for each detected animal instead of detecting rat pixels without
assigning them to individual animals.

• Landmark Detection - Based on the segmentations, the DeepLabCut [134]
network has been applied for detection of individual landmarks on the indi-
vidually segmented animals. As landmarks, nose tip and tail base positions
were used. The PCA-based methods used for landmark detection in human
faces such as AAMs or deep shape networks were not applicable as the low
number of landmarks would result in a PCA with only four parameters. At the
same time, PCA-based models are not a suitable method to describe the posi-
tions of such a low number of landmarks which do not move interdependently.
Therefore, the DeepLabCut architecture has been selected as it has proven its
performance in numerous unconstrained biomedical landmark detection tasks.

• Classification - For classification, a ResNet18 architecture has been trained to
identify each of the rats as well as reporting images in which classification was
not possible. This architecture has been chosen as deeper variants or networks
such as the VGG which all have a larger number of parameters might tend to
overfit when trained only with the limited training data which was available for
the experiments. Fig. 4.4 shows examples of images fed into the classification
network.

Figure 4.4: Samples of the two different markers forwarded to the classification
network.

These methods are individually validated in Sec. 4.2.2. As the results show, the
segmentation and classification yield sufficient results and it has been decided that
these do not need to be improved at this stage. However, as landmark detection is a
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key requirement, the existing DeepLabCut method will be extended in the following
to improve landmark detection in videos.

Extending DeepLabCut with ConvLSTM and a softargmax layer

The basic DeepLabCut architecture is a well-performing algorithm for biomedical
landmark detection. To extend its capabilities, focus was put on two aspects of the
network which give room for improvement: First, it applies a cross-entropy based
image difference loss to learn landmark heat maps which are the output of the al-
gorithm. The actual landmark localization is then subsequently performed in post
processing by applying an argmax to the heatmaps. While a common strategy in
many current landmark detection architectures, this approach has the methodolog-
ical downside that the network is not directly trained towards landmark detection
but towards generation of heatmaps. Using the cross-entropy loss, which is applied
globally over the entire output heatmap and therefore distance agnostic, generates
a training overhead. For example, results with a well-defined maximum at the cor-
rect landmark position but with background artefacts might result in a higher loss
than an output which misdetects the maximum but has an overall lower difference
to the target heatmap. This can be addressed by extending the network with a
final softargmax layer (see Chap. 4.1) which applies an argmax approximation as
differentiable operation within the network. That way, training can be performed
with a L1/L2 loss between the predicted and ground truth landmark coordinates.
Moving coordinate regression into the network provides a faster computation since
it removes the need for argmax computation in post processing. More importantly,
the network is trained towards its actual validation metric – the landmark distance –
which minimizes additional auxiliary goals and therefore training overhead. Inspec-
tion of early results had shown that since the soft-argmax uses a weighted average
to approximate the argmax, the 2D output to which the soft-argmax is applied can
degenerate to an appearance which can properly predict the argmax location but
does not represent an actual heatmap, resulting in a reduced robustness to slight dis-
turbances. This problem can be addressed by applying an intermediate supervision
that helps enforcing the output prior to the soft-argmax layer to represent the target
heatmap. In the case of the softargmax-extended DeepLabCut, the supervision is
realized by additionally computing the cross entropy loss of the output heatmap as
in the original architecture and optimizing the network towards a weighted sum of
both losses. This way, the losses enforce a heatmap output by using cross entropy
which is additionally penalized depending on the distance of the output heatmap to
the target by computing the softargmax. The full final architecture is displayed in
Fig. 4.5
The second extension aims at exploiting termporal information. Although the

DeepLabCut architecture is most commonly applied to video analysis, it contains
no structures that would benefit from the additional time dimension. LSTM cells or
methods for analyzing multiple frames simultaneously are not used in the network.
Therefore, the architecture will also be extended with a convolutional LSTM layer
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Figure 4.5: The modified DeepLabCut architecture. After processing the input
images with a ResNet feature extraction and upsampling the outputs of the final
convolution to match the original image size, the cross-entropy loss of the heatmap is
computed and weighted with the position of the maximum returned by the softargmax
layer.

(ConvLSTM) [199] to perform temporal analysis. The ConvLSTM is a layer which
stores convolutional operations in its memory cells which are persistent between
multiple forward passes, i.e. the internal state of the LSTM network is not only
depending on the current input, but also on past inputs. Commonly, LSTM cells
are placed towards the end of neural networks to analyze and store low-level features
which have been extracted by higher layers. In the DeepLabCut architecture, the
ConvLSTM layer will be therefore placed after the ResNet feature extraction stage
and before the final upsampling layer to work directly on the heatmaps extracted by
the ResNet. Additionally, an extended version with an added residual connection
between the ResNet and the final layer which bridges the ConvLSTM part will be
analyzed. This extension aims at reducing the variance of the gradient flow through
the ResNet which might be negatively affected by adding the ConvLSTM cell. The
layout of this architecture is displayed in Fig. 4.6. Finally, a variant which uses both
extensions will be evaluated.

4.2.2 Experiments and results
The experiments for the individual algorithms are presented in this section. As each
algorithm requires specifically annotated data, the used datasets are also different
for all methods and will be described in their respective validation.
The instance segmentation has been trained with a total of 1008 rat masks for

training and 252 masks for testing. The Mask R-CNN was trained once with the
NIR channel only and once with both NIR and depth data. Precisions for bounding
box as well as mask overlap at an IoU of 0.75 are displayed in Tab. 4.1.
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Figure 4.6: Extending the DeepLabCut with a ConvLSTM and a residual skip
connection in order to enhance the capabilities of the basic DeepLabCut architecture
without interrupting gradient flow.

Method Bounding box IoU Mask IoU
NIR 0.84 0.88
NIR+D 0.93 0.92

Table 4.1: Mean 0.75 IoU of the algorithms on the test set using NIR or NIR +
depth data.

For landmark localization, the method was validated on 72 sequences of 15 con-
secutive frames each, resulting in 1080 images. Consecutive frames were required to
validate the ConvLSTM as it requires input with a temporal interdependency be-
tween the frames. 62 videos were randomly selected for training and the remaining
12 for testing. The landmark localization results including the basic DeepLabCut
and the proposed extensions are presented in Tab. 4.2. It can be seen that adding
the softargmax layer alone improves the performance which is further improved by
using the combined loss for intermediate supervision. Adding a ConvLSTM layer to
the network lowers performance, however this can be effectively addressed by using
the ConvLSTM in a residual path. A combination of both approaches yields the
best results of the evaluated methods, indicating that boch suggested improvements
complement each other.

Method Nose Tail base
DeepLabCut (DLC) 9.6 11.7
DLC + softargmax 7.9 8.9
DLC + softargmax + intermediate supervision 7.0 8.8
DLC + convLSTM 10.4 25.7
DLC + convLSTM + residual connection 6.6 6.8
DLC + convLSTM + softargmax
+ intermediate supervision + residual connection 6.4 6.8

Table 4.2: Mean euclidian distances in pixels between original and detected land-
marks using the original DeepLabCut architecture and the proposed extensions.
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For the identification residual network, 2917 crops around the tail base location
of the rats have been extracted and labelled. Of these images, 2275 were used for
training and the remaining 642 for testing. The framework was able to detect the
correct class in 98.1% of the test images.

4.2.3 Discussion
Results show that the implemented three-step pipeline yields precise results. The
final identification accuracy of 98.1% is a very good result – especially regarding the
low image resolution. However, individual frames might still be misclassified. Ne-
vertheless, it is considered sufficient as the framework aims at identifying successive
frames, where individual misclassifications can be addressed by majority voting over
a number of frames. The evaluation of the suggested extensions to the DeepLabCut
architecture shows that the precision of the basic algorithm can be improved by
both approaches. Extending the network with a softargmax layer alone improves
performance which can be further increased by adding a further combined interme-
diate supervision loss. Since both changes can be implemented with minor effort,
future work should assess whether the improvements can be generally applied to
the DeepLabCut framework to improve precision regardless of the problem at hand.
Incorporating ConvLSTM layers into the network improves the performance even
further, however LSTM-based algorithms require time-series information which is
not available when performing analysis of individual images and not videos.
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4.3 The MGS Recording Setup and Initial
Experiments

This section will introduce a MGS recording setup which has been developed in
collaboration with the Institute of Laboratory Science at RWTH Aachen University.
The setup aims at providing a standardized protocol to acquire images for MGS
scoring. Additionally, initial experiments to assess whether automated MGS scoring
is possible will be presented. The setup together with a method for semi-automated
selection of images for scoring has been previously published in [44] and validated in
a multi-center study in [45]; both publications have been co-authored by the author
of this thesis where he provided the image processing algorithms. The methods and
validations presented in this chapter were previously published in [98] © 2018 IEEE,
reprinted with permission.
In recent years, stress and pain recognition research has focused on observing fa-

cial areas such as eyes in order to develop reliable stress detection protocols. The
work has been inspired by research carried out on humans, for which psychologists
were able to show that a universal face of pain exists [154] that is controlled by
mechanisms that make it cross-cultural and and even remain detectable in patients
with dementia [115], indicating of its fundamental nature. Following these find-
ings, morphological changes in the facial appearance of different animals have been
analyzed, resulting in a substantial number of findings. As a result, a number of
grimace scales for different animals has been proposed, starting with the mouse grim
scale (MGS) for laboratory mice [117] that has been proven to be highly reliable in
practical use [138] and followed by similar research published for pain assessment
in rats [175, 195] and rabbits [91], but also in larger animals such as horses [31],
sheep [136] and pigs [37].
With grimace analysis being an established pain assessment method, many tri-

als rely on measuring grimace scale parameters reliably. Usually, grimace scale
assessment is performed by trained personnel using still frames extracted from a
video stream. This procedure requires a well-defined workflow and setup for high-
resolution image acquisition, video processing and image rating. Performing grimace
scale grading and behavioural analysis entirely manually is a time-consuming task,
therefore a number of automated tools for automated or semi-automated image
grading have been proposed by both academic and commercial software engineers.
Selected algorithms and software packages presented for automated assessment of
rodent behaviour have been presented in Chap. 4.1. All of these methods have been
developed for the automated behavioural analysis of rodents in top-down scenarios
such as open field tests and home cages, giving researchers a wide range of tools
to assist them by conveniently evaluating videos acquired in these scenarios. How-
ever, grimace scale scoring requires a different recording setting. Animals need to
be recorded frontally with a high-resolution camera and cage setup that enables
detection and assessment of subtle grimace changes. Usually, small boxes made of
acrylic glass are used as animal containers for the duration of the grimace scale
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recording. After acquiring the video data, the frames are manually screened and
relevant individual frames are exported for assessment. Based on interviews with
experts, manual video screening and frame selection are the most time-consuming
part of the procedure. This bottleneck has been identified and addressed in [175],
where a grimace scale for rats inspired by the mouse grimace scale has been pre-
sented together with an automated method for key frame selection. The selection
method uses the Viola-Jones face detection algorithm [189] trained on rat image
data to detect eyes, ears and the whole head. Frames with good detection results
are then saved for manual assessment, i.e. no automatic pain scoring based on the
described grimace scale is performed. So far, only limited research has been pub-
lished on automatically scoring pain based on grimace features. One method has
been presented for sheep in [128], where HOG features from facial regions are com-
puted and analyzed using a support vector machine. Furthermore, two publications
address automated grimace scale assessment in rodents [182], [9]. In both cases,
established classification networks were trained to provide a binary separation of
painful and non-painful images. So far, no author has addressed either fine-grained
regression of pain scores or scoring based on the five MGS subscores.
Initial experiments in which the methods from the above publications to the image

data provided for this chapter in which black lab mice (C57BL/6, which is the
most commonly used mice strain in laboratory experiments) are used has shown
that none of the non-deep algorithms was suitable for face detection or automated
classification. The reason was that the Haar and HOG feature descriptors used in
the publications were not robustly applicable to black mice due to lack of contrast.
Therefore, deep learning methods needed to be developed, following the findings
from the authors who have successfully applied CNNs to detect painful images. To
extend the capabilities of available algorithms, the goal of the methods presented
here and in the following chapters is not only detection of distress, but also fine-
grained scoring according to the manual MGS protocol.

4.3.1 Materials and Methods
As first step, a setup that enables the acquisition of images for MGS scoring has
been developed. A key requirement was that the setup must be suitable for high-
throughput recordings in laboratory experiments, therefore being able to record
multiple mice simultaneously. Additionally, legal directives focusing on the pro-
tection of animals in laboratory experiments needed to be adhered to, imposing
additional constraints on lighting conditions. As a result, the developed setup con-
sists of a rack with four plexiglass boxes in two rows, with one animal placed in
each of the boxes. To even the lighting, the rack is placed in a light tent which
is illuminated from the outside to achieve homogeneous lighting and at the same
time stay below the maximal legally allowed illuminance for laboratory mice of 400
lux. A red backdrop is placed behind the cages to increase the contrast in the red
color channel since preliminary experiments have shown that the fur of the filmed
C56BL6 mice shows maximal contrast in the red channel. Note that the backdrop
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color is perceived as black by the mice since the spectral range of mouse eyes does
not cover wavelengths interpreted as red by humans and RGB sensors. In the setup
presented here, holes are drilled into the fronts of the boxes to provide an inflow of
fresh air. Additionally, the holes are intended to stimulate the animals to sniff on
the front, thereby increasing the chances of obtaining frontal recordings. A yellow
sticker is placed at the center of the rack for two reasons: First, it makes it possi-
ble to identify individual boxes in subimages if it is ensured during image cropping
that the yellow marker is visible in the subimages. Additionally, it improves the
performance of the box detection algorithm which will be introduced in the next
section. Video recordings are performed with a commercial camera which records
videos in full HD resolution of 1920 x 1080 pixels, pointing at the boxes in the tent
from the outside. The described setup has been validated in daily practice in [45]
and is currently used by several member groups for acquisition of MGS recordings
in ongoing animal trials.

Image Processing Pipeline

The pipeline consists of several steps which are displayed in Fig. 4.7. In detail, the
following steps are performed:

Figure 4.7: The proposed image processing pipeline for the initial experiments. A
detailed description of each step is given in Sec. 4.3.1 © 2018 IEEE.

• Subimage slicing - First, the image needs to be cropped automatically into
smaller pieces with each subimage displaying only one box. To this end, the
yellow marker that is placed in the center of the holding frame is detected by
converting the image color space to HSV, thresholding the image in each of the
three channels and combining the results using a pixel-wise AND operation.
Binary regions are detected in the resulting bitmap and the coordinates of the
largest connected region’s centroid are used to slice the image vertically and
horizontally into four subimages.

• Box detection - In several recordings, not all slots of the holding frame
contain a box with an animal in it. To increase the performance, image series
that contain no animal are detected and excluded from further processing.
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Box detection is performed by applying canny edge detection [70] to the red
channel of each subimage, followed by template matching with a box template
(Fig.4.8). Subsequently, the maximal correlation coefficient is computed for
each image. Images with a coefficient lower than an experimentally defined
value (see Sec. 4.3.2 for the precise experiment evaluation) are dropped as they
contain no animal.

Figure 4.8: Box detection using edge detection and template matching. Top left:
red channel of the original image. Top right: Canny detector output. Bottom left:
Box template for correlation computation. Bottom right: Bounding box centered at
the coordinates of the correlation maximum © 2018 IEEE.

• Eye detection - As assessment of eyes (orbital tightening) is a key component
of grim scale scoring, the score for image grading is based on eye visibility. To
localize the eyes in the images, a fully convolutional neural network (FCN) for
semantic segmentation was trained. Network design was optimized iteratively
with both localization performance and computational complexity in mind.
The final architecture is shown in Tab. 4.13. A sample output of the net is
shown in Fig. 4.9. To improve detection performance, manual annotations
were given an additional “don’t care” label around the marked eye positions
to improve inter-class difference between eyes and background or fur texture.

Figure 4.9: FCN performance. Left: original input image. Center: manually defined
ground truth segmentation (black - background, white - eye, gray - ignore). Right:
FCN output © 2018 IEEE.

• Key frame extraction - in a final step, images that are well suitable for
grimace scale-based pain assessment are extracted. In order to define a quan-
titative measure for image grading, veterinary experts with experience in gri-
mace scale assessment were interviewed. The experts agreed that in order to
be well suited for assessment, the image should show a side view of the animal

96



4.3 The MGS Recording Setup and Initial Experiments

Layer Type
Input: (X, Y, 3)

Conv2D 64, 3x3 Kernel
Conv2D 32, 3x3 Kernel

MaxPooling 2 x 2
Dropout 1/4

Conv2D 64, 3x3 Kernel
Conv2D 64, 3x3 Kernel

MaxPooling 2 x 2
Dropout 1/4

UpSampling2D (4, 4)
Conv2D 32, 3x3 Kernel

Dropout 1/4
Conv2D 2, 3x3

Output: Softmax2D

Table 4.3: Network architecture © 2018 IEEE.

as this perspective enables optimal grading based on all of the grimace scale’s
sub-scores. Therefore, the proposed frame extraction algorithm rejects all im-
ages with more than one detected eye as these images show frontal views of
the mouse. Subsequently, a score defined as the number of all pixels for which
the FCNs final softmax layer returned 1 is computed for all non-rejected im-
ages. To ensure that the frames are not sampled from the same sub-sequence
in the video, non-maximum suppression is applied to the computed scores.
Finally, the output images are sorted in descending order according to their
score, providing a way to draw an arbitrary number N of the best frames in
the video.

4.3.2 Experiments and Results

To evaluate the proposed algorithms, a total of 202 full frames of the entire rack
has been exported from video files and mouse eyes have been manually annotated
in all images. Subsequently, all algorithms of the pipeline were evaluated using this
image data.

Subimage slicing

The slicing procedure succeeded on all images of the dataset, returning 808 valid
subimages.

97



4 Severity Assessment in Rodents

Box detection

The cross-correlation score was computed for all subimages. As shown in Fig. 4.10,
two distributions can be seen in the resulting scores. The small distribution with
lower scores corresponds exactly to the images containing no box, while all images
containing a box are in the higher-ranging distribution. Using a threshold of 7.5, it
is possible to differentiate between both groups with no misclassifications.

Figure 4.10: Cross-correlation coefficients of the subimages. Blue - images containing
a box with a mouse in them. Green - images with no box © 2018 IEEE.

FCN performance

To assess FCN performance, the network has been trained on the 808 generated
subimages. For evaluation, a test set has been created in which eye positions were
marked in 240 additional subimages. The localization succeeded in all cases with a
maximal distance of 5 pixels between the centers of the automatically localized and
manually annotated eye positions. The average distance between both eye positions
was 2.21 pixels. A histogram of the results is shown in Fig. 4.11.

Key Frame Extraction

The extracted key frames were assessed qualitatively by experienced mouse grimace
scale annotators. The experts agreed that the extracted frames are well usable for
grim scale assessment.
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Figure 4.11: Histogram of the distances between manually annotated and automat-
ically detected eye centers © 2018 IEEE.

Benchmarking

A performance measurement of the pipeline on an Intel i5-760 with 2.80 GHz and a
GeForce 980Ti graphics card has shown that the algorithm can process a full frame
(four subimages) in about 1.3 seconds. When one frame per second is exported
for automated assessment, then the pipeline can evaluate a video automatically
close to real time, thereby nullifying the time that currently needs to be invested
into manual frame selection and drastically decreasing the amount of time between
video acquisition and availability of frames for scoring. As a result, this method
may provide a way to react faster to score changes visible in the videos.

4.3.3 Discussion
Results show that the proposed algorithms work reliably on the presented dataset
and can help in reducing the time needed for selection of frames for mouse grim scale
assessment. Discussions with the clinical partners in adapting the findings from this
chapter to daily routine highlighted that each subimage requires additional meta-
data such as information on the depicted animal which needs to be entered manually
and differs between sites and experiments. To improve transferability between sites,
the software used by clinical staff therefore contains a user interface for manual def-
inition of the bounding boxes and necessary metadata. The image selection follows
the findings in this chapter and is also performed by a fully convolutional network
followed by a thresholding of the eye region.The frame selection algorithm has been
implemented into a tool that can be used for the analysis of routine MGS record-
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ings. Additionally, a scoring software tool has been implemented which performs
randomized and blind scoring of the videos. These measures all aim at reducing sev-
eral possible sources of bias in the original MGS protocol: in the original protocol,
frame selection is performed manually, enabling the operator to assess mouse distress
based on movement and general appearance. When selecting frames manually, the
operator might be biased to choose frames which in their opinion reflect a certain
level of distress, influenced by additional knowledge of the experiment. Additionally,
when performing non-blinded or non-randomized scoring, this knowledge might also
affect scoring behaviour, especially when images are difficult to assess. Therefore,
providing the veterinary staff at the Institute of Laboratory Animal Science with a
software which minimizes bias was a critical step in assessing the actual usability of
the MGS in clinical routine. The methods for automated grimace scale assessment
described in the following chapters were therefore all trained with a ground truth
which has been extracted using these tools.
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4.4 Real-Time Regression of MGS subscores
The previous chapter introduced the imaging setup and methods for image selection,
which is the most time-consuming part of MGS scoring. However, the actual scoring
still needed to be performed manually. To address this task, this chapter introduces
a CNN which makes it possible to automatically score one of the MGS subscores by
deep regression. Additionally, a distributed system similar to the methods presented
in Chap. 2.8 is presented, which enables real-time MGS scoring of multiple mice.
This chapter has been previously published in [99].

4.4.1 Materials and Methods
In this section, the neural networks used for segmentation and classification and the
client-server based architecture for live scoring are described in detail. All recordings
are made using the recording setup introduced in the previous chapter.

Segmentation and Region Detection

Segmentation of the animals (foreground/background-extraction) was performed on
subregion region-of-interest (ROI) images containing single boxes. These subregions
can be defined either manually or using an automated method such as the box
detection proposed in the previous chapter. Using single box ROIs increases input
consistency and extends the robustness of the method towards experiment setups
that do not use the multi-box design described previously. For region segmentation,
a U-Net [162] fully convolutional network with shortcuts was used, which has shown
excellent segmentation performance in terms of both run-time and segmentation
accuracy in numerous challenging segmentation tasks.
Segmentation masks were designed with four classes - background, animal, ears

and eyes. The distinct ’eye’ class was chosen to be able to use the U-Net as region
proposal network for subsequent eye classification on smaller, equal-sized image
patches. Ears were segmented as well to enable analyzing ear-related MGS subscores
in the future. Fig. 4.12 shows examples of segmentation results.

Automated MGS Scoring

For analyzing if automated MGS scoring is possible, the orbital tightening sub-
score has been chosen as preliminary experiments and discussion with the experts
had shown that this subscore is the most obviously visible change in animals with
distress, additionally the eye region can be detected with high precision using the
architecture described above. The original MGS scale has discrete values of 0 (not
present), 1 (moderate) and 2 (severe) for each sub-score. For increased precision, the
images have been labelled by experts with a more fine-grained scale between 0 and
9, with 0 corresponding to absence of the feature and 9 to maximal severity. It has
been decided to use the 10-point scale as initial experiments have shown that while
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Figure 4.12: Sample images (top) and predictions acquired with the U-net (bottom).
From left to right: ears, eyes, whole body and multilabel U-Net.

introducing a larger number of classes may lead to increased label noise, the higher
granularity of the input values reduces the impact of differently labelled images on
the network training process. As example, if two virtually identical images are both
on the edge between two values according to the rater and one of them is labelled
with a 0 and the other one with a 1 on the three point scale during expert rating,
then the label noise induced by this labelling mismatch is more confusing for the
network than in the case of inconsistent labelling of these two images on the ten
point scale, where one may have been labelled as 3 and the other as 4.
The task of classifying orbital tightening is less complex than human facial expres-
sion recognition and is computed on a smaller image area, thereby eliminating the
need for a complex analysis method such as the DAN used in Chap. 2.7 and making it
possible to implement a much smaller network with fewer parameters. The convolu-
tional neural network for predicting the orbital tightening score is a lightweight CNN
containing two convolutional layers and two fully connected layers at its core mixed
with auxiliary regularization layers for pooling, batch normalization and dropout
(see Tab. 4.4 for the exact architecture). The network accepts image patches with
a size of 50 x 50 pixels as input. The output prediction is formed by a single linear
neuron which performs regression of the MGS score. While MGS scores themselves
are discrete, it has been decided to use regression instead of multi-class classifica-
tion due to the continuous nature of the problem. The network design was focused
on using a low number of parameters as analyzing orbital tightening is a task that
should be addressable by a non-complex architecture which at the same time does
not tend to overfit, a problem that more complex networks are prone to when using
only a small number of training samples.
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Layer Architecture
Layer Type Size Stride C/N Act
Conv2D (5, 5) (1, 1) 6 ReLU
MaxPool2D (2, 2) (2, 2) - linear
Conv2D (5, 5) (1, 1) 16 ReLU
MaxPool2D (2, 2) (2, 2) - linear
AdaptiveAvgPool2d 5× 5 - - - linear
Flatten - - - -
Dense - - 120 linear
BatchNorm1D - - - ReLU
Dropout 0.25 - - - -
Dense - - 84 linear
BatchNorm1D - - - ReLU
Dense - - 1 linear

Table 4.4: Regression net architecture. C/N - Channels (for conv layers) or neurons
(for fully connected/dense layers), Act - activation function

Client-Server Architecture

All algorithms for mouse segmentation and classification have been integrated into
a convenient graphical user interface. As current workstations in medical labs usu-
ally lack specialized GPUs that significantly speed up the execution time of neural
networks, the algorithms were implemented using a client-server architecture that
performs all computationally expensive tasks in a separate process that can be run
either on the same computer or on a remote machine with more processing power.
The communication link between both processes is established using ZeroMQ [3],
a cross-platform middleware which provides inter-process communication between
hosts implemented in several programming languages and potentially operating on
different operating systems. ZeroMQ’s support for both Windows and Linux en-
abled implementing the front-end on Windows - being a commonly used OS for
computers in animal labs - and the classification back-end in Linux, which on the
other side is commonly used for cluster machines with multiple GPUs. Using Linux
also made it possible to use the powerful PyTorch library [148] for implementing
the deep learning networks as PyTorch was not available for Windows at the time
of implementation.
A schematic overview of the architecture is shown in Fig. 4.13. First, the user

opens a video file and can select up to four ROIs containing mice for segmentation
and classification. The ROIs are fed to the server in real-time at 30 frames per
second. The CNNs perform segmentation and classification and return the center of
the segmentation mask and the predicted MGS score to the client, where the data is
used to display the analyzed ROIs separately and optionally a marker located at the
center of each detected eye. Additionally, the MGS scores are plotted continuously
over time at the bottom of the user interface window. A screenshot of the GUI
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applied to two mice is shown in Fig. 4.14.

4.4.2 Experiments and Results
For actual MGS prediction based on eye patches, the regression CNN was trained
with 314 manually labelled images. Evaluation was performed in a 30-fold cross
validation. Due to the small number of labelled examples, an augmentation strategy
based on random subsampling has been applied: First, the training images were
rotated by a random amount between +30 and -30 degrees. Subsequently, a 60 x 60
pixel sub-image centered at the eye center was extracted from the image. Finally,
to account for the fact that the eye may possibly be not localized precisely by the
segmentation and eye detection stage, a 50 x 50 pixel patch was extracted from the
sub-image, thereby simulating a shift by up to 5 pixels in any direction - a sufficiently
high distance to cover realistic localization outcomes as indicated by the results of
the segmentation described above. All these augmentation steps were performed
during training on-the-fly using random parameters, i.e. the augmentation was
random at each training run. Additionally, an analysis of the class distribution had
shown that classes at the extreme ends of the score were strongly under-represented
in the data set. This had been expected since the experiments performed on the
mice were expected to produce ’moderately severe’ results, therefore with only few
mice showing no effects and at the same time only a few individuals displaying severe
effects. To account for the uneven distribution, a sampling routine that adjusted the
probability of a picture from a certain class to be fed into the network for training
to be anti-proportional to the class probability of the image’s label was applied.
Training was performed using random batches with a batch size of 32 for 35 epochs,
using SGD optimization at a learning rate of 0.001, MSE loss and a momentum
of 0.9. To additionally increase classifier performance and leverage for the small
training set, pre-training for transfer learning was applied. To this end, the net was
pre-trained using the CIFAR-10 dataset [113]. To perform multi-class classification
instead of regression, the last layer of the network was replaced with ten output
neurons for the ten CIFAR-10 classes and trained the net using categorical cross-
entropy. After finishing pre-training, the weights of the convolutional layers were

Figure 4.13: The distributed architecture of the proposed system.
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Figure 4.14: Screenshot of the frontend’s GUI. Video streams of the selected animals
are displayed at the top, while the live MGS scoring over time is displayed in the
bottom section of the interface.

transferred to the original regression network and training continued on the mouse
eye data.
Fig. 4.15 shows a Bland-Altmann plot [19] of the regression results compared

with the manually given ground truth. This plotting method conveniently compares
the mean and the difference of results returned by two methods (in this case the
true and the predicted label) and therefore provides a graphical comparison of the
method’s properties. In the current case, a continuous value for discretely given
ground truth values is predicted; this results in the linear clusters visible in the
figure. The method’s mean absolute error (MAE) is 0.871; the plot shows that the
network has a slight tendency to underestimate very high and to overestimate very
low labels. This may be partly due to the fact that the regression is bound to be
within the margins of [0, 9] and also due to the aforementioned class imbalance of
the underlying dataset. The mean difference is -0.18, indicating a marginal under-
estimation of MGS values by the network.
The system was benchmarked on a client with the GUI front-end running on

workstation hardware (Intel i5-4460, 4 cores at 3.2 GHz, 32 GB RAM) and connected
to a GPU server running using hardware for complex computations (Intel Xeon E5-
2697, 18 cores at 2.3 GHz, 256 GB RAM, 8x NVidia GeForce GTX 1080 Ti) where
segmentation and regression were performed. All video data was loaded by the client
and the ROIs were forwarded to the server using ZeroMQ. The system performs live
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Figure 4.15: Bland-Altmann plot of the classification results. The gold standard is
represented by the manual ground truth and compared to the scores acquired with
the presented neural network. The linear clusters are a result of the discrete expert
annotations that only used whole numbers as MGS values while the network outputs
a continuous value.

MGS scoring at 30 fps for up to three ROIs, with the frame rate dropping to 20 fps
when scoring four animals. Based on these results, it can be assumed that a multi-
GPU approach that is capable of distributing the computations on several graphic
cards or more current Hardware would enable live scoring of four or more ROIs at
full frame rate.

4.4.3 Discussion
The MAE of <1 being achieved by the classification network indicates that the
method is a viable approach for mouse pain quantification using image data. Indi-
vidual experiments performed on multi-rater MGS scoring have indicated that the
inter-rater variability between two human observers is within the same range. The
high frame rate of the implementation including all steps necessary for video pre-
processing and region detection paves the way for novel approaches towards pain
quantification. Up to now, pain was measured by using selected frames from videos
that may not capture the full range of expressions shown or introduce a bias de-
pending on the frame selection strategy. With pain information being available
continuously for every frame, novel experiment settings and evaluation strategies
can be considered to take advantage of high-frequency real-time pain scoring.
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4.5 Automated Scoring of all MGS Parameters
This chapter will extend the previous method by introducing a set of algorithms for
automated scoring of all MGS subscores, resulting in a full MGS score of individual
images. The methods are developed and validated using data from actual animal
experiments which were performed at the RWTH Aachen Institute of Laboratory
Animal Science, making it possible not only to technically validate the results, but
also to correlate them with the findings made by analyzing human-assessed MGS
images for clinically relevant findings.

4.5.1 Materials and Methods
The images were acquired at the Institute of Laboratory Animal Science using the
box setup described in Chap. 4.3 and software developed by the author of this
thesis which has been published and validated in [45]. In the software, the boxes
are exported semi-automatically by selecting the box manually and subsequently
exporting a defined number of frames in which the detected eyes have an area
of at least 100 pixel. For the development and validation of the algorithms, the
frames were exported from videos of a trial with 12 C56BL/6 mice which were split
into an experimental and a control group with six animals each. (Details to the
dataset will be outlined in the experiments section). In total, 1879 images from
77 videos were extracted and subsequently scored according to MGS by the same
veterinary expert. Based on the experiences from the previous chapter, in which
the original MGS score which ranges from 0 to 2 had been replaced by a finer
grained 0 to 9 score, a 1 to 9 score has been used in which each of the original
MGS scores has been further subdivided into three additional states. This way, the
finer granularity can be used for network training. At the same time, the equation
MGSoriginal = bMGSnew/3c converts the values back into the range of the original
MGS protocol, thereby ensuring direct comparability if required.

Automated Classification

Building on the algorithm presented in the previous chapter, the grimace scale is
computed based on a crop of the facial region which is centered around the ani-
mal’s eyes. Experiences at the clinical partners with the FCN and U-Net based eye
detection method have shown that this method may result in misdetections if the
eyes are slightly out of focus or dust and dirt have settled on the box fronts, an cir-
cumstance which occurred frequently during the recordings. To address this issue, a
DeepLabCut network as discussed in detail in Chap. 4.2 has been applied to detect
the eye coordinates. eye detection, a crop of 224 x 224 pixels centered around the
detected eye coordinates is extracted and forwarded to a set of five CNNs, each of
which is trained to predict one of the five MGS subscores. For subscore prediction,
a number of networks with different loss functions and target embeddings has been
evaluated. The backbone of all networks is an ImageNet-pretrained ResNet18 which
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is adapted in its final layer to perform MGS scoring. Validated variants of the final
layer include the following:

• A direct subscore regression with a single output neuron as in the regression
network in the previous chapter. The network is trained with an L1 and an
L2 (MSE) Loss and Adam optimization.

• A subscore regression as above with label noise added for training, in which the
original labels are randomly continuously superimposed with Gaussian noise
and σ = 1.0. While counterintuitive, label noise has been shown to improve
robustness and generalization capabilities of neural networks.

• A MGS classification with Gray code feature embedding in which the output
space is a discrete set of vectors forming a code with a Hamming distance
of 1 between neighbouring code vectors. To enable convenient training with
distance-based losses, the label vectors x with their entries xi, i ∈ M,M =
{y ∈ N | 1 ≤ i ≤ 9} are defined by xi = (i if i ≤ n else 0). Unlike the com-
monly used one-hot encoding which treats distances between all classes equally,
this embedding results in a set of nine individual class vectors whose distances
can be computed using a L1 norm, thereby penalizing misclassifications de-
pending on the distance between the predicted and original class.

Following the original MGS protocol, the final MGS prediction for an image is
computed as the unweighted mean of its individual predictions.

4.5.2 Experiments and Results
Experiments were performed with a leave-one-subject-out cross validation on im-
ages of 12 animals with videos of 10 animals for training, 1 for validation and 1 for
test. The data was acquired from an experiment in which the experimental group
had received carbon tetrachloride (CCL4) injections solved in a vehicle solution to
induce liver fibrosis while the control group had received injections of the vehicle so-
lution only. First, the DeepLabCut network for eye detection is evaluated. The eye
detection succeeded on all images with an average distance between ground truth
and predicted position of 1.7 pixels. As the classification networks were augmented
with a shift of up to 5 pixels, this distance is covered by the augmentation. Ex-
amples are shown in Fig. 4.16. It can be seen that the U-Net often delivers masks
which segment additional areas than the eyes; the DeepLabCut network succeeds in
finding the eye coordinates in all images regardless of image quality, dust or reflec-
tions. Subsequently, the performance of the network using different loss functions is
assessed. The confusion matrices are shown in Fig. 4.17.
The performance of all methods is similar, with the L1-based network showing

best overall results. 98.1% of its classified images are 1 point or less away from their
original. At the same time, the non-normalized matrices reveal the high class im-
balance which is clustered around the values 3 and 4. The reason for this imbalance

108



4.5 Automated Scoring of all MGS Parameters

Figure 4.16: Top: Eye coordinates returned by the DeepLabCut network (red
crosses). Botom: U-Net masks for the same pictures. Areas identified as eyes are
marked in black.

is that the experiment is ranked as mildly to moderately severe, which means that
high MGS values are not likely to occur.
Based on literature it is known that injecting CCL4 results in a moderately severe

distress of the animals while injecting vehicle solution only has minimal impact on
the animals distress levels. An analysis of the predictive value of the human- and
algorithm-scored images shows that the outcomes in both cases correctly reflect the
distress of the animals. In Fig. 4.18, analysis of the scores of both rating methods
for the animals in the control and experimental group shows a significant difference
between both groups of animals. In another study, the images of animals directly
before and after injection were assessed (Fig. 4.19). Both scoring methods indicate
that injection of the chemical has a higher impact on the MGS score than injection
of the vehicle solution only.

4.5.3 Discussion
The methods described in this chapter have shown that the mouse grimace scale
can be predicted automatically. An inspection of the confusion matrices reveals a
tendency of all networks to regress towards average values and thereby overestimat-
ing low scores and underestimating high ones. This might be caused by the severely
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Figure 4.17: Normalized (left) and non-normalized (right) confusion matrices of the
final MGS scores as predicted by the network using the L1 loss function.

Figure 4.18: Box plots of the final MGS scores by the expert rater and the algorithm
grouped by experimental and control group. CON – control, EX – experimental.

imbalanced classes and the fact that on distance-based losses globally result in lower
penalties if values close to the mean of the distribution are predicted, thereby giv-
ing the network an incentive to regress towards the mean. These issues can be
addressed by including more data from experiments with higher distress levels as
well as adjusting the loss functions to penalize misclassifications at the ends of the
distribution stronger than those closer to the mean.
Experiments focusing on differences between the control and treatment group as

well as before/after treatment comparisons have shown that the automated MGS
yields results which are very well in line with both the human-annotated MGS with
both being clinically plausible. Still, validations on further experiments are required
to assess how well the automated method generalizes towards other animal models
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Figure 4.19: Box plots of the final MGS scores by the expert rater and the algorithm
grouped by experimental and control group before and after injection. CON – control,
EX – experimental, BT – before treatment, AT – after treatment.

and experimental settings before automated MGS scoring can be applied to image
analysis without human supervision.
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4.6 CNN-Driven Rodent Activity Recognition

The work presented in this chapter has been previously published in [110] and is
reprinted with permission, © 2019 IEEE. In the previous chapters, the recordings
acquired with the MGS setup were analyzed in a single-frame manner without tak-
ing the temporal interdependency of frames into account. This is mainly due to
the fact that the original MGS protocol is also defined on single frames which are
manually extracted from the videos. However, discussions with the veterinary staff
have revealed that animal behaviour may also serve as an indicator of distress as
suffering animals tend to display a lower amount of movement and possible other
changes in behaviour.

Figure 4.20: A still frame showing the four-box setup used for video recording. Both
mice in the left boxes perform self-grooming, the top right mouse is sitting calmly while
the bottom right animal is turned away. © 2019 IEEE

This chapter is therefore focused on activity assessment in the observation boxes
developed for mouse grimace scale analysis. Instead of analyzing the facial ex-
pressions of mice according to MGS, different animal behaviours that may serve
as indicators for animal distress will be detected. A set of different deep neural
networks classify different activities such as self-grooming will be developed and val-
idated. As a further step, the networks will be trained to perform recognition of
calm animals which are not in motion as images of non-moving animals are required
for MGS scoring. If successful, then the video analysis methods can further improve
the image selection software by forwarding only images of non-moving animals to
further inspection.
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4.6.1 Materials and Methods
The samples were acquired from videos recorded for mouse grimace scale assessment
of laboratory mice undergoing experiments at the Institute of Laboratory Animal
Science at RWTH Aachen. In all cases, the four-box setup was used. Video clips of
single animals with a duration between 3 and 8 seconds showing one of the following
behaviours were extracted from the videos:

• Resting - the animal is calm, showing no or minimal movement. The animal
is facing the camera.

• Grooming - self-grooming while facing the camera.

• Turning around - turning by 180 degrees towards the camera or away from it
at least once during the clip.

• General movement - actions not belonging to one of the above categories, for
example sniffing around or cage exploration without the animal turning it’s
back towards the camera.

• Turned away - The animal’s back is facing the camera for the entire clip
duration, regardless of animal movement.

Each video clip depicts exactly one of the described behaviours with no mixed be-
haviours in the dataset such as grooming and turning away afterwards.
Subsequently, three methods for action recognition were implemented, with each

method showing a different approach using deep learning techniques. Method 1
(see Fig. 4.21) combines a convolutional neural network (CNN) with a multilayer
perceptron (MLP). The convolutional network - here the Inception-V3 network [180]
had been chosen - receives a set of n input frames sampled equidistantly from the
input video clip and processes each frame independently, returning a 2048-entry
feature vector. Subsequently, the feature vectors of all 30 frames are combined into
a (n x 2048)-entry vector that is passed to the MLP. The MLP itself consists of
two fully connected layers with 512 neurons each, both followed by a dropout layer.
The final prediction is made using a softmax layer with one entry for each of the
aforementioned classes.

Figure 4.21: Method 1 - simultaneous classification of all frames with a deep neural
network. © 2019 IEEE
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Method 2 also makes use of the Inception-V3 CNN architecture for feature ex-
traction, however the resulting feature vectors are not combined into a single vector
but instead fed sequentially into a LSTM network (Fig. 4.22). This method takes
advantage of the fact that LSTMs contain an explicit temporal memory which en-
ables them to process time-series input while preserving the temporal structure of
the data. In the designed architecture, a single LSTM cell followed by a 512-neuron
dense layer and a 0.5 dropout layer and the same softmax output as above were
used.

Figure 4.22: Method 2 - sequential classification of all frames by feeding individual
frame features into a LSTM cell © 2019 IEEE.

Method 3 combines two CNNs in a two-stream network (TSN) that performs
analysis of video streams using regular CNNs [173]. The full method is shown in
Fig. 4.23. The ResNet101 architecture [73] was chosen as underlying architecture

Figure 4.23: Method 3 - analysis of spatial and temporal features in a two-stream
architecture. © 2019 IEEE

for both networks. The first network analyzes the spatial properties of the data by
picking three random frames from the video clip and combining them into a single
9-channel input image (3 images with 3 color channels each). The second network
analyzes the temporal structure of the data based on optical flow analysis. Optical
flow was computed separately in horizontal and vertical direction and 30 equidistant
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optical flow frames from each video clip were extracted. These were combined into
a single 60-channel image and processed by the temporal network. The output of
each of the networks is a feature vector with class probabilities for each of the given
behaviour classes; the final prediction is made by applying softmax to the sum of
both outputs.
Note that the actual length of the video clips does not need to be constant. All

methods are able to process video clips of arbitrary length since they sample single
frames from the input videos regardless of their length.

4.6.2 Experiments and Results
For evaluation, a total of 378 clips was extracted from a set of 12 videos: 70 clips of
resting animals, 41 grooming clips, 58 clips for turning around, 104 clips for general
movement and 105 clips with animals turning their back at the camera. The clips
had a duration between 3 and 8 seconds (Fig. 4.24). The clips were split into five
groups containing about 20% of the videos each and the networks were trained using
5-fold cross validation with four sets for training and the remaining set for testing.
The clips were resized to 224 pixels width and height since as this is the input image
size that the used convolutional networks were designed for.

Figure 4.24: Class distribution and sequence lengths of the clips in the
dataset. © 2019 IEEE

All networks were evaluated with a different number of extracted frames per clip.
Performance was evaluated for 1, 5, 10, 20, 30, 40 and 50 extracted frames by
analyzing the percentage of correctly recognized videos (Top1 accuracy). Results
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are shown in Fig. 4.25. It can be seen that the best overall performance is achieved
at 30 frames where both the TSN and the LSTM achieve their best results and
the MLP is extremely close to its absolute maximum which is at 5 frames per clip
(66.4% vs. 66.8%). Therefore, all further presented results are given for networks
analyzing 30 frames of the clip.

Figure 4.25: Top1 accuracies of the three presented networks depending on the
number of analyzed frames per clip. © 2019 IEEE

Fig. 4.26 shows the detailed confusion matrices for the three networks. The MLP
method shows strong detection rates for the general movement class, however with a
large number of false classifications for the self-grooming clips where self-grooming is
systematically wrongly identified as general movement. The LSTM network shows
similar behaviour to the MLP with better overall performance, however the mis-
classification of grooming animals is still at 50%. Animals that are turned away are
classified with a very high score of 0.97. The TSN shows the best overall perfor-
mance with a perfect identification of calm animals and very good detection rates for
distinguishing moving from grooming animals, a task that had been very challenging
for the other methods.

4.6.3 Discussion
The implemented methods perform activity recognition from video clips, with TSNs
yielding best performance with a Top1 accuracy of 86.4%. Of the five used classes,
self-grooming and general motion are the most difficult to distinguish from each
other, while calm animals and those which are always turned away from the camera
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Figure 4.26: Confusion matrices for the three used methods. Top left: multi-layer
perceptron, top right: LSTM, bottom: two-stream network. © 2019 IEEE

can be identified with highest accuracy. Therefore, automated behaviour analysis
in the MGS boxes shows potential for both image selection for MGS scoring as well
as analysis of behavioural changes between control and treatment groups.
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Keypoint-Based Algorithms

In the previous chapters, a set of methods for human face and animal behaviour
analysis have been presented. In this context, a number of novel methods has been
presented. However, the methods are not necessarily limited to applications in ther-
mal imaging, but may be applied to a larger group of image processing problems.
The deep shape network for example, while initially developed for thermal infrared
data, combines deep neural networks and statistical shape models. Both are con-
cepts which are applicable to RGB data as well as different medical imaging modal-
ities. Therefore, this part of the thesis will investigate applications beyond thermal
imaging and animal behaviour analysis by adapting and extending the introduced
algorithms to novel problems and imaging domains. This makes it not only possible
to analyze the generalizability of the methods, but also enables a direct comparison
to other algorithms which are specialized in their respective fields.
In the first two sections of this chgapter, extensions and applications of active

appearance models will be investigated. Starting with Chap. 5.1, a method for
ground truth generation using software-generated face synthesizing software will be
introduced. This method is capable of generating an arbitrary number of synthetic
images to train active appearance models with larger datasets. Afterwards, a method
for occlusion-robust AAM landmark detection will be introduced as AAMS often
struggle when confronted with facial occlusions (Chap. 5.2).
While AAMs are a method which is widely used in facial landmark detection

and medical image analysis, research interest in this field has recently declined in
favour of deep methods. These work differently by using no statistical model, but
instead relying on large amounts of training data which are used to build an inher-
ent, abstract face representation which is not accessible from outside of the network.
This approach has been highly successful; deep methods are currently unmatched in
terms of landmark localization precision. At the same time, they require no iterative
optimization at runtime, making them significantly faster than optimization-based
method such as AAMs. The deep shape networks which will be introduced in Sec. 2.7
aim at combining the speed and versatility of CNNs with the benefits of a holistic
statistical shape model. It will be shown that adding the shape model as a dedi-
cated network layer results in the same precision as AAMs, however at a drastically
increased speed. Since the shape model includes a-priori information in the CNN,
the network is no longer required to build an internal face representation but instead
used exclusively to predict the required parameters of the shape model. This task
is computationally far less demanding, therefore the algorithm can utilize a small,
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highly efficient fully convolutional network as feature extraction stage. The result
is a network which not only succeeds in surpassing AAMs in terms of computation
time, but is also significantly faster than most other deep landmark detection meth-
ods. At the same time, the small FCN feature extractor which will be presented
in the deep shape network enables the implementation of a large range of different
network variants. This will be demonstrated in three individual examples: first,
the deep shape networks themselves will be extended to improve fitting precision
(Sec. 2.7). Subsequently, they will be combined with the Faster R-CNN architec-
ture to design and train a network which results in a method for simultaneous face
detection and alignment (Sec. 5.4). Finally, the methods will be extended to 3D
image analysis and applied to a bone and cartilage segmentation task in MRI scans
(Chap. 5.5).
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5.1 Face Simulation

This chapter will introduce a method for the simulation of novel landmarked images
for the training of keypoint-based algorithms. The contents of this chapter have
been previously published in [101] © 2016 IEEE, reprinted with permission.
Most state-of-the-art algorithms for facial landmark detection, face tracking or af-
fection analysis such as emotion recognition are based on machine learning methods
and therefore require manually labelled or annotated datasets for training. This is
especially true for algorithms that apply deep learning methods as these generally
require a vast number of manually labelled images. The generation of such datasets
is an extremely time-consuming task. Depending on the intended use of the data,
images that meet the requirements are either acquired under controlled studio con-
ditions or collected in-the-wild from image websites such as Flickr. In both cases
the images need to be labelled or annotated manually, a task that can take several
minutes per image if precise landmark annotations are required. In cases of large
datasets with hundreds or thousands of images, it is not feasible to create a full
dataset. Also, creating such large numbers of manual annotations is an exhausting
task for humans which can result in mislabelling due to tiredness. Therefore, even
official annotations of several well-known face databases have been proven to contain
unprecisely annotated data [166].
To address this problem, this chapter presents a method for automatically gen-

erating realistic face images by extending a face modelling software with additional
automation capabilities. Solutions for two main problems will be provided: au-
tomated creation of realistically simulated faces with defined properties as well as
the fully automated generation of precise landmark points for the images. The
method will then be validated on a challenging real-world problem, namely by using
the simulated and automatically landmarked images for the training of an active
appearance model (AAM) that is able to detect facial landmarks in real-world pho-
tographs. Fig. 5.1 shows an example of a simulated face and a fitting result obtained
by applying the AAM to a real-world photograph.

Figure 5.1: Left: Sample synthetic image with automatically generated facial land-
marks for AAM training. Right: facial landmarks in a photograph from the LFPW
database detected using an AAM trained with a set of synthetic images. © 2016 IEEE
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Previous Work
Simulated data as input for image processing algorithms has mainly been subject
to research under three aspects: Training of algorithms for object recognition and
identification in virtual environments, generation of an accurate ground truth for
algorithm development and evaluation, and finally the synthesis of images for the
training of real-world object detectors. The first group focuses mainly on artimetrics,
which is defined in [201] as the study of the identification and recognition of avatars
in virtual environments such as second life. The need for avatar identification arose
from crimes committed in cyberspace that made avatar recognition necessary. Pub-
lications from the second and third group make use of the precise annotations that
are available in large numbers when using synthetic data. For example, the authors
of [156] used synthetically generated and landmarked images as ground truth for
the evaluation of face tracking and facial expression recognition algorithms. While
conceptually similar to this work, the images generated in [156] are less realistic, the
landmark points are less complex and, most importantly, the generated data is used
to train detectors that are then applied only to other synthetic images and not to
real-world data, thereby strongly limiting possible use cases. An example for using
synthetic data for object detection in the real world is presented in [190], where
image data from a 3D car driving simulation is used for the training of a pedestrian
detector which is subsequently tested on real street scenes. The authors show that
the detector achieves competitive performance when tested on urban scenes similar
to the simulator setting, but shows a drop in accuracy when tested on non-urban
images. While conceptually similar, the simulator shown in this chapter is able to
generate complex and realistic synthetic facial expressions with complete 68-point
ground truth landmark annotations while the images generated by the methods in-
troduced in [190] are clearly recognizable as artificial and their label set is limited
to the bounding box of each pedestrian. Another comparable concept is introduced
in [68], where the authors present a multimodal simulation of visual and depth im-
ages as well as a derived ground truth for the optical flow for the training of driver
assistance systems. Finally, depth image simulation of human bodies has also been
used in [172] for human pose classification.

5.1.1 Materials and Methods
The face generator is a set of scripts that extends the capabilities of the Poser1 soft-
ware to automatically create realistic human faces following user-defined generation
rules. Parameter values addressing various facial expressions can be varied exhaus-
tively with a defined step size or picked randomly from a uniform distribution. Head
pose, camera position and several lighting options can also be varied to increase the
range of possible results. Additionally, several settings for landmark generation (see
Sec. 5.1.1) and correction can be specified within the same user interface. After
selecting the parameters and their ranges, the user can define the number of images

1my.smithmicro.com
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5.1 Face Simulation

to be generated and the Poser engine is used to render and export the faces in high
quality. All options can be selected with a graphical user interface, allowing for
quick definition of image sets.

Facial Landmark Generation

The second step in the pipeline is the automated generation of labels or annota-
tions with the software. Depending on the intended use of the images, different
annotations that vary strongly in complexity are required. Tasks such as emotion
recognition require only a single label for each image, therefore generating labelled
images with the software by generating datasets for each emotion in a batch and
assigning a common label to all images in a batch is a straightforward operation.
Generating a ground truth for face detection increases the complexity as a bound-
ing box needs to be defined for each image and the boxes’ location and dimensions
vary on the face position in the image, which means that they cannot be defined
globally by the user and need to be computed by the software. Some algorithms
such as active appearance models require even more complex annotations in which
the position of a defined set of facial landmarks needs to be stored precisely. Since
creating such point-wise annotations manually is highly time-consuming, a method
for automated facial landmark generation in Poser datasets will be presented in this
section.
The generation starts by defining a set of facial landmark points using mesh

vertices. As Poser does not allow a direct selection of vertices, each vertex is defined
by selecting two faces that share a single vertex and using the common vertex as
landmark position. This step needs to be performed manually once for each model,
the positions of the landmark vertices in the final 2D image are then automatically
computed and stored with the generated image. Fig. 5.2 shows an example of vertex
definition by face selection. However, additional steps are required since the 3D-2D
projection of the vertices does not take into account that out-of-plane rotation might
affect the correct landmark position in the projected image. This applies especially
to vertices on the jaw line. To solve this issue, a two-step correction algorithm is
proposed. In the first step, all jaw line vertices are projected in direction of the
jaw line’s normal towards the outside of the face. All face vertices within a defined
distance from the normal are then analyzed and the outmost vertex is chosen as
the new landmark position. However, while this step alone solves most cases, it
may induce further mislocalizations due to the fact that non-face vertices located
on the back of the head or the neck are also taken into account when analysing
vertex distances. This issue is addressed by introducing an interactively generated
face map. This map is also created once per model and stores all vertices that are
defined as belonging to the face and omits vertices on the back of the head or on the
neck. When the correction algorithm is applied using the face map, the analyzed
vertex neighborhood samples only vertices from the map and omits non-face vertices,
resulting in corrected landmarks that show strong similarity with intuitively created
manual human annotations. An example for uncorrected and corrected landmarks
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Figure 5.2: Facial landmark generation. Left: Definition of a landmark point
as common vertex of two faces. Right: All landmark vertices defined on a face
mesh. © 2016 IEEE

is shown in Fig. 5.3.

5.1.2 Experiments and Results

This section describes the experiments performed in order to analyze the suitability
of synthetically generated faces for AAM training. Additionally, it will be inspected
how the variance and degree of realism of the simulated faces affects the fitting
performance of the trained model.

Figure 5.3: Landmark position correction. Left: Original landmarks from 2D vertex
projection. Center: After projection in normal direction. Right: After projection and
sampling from face map landmarks only. © 2016 IEEE
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Synthetic Data Generation

Sets of synthetic face images were generated using different parameter combinations
with increasing degree of realism in order to analyze the impact of each setting on
AAM fitting performance. The basic set (set A) offers different facial expressions
from a frontal view but no variance in head pose, lighting or texture. Set B uses
a more constrained parameter variation in order to ensure that faces are deformed
realistically and at the same time applies a combination of expression parameters
that makes stronger use of complex emotion patterns offered by some models. In
contrast to simple facial manipulations that affect the mesh locally, these combi-
nations manipulate the whole face realistically in a structured manner in order to
simulate emotions instead of basic single-muscle contractions. Set C introduces
head pose changes, thereby allowing a range of non-frontal views. Note that this
set deliberately does not apply the vertex correction for the annotations, resulting
in potentially misplaced facial landmarks. Skin tone and lighting variance are intro-
duced in sets D and E, respectively. Finally, landmark position correction is applied
in set F. Each final set consisted of 4000 high resolution face images (50% male, 50%
female) where the camera position was constrained to ensure the height of each face
(vertical distance between chin tip and eyebrows) was at least 300 pixels. Note that
the used settings did not simulate hair or complex image backgrounds as the AAM
only considers the area enclosed by the landmarks. Fig. 5.4 shows cropped samples
from each set to demonstrate the shape and appearance variation induced by each
incremental upgrade.

AAM Training

The simulator output is used directly to train the shape and the appearance com-
ponent of the AAM by using the landmark and image data respectively. A feature-
based active appearance model [10] with dense SIFT features [127] and the simulta-
neous inverse compositional fitting algorithm [15] was used for parameter optimiza-
tion. The image diagonal of the mean shape was set to 150 pixels, the number of
multiscale levels was set to 3 and 98% of shape and appearance variation were re-
tained. A separate model was trained for each of the sets A to F. We used methods
provided by the Menpo library [4] for training and fitting the model.

AAM Fitting

The fitting performance of active appearance models trained with sets A to F was
tested on the LFPW databases’ test set [16] which is a commonly used and challeng-
ing benchmark for image processing algorithms. Results for each set are shown in
Fig. 5.5, where the cumulative distribution function that in this case corresponds to
the percentage of images that are fitted with an error less than the value indicated by
the x-coordinate is depicted. The used error measure is the normalized root mean
square error (NRMSE), a robust error norm introduced in [211] which is defined
as the root mean square of all point-to-point landmark differences between ground
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(a) Set A - basic settings

(b) Set B - improved facial expression set.

(c) Set C - head pose variation. Note the
uncorrected landmarks.

(d) Set D - skin tone variation

(e) Set E - lighting variation.

(f) Set F - landmark position correction us-
ing normal projection and map of face ver-
tices.

Figure 5.4: Samples from each training set demonstrate the appearance variation
and improvement in degree of realism by increasing model complexity. © 2016 IEEE
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truth and fitting result, additionally normalized by the mean of the ground truth’s
face width and height to allow independence from head pose and face size. The

Figure 5.5: Fitting performance of synthetic image sets with different degrees of
realism evaluated on the LFPW test set. © 2016 IEEE

results show that increasing the complexity and variance – and thereby the degree
of realism – of the training data has a direct impact on AAM fitting performance.
Each additional increment shows a shift in precision. Notably, adding pose varia-
tion results in the largest increase. At the same time, the normal-based landmark
position correction, while yielding large visual differences, shows only marginal im-
pact on the fitting performance. Using synthetic data for training and testing yields
excellent results, indicating that the simulated data itself is well suited for AAM
training. Additionally, two AAMs were trained with identical settings using the
most realistic image set (set F) for one of the models and the real-world train set of
LFPW as reference to compare the model’s performance to a well-performing real
model. A comparison of Poser and LFPW training sets on LFPW test data shows
that while the synthetic training data delivers optically usable results, there is still
a measurable quality gap between both modalities. The same is true when testing
a LFPW-trained AAM on Poser data (Fig. 5.6). An optical comparison of repre-
sentative images as displayed in Fig. 5.7 shows how the quantitatively measurable
difference is reflected by the actual appearance of the fitting results. The figure
shows that the LFPW-trained AAM is able to localize most landmarks precisely
and to adapt to fine facial features while showing high robustness towards strong
pose and lighting variation. The synthetic AAM shows a qualitatively marginally
poorer fitting performance and robustness but is still capable of localizing impor-
tant landmarks such as mouth and eyes with sufficient precision. Optically, the
qualitative fitting performance of the synthetic AAM is in many cases comparable
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Figure 5.6: Fitting performance of all possible combinations of synthetic (Poser)
and real-world (LFPW) data. © 2016 IEEE

to the results delivered by an AAM trained on real-world data despite the higher
quantitative error value.

5.1.3 Discussion
The results show that the described approach for generating synthetic training data
for facial landmark detection delivers results that perform well in real-world sce-
narios. Analysis of the correlation between training set complexity and fitting per-
formance indicates that more diverse training sets with realistic image variations
result in better training sets. At the same time, cross-comparisons between the
two modalities show that intramodal fitting with models trained and tested in the
same domain shows better performance than the intermodal approach. This can
be seen in the case where fitting real-world data using a synthetic training set per-
forms worse than the real model, but also in the reverse direction of testing on
simulated data where the real training set is outperformed by its synthetic counter-
part. The fact that synthetic-to-synthetic fitting performs significantly better than
real-to-real fitting suggests that the variance in the simulated images is lower than
in real photographs, thereby allowing the synthetic model to represent its unseen
test set better than a model trained with real data can represent new, unseen real
test images. An inspection of the fitting results on real-world photographs shows
that an AAM can be trained using both real-world and synthetic training data and
that coarse landmark detection works comparably well in both cases. However, real-
world training data is still superior when it comes to fine landmark detection such
as precise localization of mouth contours in smiling faces.
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Figure 5.7: Fitting results on the LFPW [16] test set using different training sets.
Left: using real-world LFPW training data. Center: Using synthetic faces. Right:
Ground Truth. © 2016 IEEE
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5.2 Occlusion Detection
This chapter describes a method for improving the robustness of AAMs towards
occlusions by applying robust statistics. The contents of this chapter have been
previously published in [100].
As AAMs are a highly successful method, they have been an active area of research
and several relevant improvements to the original algorithm have been proposed in
recent years. Apart from publications focusing on understanding and improving the
AAM fitting process that have been outlined in Chap. A, research has also focused
on improving robustness towards challenging in-the-wild scenarios, unseen faces and
occlusions. This chapter will focus on two of the proposed approaches:

• Applying methods from robust statistics to AAM fitting: as shown in [66, 181],
outlier-resistant robust statistics can be used to improve AAM fitting under
the presence of occlusions. Robust statistics provide a method to analyze
the modelled faces to detect occlusions and subsequently exclude occluded
face areas from the computation of the optimizer’s error value. This way,
only face areas that are more likely to be occlusion-free will contribute to the
computation of the final landmarks.

• Feature-based AAMs as introduced in [10]: instead of using the input image
itself for fitting, feature-based AAMs increase the number of image channels
by applying a defined feature descriptor such as HOG [30] densely to each
image pixel and performing the fitting on the resulting multichannel feature
image. This approach incorporates local neighborhood information into the
holistic AAM algorithm, thereby increasing precision and robustness of the
fitting process. Feature-based AAMs have been successfully applied to thermal
landmark detection in Chap. 2.5, where it has been shown that they strongly
outperform traditional intensity-based AAMs for thermal face alignment.

Each of the above methods has been shown to improve AAM fitting performance
by addressing different aspects of the original algorithm. In this chapter, methods
for combining both approaches will be developed and it will be shown on a chal-
lenging set of artificially occluded real-world videos from the 300-videos-in-the-wild
dataset that this combined approach is capable of better handling of occluded video
sequences than unmodified AAMs or applying each of the methods alone.

Previous Work
As active appearance model fitting compares the intensities of a model – which usu-
ally is trained on data containing only limited types of occlusion or no occlusion at
all – and the original image, occlusions can have a large impact on fitting accuracy
and may lead to a diverged result. This is even more problematic in video tracking,
as a fitting result is commonly used as the initial shape estimate for the next frame,
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therefore potentially increasing misalignment with each subsequent frame. To per-
form detection of occluded pixels, Gross et al. [66] introduced the idea of applying
robust cost functions to the images during model fitting. Robust cost functions
weight each pixel of the warped image based on the value of the residual (the differ-
ence between the modelled appearance and the original input image) and this pixel’s
standard deviation in the training data set. The basic assumption is that high resid-
ual values are likely to be caused by occlusions in the original image. Depending
on the used robust cost function, occluded pixels contribute only partially or not
at all to the final fitting result. Different cost functions can be used to compute
pixel weights; in [181], several functions in terms of detection accuracy and fitting
robustness have been inspected.
This chapter presents a novel approach that combines feature-based models with

robust cost functions. Since robust cost functions require an estimation of the
standard deviation of residual values, methods to compute these for feature-based
models will also be introduced and validated.

5.2.1 Materials and Methods

In this work, standard deviations are used to normalize residuals prior to the fitting
procedure. Similar to [66], the median absolute deviation (MAD) [78] will be used
as an estimate, which will be computed for each model pixel. In addition to using
this method for computing pixel-wise MADs, the effects of using a single, image-
wide MAD will also be investigated. The motivation behind this approach is initial
experiments have shown that MAD values computed on the model’s DSIFT channels
are very similar across all channels, thereby possibly enabling the algorithm to use
the same value for all computations to lower the computational complexity. This
leads to the following two approaches to compute standard deviations and normalize
residuals which will both be inspected:
Pixel-wise computation as introduced in [66], which is based on the residuals

of the last iteration and computes the MAD for every single pixel in every single
channel (intensity and/or one of the 36 DSIFT channels). This makes the standard
deviation estimates dependent on the position in the image, reflecting that some
areas such as the cheeks may be more homogeneous than other high-variance areas
such as mouth or eyes. Additionally, an image-wide method that computes a
combined MAD for all channels based on the results of the last iteration will be
introduced. The 36 DSIFT channels are analyzed in combination, resulting in one
value for the intensity channel and equal values for every DSIFT channel. This
approach results in a computationally inexpensive MAD computation. Areas with
higher standard deviation estimates in the pixel-wise case – often detailed facial
features – are potentially more likely described as occluded in this case.
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Applying Robust Cost Functions to feature-based AAMs

Instead of performing Gauss-Newton optimization ∆p = H−1JTr, where H = JTJ
is an approximation of the Hessian and J the Jacobian of the residuals with respect
to the parameter vector p, a weight map W is applied according to the iteratively
re-weighted least squares algorithm: ∆p = H−1

W JT
Wr with HW = JTW J and

JW = W J . W is a diagonal matrix containing the weights wi, which are computed
according to the robust cost functions in [181]. This chapter will investigate the
Huber, Talwar, Tukey bisquare and Cauchy robust cost functions as well as stan-
dardized distance (stadis), Gaussian probability density function (pdf) and decaying
exponentials (decexp) to compute weights:

whuber(ri) =

 1 if |ri| ≤ k
k
|ri| if |ri| > k

(5.1)

khuber = 1.345σ (5.2)

wtalwar(ri) =

 1 if |ri| ≤ k

0 if |ri| > k
(5.3)

ktalwar = 2.795σ (5.4)

wbisquare(ri) =


(

1− r2
i

k2

)2
if |ri| ≤ k

0 if |ri| > k
(5.5)

kbisquare = 4.685σ (5.6)

wcauchy(ri) = 1
1 +

(
|ri|
k

)2 (5.7)

kcauchy = 2.385σ (5.8)

wstadis(ri) =

 1 if |ri|
σ
≤ 2σ

0 if |ri|
σ
> 2σ

(5.9)

wpdf(ri) = 1
σ
√

2π
e−

|ri|
2σ2 (5.10)

wdecexp(ri) = e−
|ri|
2σ2 (5.11)

Since both the original image data (the intensity channel) and the DSIFT chan-
nels contain complementary information, the DSIFT model is extended with an
additional channel containing the unprocessed image itself. The values of both
intensity and DSIFT descriptor are weighted according to the chosen estimate of
standard deviations. Two approaches for weight map computation on feature-based
multichannel models will be evaluated: the weight can be computed either inde-
pendently for each channel or on the intensity channel only and then applied to
the DSIFT channels. The motivation behind using the intensity channel for map
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computation is again computation speed as well as the assumption that information
on potential occlusions can be found preferably in this channel.

5.2.2 Experiments and Results
The methods were evaluated on a subset of the 300 Videos in the Wild [58, 171,
183] test set. A ten second sequence from each video was selected and overlaid
with a hand image which was either light or dark to compensate differences in skin
tone (Fig. 5.8). In every subsequence, the hand moved four times along the chin
landmarks – each time occluding a larger part of the face. This results in a test
set with 18352 frames in 2 · 31 sequences. The largest occluded area in the test
sequences covers 69.1 % of the mean shape and 53 out of 68 landmark points.
The AAM was created using an AAM based on the HELEN and LFPW training

data – with consistent and corrected annotations provided in [165]. The combined
model has a diagonal of 120 pixels, two layers, 50 appearance and 9 shape compo-
nents.
Identical to the validation of the thermal landmark detection, the error norm is

the normalized mean Euclidean distance between ground truth shape and fitting
result. The normalization factor is the average of height and width of the ground
truth shape.

Computing the Standard Deviation

In an initial step, preliminary experiments were conducted to determine the influ-
ence of the training data for the computation of standard deviation. To this end,
active appearance models based on training data of the the HELEN dataset, LFPW,

Figure 5.8: One artificially occluded frame (left: light hand, right: dark hand)
with 18.5 % occlusion and 14 of 68 landmarks covered. As the occlusion is added
algorithmically, the ground truth landmarks are known. Figure originally published
in [100].
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and both were constructed. For each model, the corresponding training as well as
test data was used to compute image-wide median absolute deviation values. The
results of these experiments suggest that that MADs – and therefore, standard de-
viations – do not depend significantly on the input images used to train the model.
Therefore, the following evaluations are based on the standard deviations estimated
based on the combined HELEN and LFPW training sets as this was the combination
containing the maximal possible amount of image data.

Experiments

Two main experiments have been conducted to evaluate our methods: For the first
set, each of the cost functions described in 5.2.1 has been evaluated on each of the
test sequences to determine the best performing cost function. Image-wide standard
deviation estimates have been used with an intensity only weight map calculation.
As baseline, the sequences were additionally tracked with an AAM using the same
features (intensity plus DSIFT with normalization by standard deviation), however
without applying the robust cost function. For the second set of experiments, us-
ing the probability density function as weights for the iteratively re-weighted least
squares algorithm, every combination of standard deviation (’image-wide’ and ’pixel-
wise’) and weight map computation (’all channels’ and ’intensity only’) was evalu-
ated. Again, a regular active appearance model was fitted as well as baseline. For
the regular model, the variants ’intensity only’ and ’all channels’ are equivalent since
the model consists of a single intensity channel. Every sequence was tracked inde-
pendently and initialized with a perturbed shape from the ground truth’s bounding
box. The fitting result of each frame was then subsequently used as starting position
for the succeeding frame.

Results

All results are plotted as a cumulative error distribution of the error norm values
of all frames, making it possible to evaluate fitting accuracy as well as robustness.
Steeper curves indicate better fitting performance. The results of the cost function
evaluation can be found in Fig. 5.9. They show that using the proposed method for
combining robust cost functions with feature-based AAMs improves both accuracy
and robustness of the fitting procedure. Out of all evaluated cost functions, only
the standardized distance and the Talwar threshold yield a slightly lower robustness,
while still being more precise for the most part. It is interesting to note that these
two are the only binary weight functions (either 0 or 1, no values in between) that
have been tested, while all other approaches yield continuous results between 0 and
1. This indicates that weight functions with a continuous output are better suited for
occlusion correction. The best performing weight functions are the Huber function
and the probability density function, which also performed best in [181] for robust
fitting of regular AAMs. The results for the evaluation of the proposed standard
deviation and weight map computation methods are displayed in Fig. 5.10. It shows
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that using feature-based models with robust cost functions outperforms the robust
intensity-based model fitting introduced in [66] in all cases.
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Figure 5.9: Cumulative error distribution plot of the normalized root mean squared
errors of the cost function performance. Figure originally published in [100].
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Figure 5.10: Cumulative error distribution plot of the normalized root mean squared
errors of the methods. Evaluated methods are: feature-based and regular AAMs,
weight maps computed on all channels or on the intensity channel only and global vs.
per-pixel intensity maps. Figure originally published in [100].
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5.2.3 Discussion
The experiments show that it is generally beneficial to use only the intensity chan-
nel for computation of a weight map, even if a robust feature descriptor is used.
This might be due to DSIFT using neighborhood information and not single pixels,
thereby lowering the spatial resolution of the weight map. The impact of choosing ei-
ther image-wide or pixel-wise intensity map computation on the fitting performance
is small. Therefore, image-wide intensity map computation is a viable approach
especially when additionally considering its drastically reduced computation time.
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5.3 Deep Shape Networks
This chapter introduces deep shape networks, a method which enables fitting of
shape models with convolutional neural networks. The contents of this chapter have
been previously published in [108] ©2020 IEEE, reprinted with permission. Including
the shape prior in a CNN yields several advantages: First and most importantly,
replacing iterative optimization with forward regression is extremely time efficient
as the number of required computations is drastically reduced. This effect is further
amplified when taking into account that deep learning frameworks can make heavy
use of high-performance graphics hardware and specialized mathematical libraries.
At the same time, the features learned by CNNs are more robust than regular
image descriptors or other features used to guide a shape fitting process as cost
functions in an optimization-based algorithm, thereby potentially resulting in higher
robustness and easier transferability to novel problems and data sets. Depending
on the underlying structure of the images, CNNs can learn features which rely
both edge and texture information as well as image context. Therefore, the same
architecture can be applied without changes to different modalities, ranging from
RGB and thermal face alignment to various medical modalities such as radiography
or even three-dimensional data such as MRI. A further advantage of inclusion of a
shape prior is the fact that a-priori knowledge may reduce the number of images
required to train an algorithm. While regular deep learning algorithms build an
implicit shape model based on large numbers of images as will be outlined below,
including model information lowers the complexity of the task, thereby potentially
reducing the amount of required training data.

5.3.1 Previous Work
Current state-of-the-art methods for deep face alignment usually rely on building an
implicit face representation which is often supported by internal heatmap generation.
Prominent examples include stacked hourglass networks [202], deep alignment mod-
els (DAN) [112] or architectures using the heatmap wing loss [52]. On the other hand,
many non-deep methods for facial alignment rely on a statistical representation of
the landmarks which is commonly provided by performing a principal component
analysis (PCA) on a set of faces. Subsequently, face alignment is performed by solv-
ing the generative problem of finding optimal PCA parameters to model the shape of
the currently analyzed face. Prominent examples include active appearance models
(AAMs) and various extensions of the original algorithm [135][10] and regression-
based methods such as the supervised gradient descent method (SGD) [200]. While
these approaches usually do not achieve the precision of the best deep learning
methods, they yield the advantage of requiring lower amounts of training data and
providing an inherent holistic robustness thanks to their underlying statistical shape
models, making them invariant towards at least partial occlusions.
The downside of model-based methods is their algorithmic approach which in

most cases includes iterative optimization of model parameters. To address this
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issue, several attempts have been proposed to use machine learning methods for
implicit regression of shape parameters. The most successful method so far uses
an ensemble of regression trees to implement high-speed landmark alignment by
predicting shape model parameters in a single pass. In the same manner, deep con-
volutional networks have been used for parameter regression by training a CNN to
predict PCA parameters of an existing shape model. However, the model is not part
of the network, therefore this method does not provide direct landmark regression.
In this chapter, the aforementioned approach is there fore extended methodolog-
ically by introducing a PCA layer that is capable of computing a regression of
PCA parameters and implicit landmark regression in a single CNN. Additionally,
the versatility of this approach will be demonstrated by enhancing it with different
architectural extensions which further improve fitting precision. Subsequently, an
analysis of the method performance will be performed to validate that including
explicit a-priori shape knowledge in the network results in very fast facial alignment
that outperforms most current deep methods in terms of computational efficiency
while delivering state-of-the-art precision.

5.3.2 Materials and Methods
This section describes the methods used for feature extraction and shape-constrained
landmark regression. Subsequently, two methods for improving fitting performance
are introduced. The schematic of the core method is shown in Fig. 5.11

Figure 5.11: Schematic of the proposed core algorithm, the deep shape network
(DSN); The input image is processed by a fully convolutional network (FCN) to extract
local shape parameters and a global transform. The PCA layer models the face using
the shape parameters and subsequently transforms the face landmarks into the global
coordinate frame. A detailed overview of the FCN layer structure can be found in
Tab. 5.1. ©2020 IEEE

Feature Extraction

The first stage of the proposed deep shape network (DSN) is a set of convolutional
layers for feature extraction. Its goal is the analysis of the input image and gen-
eration of weights for the subsequent PCA-based modelling. To maximize compu-
tational efficiency, a lightweight fully convolutional architecture with a fixed input
size of 224 x 224 pixels has been developed. This is the default input image size for
many current architectures and has been chosen to make it possible to include the
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network as landmark regression stage in other architectures. To lower the number of
parameters and speed up performance, separated convolutions with (3× 1) kernels
in x and y direction instead of traditional (3 × 3) kernels are used. Additionally,
strided convolutions instead of pooling operations for downsampling are used to fur-
ther improve runtime performance. The architecture is designed to gradually reduce
the feature map size until it is mapped to a dimension of (1× 1× (m + n)) in the
final convolutional layer, where n is the number of PCA components in the chosen
model and m the number of global transform parameters. The full architecture is
shown in Tab. 5.1.

PCA Layer with Explicit Homogeneous Transform

Similar to traditional optimization-based statistical shape models, the proposed
PCA layer implements generative facial alignment of the shape vector s with k
individual landmarks which is expressed as

s = (x1, . . . , xk, y1, . . . , yk)T (5.12)

by computing a linear combination of a facial mean shape and a set of displacement
vectors. When using the default annotation scheme from common face databases the
annotation consists of 68 landmarks, the face landmark vector s thus contains a total
of 136 entries. The model’s mean shape s0 and individual PCA components si are
computed offline by performing PCA on the training set landmarks before starting
the training. The generated model is then loaded into the layer during network
initialization. The layer itself performs landmark computation by weighting each of
the model components si with a weight λi and combining the weighted components
linearly with the mean shape:

s = s0 +
n∑
i=1

λisi. (5.13)

As the PCA performs only a local shape generation and does not cover global trans-
forms, the layer additionally implements regression of a global landmark transform
lTg from local coordinates l to the global coordinate frame g by including parame-
ters for rotation, translation and scale. The final landmark coordinates sg are then
computed by applying the transform to the shape vector:

sg =l Tgs (5.14)

Using an explicit global transform instead of covering the entire range of displace-
ments exclusively with the PCA makes it possible to normalize the PCA with regard
to position, scale and orientation and therefore results in an efficient way of describ-
ing the shape while at the same time ensuring that only local displacements are
handled by the PCA parameters. Preliminary experiments (Fig. 5.12) have demon-
strated that this approach is not only mathematically more convincing than handling
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Figure 5.12: Normalized errors of the deep shape network with a normalized and
and a non-normalized PCA. ©2020 IEEE

both local and global displacements simultaneously by using a non-normalized PCA,
but also results in an improved fitting precision.
Note that the layer design which works with PCA parameter weights as input

and the transformed PCA result as output is highly generic and makes it possible
to use the layer not only for face alignment but generally for any deep regression
task involving a PCA in the network.

Network Training

In contrast to heatmap-based approaches which often rely on specialized loss func-
tions or image-to-image comparisons on the heatmaps, the proposed architecture
is capable of performing immediate end-to-end training by minimizing the distance
between the predicted and the target landmark coordinates. This enables using
efficient component-wise loss functions such as L1 norm or the mean squared error
(MSE) of landmark distances. Additionally, the network is optimized directly to-
wards the main validation criterion - the landmark distance - instead of minimizing
heatmap differences which only subsequently lead to landmark coordinates, thereby
additionally improving training performance. In this work, the L1 loss was used for
training. Example results of the basic DSN method on the 300W dataset are shown
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in Fig. 5.15.

Improving Precision with Cascaded Shape Networks

While the architecture described above is already capable of performing highly effi-
cient landmark detection, two extensions of the algorithm that both evolve around
more complex architectures and thereby trading run time for precision have been
developed. The first extension aims at minimizing the limitations imposed by a
single global shape model. Since complex facial expressions may require local dis-
placements which are not well covered by the global PCA, using a single global
PCA prior may lower fitting performance on unseen faces. To address this short-
coming, the initial network is extended with a second stage consisting of multiple
individual sub-networks and therefore also individual PCAs for distinct landmark
groups divided into mouth, eyes and eyebrows (left/right individually) and nose.
After obtaining the fitting result from the original PCA layer, crops containing each
detected landmark group are extracted from the original input image and fed into
the networks of the second stage which perform a second local PCA fitting of the
individual groups. Since the face’s in-plane rotation can be assessed using the re-
sult of the first stage, the rotation of the input face is additionally normalized to a
horizontal view. This tweak lowers the complexity of the fitting task of the second
stage networks as no correction of the in-plane rotation needs to be performed in
the individual branches. The second stage’s PCAs are also rotation normalized,
however the initial results of the first stage may contain small rotational and posi-
tional inaccuracies. Therefore, the training data of the cascade’s refinement stages
is augmented with a slight rotation of ± 20◦ and an offset of up to 10 pixels to
increase the robustness of the second stage towards minor inaccuracies of the first
stage. The entire cascade architecture is shown in Fig. 5.13.

Improving Precision with Spatial Transformers

Another method for addressing in-plane rotation is to use a spatial transformer
network (STN) to compute a normalizing affine transformation of the input im-
age. Conceptually similar to the approach described in Chap. 5.3.2 in which local
and global parameters are treated seperately, this method also aims at eliminating
global landmark displacements before performing PCA fitting. Affine normaliza-
tion drastically lowers the variance in the input data, especially regarding rotation.
Methodologically, the STN receives a 224 x 224 image as input and returns a nor-
malized image with the same size, which is subsequently forwarded to the original
face alignment network. The backbone of the STN used in the network consists of
a VGG16 architecture for predicting the affine transform parameters. The target
transformation for training is computed by normalizing the rotation, distance and
position of the eye centres of the training images and backpropagating the L1 norm
between predicted and ground truth transformations. This way, the normalization
stage can be trained independently of the landmark detection network until conver-
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Layer Type Input Size (HxWxC) Kernel Size (HxW) Stride (HxW) Activation Output Size (HxWxC)
2D Convolution 224x224x1 7x1 1x1 ReLU 218x224x64
2D Convolution 218x224x64 1x7 1x1 ReLU 218x218x64
2D Convolution 218x218x64 7x7 2x2 ReLU 106x106x128

Instance Normalization 106x106x128 - - - 106x106x128

2D Convolution 106x106x128 7x1 1x1 ReLU 100x106x128
2D Convolution 100x106x128 1x7 1x1 ReLU 100x100x128
2D Convolution 100x100x128 7x7 2x2 ReLU 47x47x256

Instance Normalization 47x47x256 - - - 47x47x256

2D Convolution 47x47x256 5x1 1x1 ReLU 43x47x256
2D Convolution 43x47x256 1x5 1x1 ReLU 43x43x256
2D Convolution 43x43x256 5x5 2x2 ReLU 20x20x256

Instance Normalization 20x20x256 - - - 20x20x256

2D Convolution 20x20x256 5x1 1x1 ReLU 16x20x256
2D Convolution 16x20x256 1x5 1x1 ReLU 16x16x256
2D Convolution 16x16x256 5x5 2x2 ReLU 6x6x128

Instance Normalization 6x6x128 - - - 6x6x128

2D Convolution 6x6x128 3x1 1x1 ReLU 4x6x128
2D Convolution 4x6x128 1x3 1x1 ReLU 4x4x128
2D Convolution 4x4x128 3x1 1x1 ReLU 2x4x128
2D Convolution 2x4x128 1x3 1x1 ReLU 2x2x128

2D Convolution 2x2x128 2x2 1x1 ReLU 1x1x #parameters
Shape-Layer 1x1x #parameters - - - #points x #dimensions

Table 5.1: Configuration of the feature extraction network for (224 × 224) pixels-
sized inputs. ©2020 IEEE

gence is reached. To apply the transform for face alignment, a grid sampling layer
which utilizes the computed parameters to normalize the input image is added to
the network. The transformed image is then fed into the alignment DSN described
in 5.3.2 and 5.3.2. Since a large portion of the global displacement can now be
eliminated by the STN, the alignment network is re-trained with normalized images
and the input data is augmented by slightly altering the affine parameters to in-
crease robustness. After both stages had been trained individually and training had
converged, a combined end-to-end training of the entire network to maximize the
alignment performance is performed. A schematic outline of the entire STN-based
architecture is displayed in Fig.5.14.

5.3.3 Experiments and Results
For comparative results, the methods are validated on the widely used 300W dataset
which is split into a common subset with 554 images which are the combined HE-
LEN [120] and LFPW [16] test samples and a challenging subset comprised of the
135 images from the ibug dataset [165].
The PCA was built using the training sets of the HELEN and LFPW datasets

(ibug as benchmark dataset provides test cases only) which were also used for net-
work training. The first 25 PCA components for the PCA layer and four global
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Figure 5.13: Cascaded deep shape networks: After a first pass with a DSN, the input
image is normalized and smaller crops around specific landmark groups are forwarded
to a second stage of local DSNs with specialized PCAs. After obtaining all results, all
individual landmark groups are combined into a final image and transformed back into
the global coordinate frame. Note that the face outline is not included in the cascade
as initial experiments had shown that the face outline precision does not improve by
using it in a second stage. ©2020 IEEE

Figure 5.14: Adding spatial transformers (STNs): The STN performs an initial
face normalization before forwarding the image to the deep shape network (DSN)
described in Fig. 5.21. After fitting, the result is transformed back to its original
coordinate system by applying the inverse of the affine transform computed by the
STN. ©2020 IEEE

transform parameters – translation in x and y direction, global scale and global
rotation values – were used in the network. During training of the basic deep shape
network (DSN), data augmentation was performed by adding a random rotation of
up to ±90◦ degrees and a random ±30 pixel shift of the input face’s bounding box.
Training of all methods was performed for 400 epochs using the Ranger optimizer
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Method inter ocular distance Speed [ms]
Comm. Chall. Full

PIFA-CDN [85] 5.43 9.88 6.30 230
RDR [198] 5.03 8.95 5.80 31
TSR [130] 4.36 7.56 4.99 12
PCD-CNN [114] 3.67 7.62 4.44 50
SAN [38] 3.34 6.60 3.98 343
CPM [39] 3.39 8.14 4.36 n/a
DAN [112] 3.19 5.24 4.59 22
LAB [197] 2.98 5.19 3.49 60
PFLD [67] 3.03 5.15 3.45 1.2
AFS [193] 2.89 5.23 3.35 13
DSN 3.66 6.74 4.26 2.3
DSN+STN 3.43 6.41 4.01 11
DSN-Cascade 3.00 5.95 3.58 14

Table 5.2: Inter-ocular distances and runtimes (where given) on 300W. The three
methods introduced here are presented at the bottom. ©2020 IEEE

and a L1 loss on the landmark coordinates with a learning rate of 10−5, which was re-
duced systematically using cosine annealing [126] in the last 50 epochs. Qualitative
results are shown in Fig. 5.15.

Figure 5.15: Sample results using the 300W benchmark set. All fittings were per-
formed at 430 fps on a Geforce RTX 2080Ti GPU. ©2020 IEEE

The spatial transformer variant (DSN+STN) was trained with a VGG16-based
STN; as described in Sec. 5.3.2 both approaches were trained individually and sub-
sequently combined for a final end-to-end training run. Despite the STN as main

144



5.3 Deep Shape Networks

method for global alignment, the global transformation in the DSN part of the net-
work is employed to correct imperfections of the STN fitting. Since a smaller global
misalignment than in the un-normalized version is expected, a 10 degree rotation
augmentation and a 5% dropout in the DSN were added for training.
For the cascade (DSN-Cascade), individual networks for the entire face and sub-

sequently for improvement of landmark positions for eyes (individual networks for
left and right eye), mouth and nose have been trained. No cascaded network was
trained for the chin as an ablation study had shown that the landmark positions of
the chin are not improved by additional local PCA fitting. Additionally, the number
of feature channels in all layers for all networks of this method were reduced to 30%
of the originals given in Tab. 5.1 as the ablation study had also shown that the
networks still keep their precision when used with this lower number of channels in
a cascaded approach. To increase robustness of the local PCA subnetworks against
imperfections of the global fitting, their input was augmented during training with
a random rotation of up to 20 degrees and a shift of up to 10 pixels.
Results for the common and challenging subsets are shown in Fig. 5.16 and 5.17

respectively. The mean precision of the suggested methods together with results
from several other representative current algorithms are shown in Tab. 5.2.

Figure 5.16: Results of the evaluated methods on the common subset of 300W. ©2020
IEEE

The presented methods yield highly competitive results, yet they do not achieve
the precision of the best currently published algorithms. However, most competitors
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Figure 5.17: Results of the evaluated methods on the challenging subset of
300W. ©2020 IEEE

are clearly outperformed in terms of computational efficiency especially with the pure
DSN, with only PFLD [67] achieving a better runtime performance. It should be
noted that the numbers given are taken from the original papers of which some date
back to 2017, making direct runtime comparisons difficult due to different hardware
setups. However, even when assuming that the processing power of the used GPU
hardware roughly doubled in the past three years and some of the older approaches
would perform much faster on current hardware, the majority of currently available
methods would still achieve less than 100 fps.

Thermal Face Alignment

To validate DSN algorithm has also been validated on the thermal face database
presented in Chap. 2.3. The PCA was built using the training set of the database.
The first 25 PCA components were used for the PCA layer together with four global
transform parameters. Data augmentation was applied by adding a random rotation
of up to ±90◦ degrees and a random ±30 pixel shift of the input face’s bounding
box to improve network robustness. Training was performed for 200 epochs using
the ADAM optimizer and a L1 loss on the landmark coordinates with a learning
rate of 10−5. Results are shown in Fig. 5.18. It can be seen that the method
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achieves comparable performance to an AAM, however at a highly increased speed
and without the need for additional feature extraction and pre-initialization.

Figure 5.18: Normalized point-to-point error of the deep shape network on the
thermal database.

5.3.4 Discussion
Validation results indicate that including a shape prior in the CNN results in an
extremely fast regression of a shape model. Additionally, it was possible to show
that the proposed architecture can be easily extended with further methods for im-
proving fitting precision by whole-image orientation normalization or additional local
shapes while still retaining real time performance. While the method achieves highly
competitive results regarding processing speed, several current heatmap-based ap-
proaches still outperform the presented algorithms in terms of fitting precision. It
is likely that the statistical shape model is the factor which limits the maximal
achievable precision of the algorithm. While the shape model enables fast and ro-
bust fitting with limited amounts of training data, all landmark positions need to be
describable by the shape model. In cases with extreme head poses and facial expres-
sions, the model may actually not be able to fully describe the landmark positions.
Therefore, future research on this method will focus on using the shape model as a
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soft constraint within the network, thereby making it possible to localize landmarks
in positions which are not covered by the shape model.
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5.4 Merging Face Detection and Face Alignment:
Shape R-CNN

This chapter will present a further extension of the deep shape network which will
focus on combining face and facial landmark detection into a single network. Si-
multaneus face and landmark detection is a task which is commonly not adressed in
literature as researchers usually focus on either object or landmark detection. Also,
deep architectures designed for object detection are usually highly specialized for
this task and cannot be applied to face alignment and vice versa. So far, only few
publications addressed simultaneus handling of both tasks. The method presented
in in [205] uses a cascaded approach in which individual VGG-based CNNs address
face detection and subsequend landmark detection, however it is only capable of
predicting a total of five landmarks in each face. A more recent method which per-
forms face detection and landmark detection in the same network is the HyperFace
network [158], which performs detection of up to 21 landmarks and contains addi-
tional classification branches for age, gender and head pose estimation. The deep
shape network is designed to be an extremly lightweight architecture, thereby im-
posing no large computational overhead when combined with other network types.
At the same time, it has been successfully extended in Chap. 5.3, thereby proving
its versatility. Therefore, the following sections will introduce a method for extend-
ing an existing object detection method with additional shape extraction stages to
provide a monolithic, end-to-end trainable architecture which is capable of simulta-
neous face and landmark detection. Next to integrating face and landmark detection
into a single network, the architecture is inherently capable of simultaneous shape
regression of multiple faces.

5.4.1 Materials and Methods
The face alignment architecture will be based on the deep shape network, which has
been extensively covered in Chap. 5.3. To minimize the complexity of the imple-
mentation, only the basic shape network without spatial transformers or cascaded
expert networks will be applied. For face detection, the Faster R-CNN network [161]
will be applied which is a well-established object detection architecture. In Faster
R-CNN, feature maps from the final layers of a a classification backbone such as
the ResNet are traversed with sliding windows of varying size and aspect ratio (in
the context of R-CNN architectures, the sliding windows are referred to as anchor
boxes) to form region proposals, i.e. bounding boxes of objects of interest. After
returning the bounding boxes which likely contain objects of interest, so-called ROI
pooling is applied to combine multiple highly overlapping bounding boxes which
most likely refer to the same object into a single one. In a subsequent refinement
step, the objects in the bounding boxes are classified and the bounding boxes are
refined to closer match the outline of the detected object. Due to this cascading
approach, the Faster R-CNN is referred to as two-stage object detection framework,
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in contrast to one-stage architectures such as You Only Look Once (YOLO) [159],
which uses the same network layers for detection and classification which results
in lower precision but significantly faster processing speed. It was decided to use
the Faster R-CNN architecture as the networks for its individual steps - detection
and classification - can be detached and replaced by other, task-specific subnetworks
which is not possible in an entirely monolithic architecture such as YOLO. In the
context of this work, the classification stage is replaced by a deep shape network.
To additionally tailor the architecture towards face detection, further adjustments
are made to the original object detection stage:

• The detection stage is trained uisng only two class labels – face and background
– to use it exclusively to detect faces.

• The anchor box size is changed and contains only square-shaped anchors with
side lengths of 64, 128, 256 and 512 pixels. This speeds up the network at the
cost of ignoring very small faces. However, this is no serious drawback as faces
in the context of landmark detection are commonly significantly larger than
64 pixels in height.

• The maximal number of valid bounding boxes per image is reduced to 128 as
the number of faces is usually small. Note that this number refers to the total
number of positives before ROI pooling which often include multiple similar
bounding boxes for the same face.

After passing this stage, the first part of the network has returned a number of
candidates which most likely contain faces. As the network is trained to detect faces
only, there is no need for classification (however, a classification stage might be
added, for example for gender or age estimation). To perform landmark detection,
the returned bounding boxes are rescaled to 224 x 224 pixels and forwarded into a
deep shape network as described in Chap. 2.7. As mentioned in the introduction,
shape regression is performed on all returned bounding boxes, thereby inherently
making landmark detection of multiple faces in the same image possible. Since the
deep shape network can perform a single regression in less than 3 milliseconds, the
computational cost of the network is mainly determined by the object detection
stage, thereby keeping an almost constant frame rate independently of the number
of detected faces.
Special attention must be paid to the training strategy of the network as it needs

to be optimized towards two goals - face detection and landmark detection. The face
detection stage is trained with Faster R-CNNs original objectness and bounding box
losses while the shape network is trained with an L1 loss. However, direct training
of both networks is not feasible: In early training stages, the detection network will
return a high number of incorrect bounding boxes with no faces, making training
of the shape network impossible. Also, backpropagating the losses returned by the
shape layer on incorrect bounding boxes would not result in valid filter kernels as
the input images often contain no faces, thereby giving the network no systematic
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input which could be used to learn discriminative filter kernels. Also, object de-
tection architectures require databases which are often significantly larger than the
currently employed HELEN and LFPW face databases which contain less than 5000
training images in total. To address these problems, a two-step training strategy
is employed: In the first epochs, only the detection stage is trained to ensure that
most of the returned bounding boxes are valid and suitable for shape regression.
To ensure a sufficiently large training database, the WIDER Face database [203] is
used which contains bounding boxes for more than 300,000 faces in strongly vary-
ing and often challenging poses and environments. The database does not provide
landmark information, however landmarks are not required to train the detector.
After reaching convergence, the shape network is included in the training and the
database is switched to HELEN as landmarks are now required. Since HELEN often
contains multiple faces in an image and only landmarks for only one of the faces, the
remaining faces in the database have also been annotated with bounding boxes to
ensure that the face detection performance is not impacted by incorrectly reporting
false positives for detecting faces with no corresponding bounding box in the ground
truth.
To enable multi-objective training, the loss function for the second part of the

training is adapted to perform shape regression next to face detection. To this end,
a multi-objective loss is defined as

Ltotal = (1− α) ∗ Lface + α ∗ β ∗ Llandmark, (5.15)

with Lface is the Faster R-CNN object detection loss and Llandmark the L1 loss of
the deep shape network. The parameter α denotes a weighting factor which is set
to a low number in early training iterations and increased in later epochs. This
results in a warm-up phase during which the object detection framework can adapt
adapt to the often larger faces of the HELEN dataset and to initialize the shape
network with reasonable weights, while the landmark loss becomes dominant in the
later stages to focus training on landmark detection. The second weight factor β is
required to scale the landmark detection loss to the same value range as the face
detection loss. Values for the individual parameters will be given in the next section.

5.4.2 Experiments and Results
First, the face detection stage was trained on the WIDER Face database for 15
epochs with an SGD optimizer at a learning rate of 10−4 and a momentum of
0.9. The low nuber of epochs is sufficient as the database contains almost 100
times more faces than the HELEN database, thereby resulting in a sufficiently large
number of backpropagation iterations within the 15 epochs. Furthermore, the face
detection task is less complex than general object detection which usually requires a
larger amount of iterations. The performance on WIDER Face’s validation set was
measured and resulted in a precision of 84.3% and a recall of 74.5%. The precision
is only slightly below the results of current specialized algorithms such as [208] and
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deemed sufficient for the underlying Faster R-CNN general-purpose object detector.
However, the low recall indicates that a significant portion of faces had been missed.
An inspection of the results showed that most of the missed faces were either very
small or extremely challenging. As these faces were much harder to detect than the
usually clearly visible faces in landmark detection databases, the network was also
evaluated on the test images of the HELEN database, where it achieved a precision
of 88.8% and an improved recall of 97.6%. Therefore, the performance of the object
detection network is considered to be sufficient for subsequent landmark detection.

The combined architecture was subsequently trained to detect both faces and
landmarks on the HELEN dataset for 60 epochs with the same optimization settings
as above and the multi-objective loss. The parameter α was set to 0.1 for the first 5
epochs of training and 0.9 for the remaining epochs, while β was constantly set to 0.2.
Quantitative results of the landmark detection are shown in Fig. 5.19, Fig. 5.20 shows
sample images for qualitative assessment. Note that a quantitative comparison with
methods such as HyperFace is not directly possible. The reason is that training and
validation datasets for simultaneous face and landmark detection are currently not
established and metrics to quantitatively benchmark the performance of such hybrid
algorithms have not been presented yet. As a consequence, all authors have chosen
different databases and quality criteria to evaluate their methods. The method
presented here achieved 31.7 frames per second on a GeForce 2080 Ti graphics card.

Figure 5.19: Normalized error plot of the combined Shape R-CNN archiceture
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Figure 5.20: Example results including detection and landmark localization of indi-
vidual and multiple faces on the HELEN test set.

5.4.3 Discussion
The results presented in the previous section indicate that the proposed Shape-R-
CNN network is capable of simultaneous detection of faces and their corresponding
landmarks. As a hybrid method, it performs slightly weaker in terms of landmark
detection precision than an individual deep shape network trained exclusively for
landmark regression and is also outperformed by specialized face detection methods
in terms of face detection accuracy. However, it is capable of performing simultane-
ous face detection and full 68-point face regression of multiple faces in the image.
During development and validation of the network, the lack of suitable training

data became evident, which may be one of the key reasons why only little research
has been published methods for simultaneous face and landmark detection. Current
databases for facial landmark detection are not sufficiently large to enable training
of face detectors, while face detection databases do not offer the landmarks required
for development of face alignment algorithms. Should multi-face landmark detection
become more prominent in future research, then a re-validation of the algorithm
on novel databases and a comparison against upcoming approaches would make it
possible to benchmark this method against other competitors.
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5.5 Deep Shape Networks for 3D Medical Image
Segmentation

Ever since their introduction, shape models have been very successfully used for
model-based generative segmentation of structures in medical images. Especially
musculoskeletal structures and various organs can be segmented with high accuracy
as their shape can be described with a shape model. Additionally, analysis of PCA
parameters and landmark distributions makes it possible to correlate clinical findings
with variances in the parameter distribution. To assess the applicability of deep
shape networks for 3D medical image segmentation, a three-dimensional extension of
the network will be introduced in this chapter. The method will be validated against
a recently published knee and cartilage segmentation method for MRI images which
uses a regular, optimization-based shape model. The work presented here has been
previously published in [168].
In recent years, deep learning has drastically improved the performance of se-

mantic segmentation algorithms thanks to the introduction of fully convolutional
networks [125] and - especially in the biomedical field - the U-Net [162] and its
many derivatives which are still the baseline and often best performing methods
for numerous segmentation tasks. Given sufficient data and computational power
and memory, even basic U-Net architectures yield excellent performance on a large
number of segmentation tasks. However, a problem currently faced by many re-
searchers working with volumetric radiological data is the problem that full resolu-
tion CT or MRI volumes either do not fit into GPU memory or that the number of
manual ground truth annotations is not sufficient for training the network. The lat-
ter problem can be addressed by obtaining more annotations with either increased
manual work or different augmentation techniques starting with traditional aug-
mentation or wherever possible deep augmentation methods such as (variational)
autoencoders [93] or generative adversarial networks [82]. But even with sufficient
training data, the model still needs to fit into GPU memory which is currently a
limiting factor and often addressed by splitting the input into smaller subvolumes
and segmenting these individually. This comes at the cost of context loss. At the
same time, often specific parts such as the organ boundary require most atten-
tion while segmenting irrelevant volume sections is not required and might increase
segmentation time and potentially also lower accuracy. In knee segmentation for
osteoarthritis analysis for example, the bone and especially cartilage areas are the
most relevant parts. At the same time, the cartilage accounts only for a fraction of
the voxels in the volumes.
To focus attention of 3D segmentation networks on relevant areas, several authors

have proposed refinement approaches in which a coarse segmentation for relevant
area detection is performed first and subsequently only relevant areas are segmented
in high quality. While a well-performing method, this approach has usually the
downside of either requiring multiple networks or even a non-deep learning method
such as statistical shape fitting which drastically increases runtime.
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In this chapter, this issue is addressed by extending the deep shape network to
landmark localization in 3D. The resulting method is capable of performing dense
landmark localization that ensures anatomical plausibility by its underlying statis-
tical shape model. At the same time, using a statistical shape model within the
network transforms the landmark detection task to the task of parametrizing the
shape model, thereby enabling the use of a lightweight fully convolutional feature
extraction architecture and therefore very high computational efficiency.
Inspired by methods for active shape and appearance model fitting such as [140],

several other authors have addressed PCA-based landmark localization with CNNs
in medical images. In [139], a method for PCA-based deep landmark detection in
ultrasound images has been proposed. The method works on 2D image data and
applies a regression-based postprocessing to improve landmark detection precision.
In 3D, deep PCA-based landmark detection has been analyzed on prostate MRI
data [88]. The authors proposed a deep convolutional network to predict landmark
positions, however with no additional processing to improve accuracy. Furthermore,
both approaches were relying on networks with fully connected layers, which in-
crease the number of parameters in the networks and thereby require more training
data and time to converge. For example, the authors of [88] used extensive data
augmentation to increase the number of training samples. In contrast, the focus of
this chapter is the design of a lightweight architecture that can be trained using only
the images and landmark data.
The advantages of the method will be demonstrated by designing an approach

for full 3D segmentation of bone and cartilage structures. Knee MRI analysis as a
a recent survey [21] has demonstrated that the best segmentation accuracy on this
problem has been achieved by [8] who use a similar approach, however with the need
for explicit shape model optimization which is a highly time-consuming task. Since
the work presented in this chapter is methodologically similar, it aims at achieving
comparable accuracy with increased efficiency.

5.5.1 Materials and Methods

Development and validation of methods were performed on the 507 segmented knee
images from the OAI-ZIB dataset as provided in [8]. Furthermore, data used in the
preparation of this chapter were obtained from the Osteoarthritis Initiative (OAI)
database, which is available for public access at http://www.oai.ucsf.edu/. The
proposed workflow is comprised of four stages: Initial pre-segmentation, deep shape
fitting, local segmentation and result aggregation by ensembling. Fig. 5.21 shows
the entire process. Additionally, the method for generating corresponding landmark
points for an entire dataset from existing pixel-wise segmentations will be described
as these are required to construct the shape model.

156



5.5 Deep Shape Networks for 3D Medical Image Segmentation

Figure 5.21: Schematic of entire algorithm consisting of initial pre-segmentation,
landmark generation, local fine segmentations and ensembling of all segmentation
results. Note that 3D mask renderings in this figure are used to demonstrate the
principle of the method; the actual algorithm for segmentation and shape fitting works
entirely on the MRI images.

Registration

Segmentations based on statistical shape models require a consistent set of corre-
sponding landmarks for each image in the dataset to build the model. In many medi-
cal datasets, only pixel-wise segmentations are available which need to be transferred
to a set of landmarks first. Similar to established 2D methods, point clouds were cre-
ated by generating landmarks for a reference image and registering all images to this
image. Subsequently, applying the inverse registration warps the landmarks to each
individual image, ensuring implicit point correspondences. The reference image was
defined by first performing a multiscale affine registration of all masks and selecting
the image with highest bone mask overlap with all other images. Since separate
tibia and femur point sets are generated, the process was performed individually for
each of both bones. To account for local deformations that are not covered by affine
registration, all transformed masks were additionally registered to the reference with
a deformable three-dimensional diffeomorphic daemons registration [187].

Point Cloud and PCA Generation

For point cloud generation, 2000 points were randomly sampled on the reference
image’s both tibia and femur mask surfaces. Using the displacement data from the
deformable registration, the corresponding points on each image were defined by
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inversely transforming point coordinates from the reference to each individual image.
After obtaining consistent point clouds for all images, a statistical shape model is
built by first performing procrustes analysis on the landmarks and subsequently
applying PCA to the procrustes results. The entire registration procedure is shown
in Fig. 5.22.

Figure 5.22: Landmark generation: All images from the dataset are co-registered
to the reference. Subsequently, the landmarks sampled on the reference surface are
warped to the respective images by applying the inverse displacement obtained from
the registration.

Shape Model Initialization

To find a suitable initial bone position for shape fitting in each image, a 2D U-
net [162] is trained on individual image slices to segment the femur and tibia bones.
For training, the distance-weighted loss presented in [46] has been chosen as it
yields better accuracy than Dice and cross-entropy losses alone, therefore the U-Net
was trained with the sum of cross-entropy and the distance-weighted loss which
yielded best results. Subsequently, the segmentation provided by combining the
2D segmentation masks into a 3D segmentation volume was used as initial starting
point for the deep shape fitting. To improve GPU memory efficiency and model
precision, the volumes were cropped to contain the femur or tibia bone only before
forwarding the subvolumes to the shape fitting network.

Deep 3D Shape Fitting

For deep shape fitting, the deep shape network which performs regression of shape
model parameters has been extended to use 3D convolutions. The network consists of
a fully convolutional feature extraction stage and a PCA landmark generation stage
in which we use the predicted PCA parameters and predicted global transformation
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parameters to generate landmark locations for all bone landmarks. In detail, the
feature extraction is performed by a set of convolutions in which downsampling is
achieved by strided convolutional layers. The architecture details can be found in
Fig.5.23.

Figure 5.23: The deep shape network adapted to 3D landmark localization. The
volume is processed by a set of six convolutional layers for feature extraction and
PCA parameter generation. Subsequently, the landmark points are computed in the
PCA layer as linear combination of PCA-parametrized shapes and a global landmark
transform. The first three layers of the network consist of separated 5x5x5 convolutions
followed by a strided convolution for downsampling and an instance normalization
layer. Layers 4 and 5 consist of 3x3x3 separated convolutions. The final layer in the
extraction stage has the same number of channels as the number of PCA parameters
and global transform parameters of the shape model. Its output is directly mapped
to the inputs of the shape layer.

Identical to the 2D case, the final convolutional layer of the network uses 1 x
1-convolutions with the same number of parameters as the PCA components to be
predicted together with nine global transformation parameters (three parameters
for translation, rotation and scale each). The subsequent PCA layer composes a
set of landmarks by displacing the PCA mean with a linear combination of its
components and subsequently applying the global transformation to the result, thus
being mathematically identical to its 2D counterpart with the only difference of
mapping the model to three dimensions. Upon network initialization, the PCA
computed in Chap. 5.5.1 is loaded and the number of PCA parameters to predict
is selected. The output of the network is a list of landmark coordinates in 3D
space. This enables efficient network training by using any loss suitable for landmark
distance computation such as the L1 and L2/MSE Loss. For this work, the MSE loss
between predicted and ground truth landmark coordinates was used for training.

3D Semantic Segmentation and final result computation

After obtaining the 3D landmark positions, a fine segmentation of the cartilage us-
ing a local 3D U-Net is performed. A total of 100 3D subvolumes for femur and 30
for tibia are sampled centered at landmark positions in the cartilage regions of the
bones (the femur cartilage is much larger, hence the larger number of points) and
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subsequently merged together to a segmentation of the whole bone structure. The
landmarks are selected using distance-based non maximum suppression to ensure
equidistant spacing. Finally, result ensembling is performed by adding the class
probabilities computed by the 2D and 3D segmentations and subsequently comput-
ing the arg max for each voxel, yielding its final class label.

5.5.2 Experiments and results
All experiments were performed on the dataset described in Chap. 5.5.1. Of the
507 images, one had to be discarded due to a broken segmentation file and one
was discarded as the deformable registration did not converge. From this data, the
registration reference was defined as described in 5.5.1. To include only images with
automatically generated landmarks, the reference image was also discarded from the
evaluation. The remaining 504 images were split into a ten-fold cross validation, of
which eight folds were used for training, one fold for validation and the remaining
fold for testing.

2D U-Net

The accuracy has been compared to the methods presented in [21]. The Dice coef-
ficients of the 2D U-Net were already outperforming all methods published on OAI
data except [8], see Tab. 5.3 for details. This shows that for tasks that do not require
maximal precision, a plain U-Net approach may be sufficient.

3D Shape Fitting

To assess the landmark detection performance, both individual networks for femur
and tibia were trained as well as a variant with two parallel PCA layers to pre-
dict both structures simultaneously. The individual networks received subvolumes
defined by the 2D segmentation results while the combined network was using the
original, full MRI scan. In both cases, the input was resampled to a squared size of
88 x 88 x 88 voxels. An analysis of network performance showed that the achieved
distances within the subvolumes were similar for both single- and multi-shape fit-
ting and that the lower multi-shape precision was due to the larger rescaling factor
required to resample the shape to the full volume size instead of the size of the indi-
vidual bone bounding boxes. Since the runtime of a single shape fitting within the
whole process is neglectable (the entire shape fitting takes 0.1 seconds on a Geforce
2080 Ti), individual femur and tibia networks were used to maximize shape fitting
precision.

3D-U-Net refinement

The performance of the locally refining 3D U-Nets was assessed especially with
regard to the number of required volumes. In [8], all landmarks were used as centres
for local 3D segmentation. In contrast to this, this method focused on cartilage
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segmentation as this is the most relevant image area and the 2D U-Net already
delivered competitive results for bone segmentation. To this end, 100 points for
femur cartilage and 30 points for tibia cartilage segmentation were equidistantly
selected in the cartilage regions of both bones. Segmentation results are given in
Tab. 5.3. Quantitative tests with larger numbers of points yielded no improvement,
therefore the given numbers were used to maximize computing efficiency.

Final results

The results of the algorithm are displayed in Tab. 5.3. The algorithm is able to
achieve and in the case of tibia cartilage even slightly improve the results given
in [8]. Thanks to deep shape fitting, the method is capable of processing of the
whole MRI volume on the GPU without any need for CPU computations, making
it extremely time-efficient. With a combined overall runtime of all steps of the
method of 8 seconds on a Geforce RTX 2080 Ti, it is are able to clearly outperform
the runtime of the current reference method (9 min 32 sec on a Geforce 980 Ti [8])
with no loss in precision.

Method Femur Tibia Femur Cartilage Tibia Cartilage
2D U-Net 98.5 98.5 89.0 84.9

This method 98.5 98.5 89.9 85.9
Ambellan et al.[8] 98.6 98.5 89.9 85.6

Table 5.3: Dice similarity coefficients for the proposed method, the 2D U-Net and
the currently best performing algorithm on this dataset.

5.5.3 Discussion
Results show that the proposed method achieves at least the same accuracy as the
current reference at a substantial improvement in computation time. Furthermore,
as an auxiliary finding it could be shown that that with a high bone precision,
already the 2D U-Net trained with a distance-based loss delivers a high segmentation
accuracy with low computational and algorithmic requirements. Its high precision
coupled with the high processing speed of the deep shape network enables using it
for fast automated assessment of clinical scans as well as high-throughput analysis
of MRI databases. The method has been demonstrated on the OAI knee MRI
database, however it can be applied to any 3D segmentation of structures that can
be well described by a 3D shape model, thereby being adaptable to widespread use
for musculoskeletal and organ segmentation tasks.
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6 Summary and Outlook
The methods presented in this thesis aimed at contactless and quantitative af-
fective computing for humans and rodents. The image processing workflow pre-
sented in Chap. 2 allows thermal face analysis in mostly unconstrained recordings.
Methodologically, this has been achieved by the creation of a thermal face database
(Chap. 2.3) that allowed training of methods for face (Chap. 2.4) and landmark
detection (Chap. 2.5) and integrated into a full analysis workflow (Chap. 2.8) that
allows face frontalization and additional analysis steps. This workflow has been
validated to allow further processing with applications including analysis of res-
piratory rate (Chap. 3.1) and stress detection (Chap. 3.2). Finally, it has been
applied to a large-scale psychosocial experiment where an established scenario for
the analysis of social stress has been adapted to allow thermal recordings and it
was demonstrated that deep learning methods can distinguish between stressed and
non-stressed recordings with high accuracy (Chap. 3.3).
Distress and pain analysis in rodents has been assessed by validating deep learn-

ing methods for open field monitoring (Chap. 4.1) and subsequently developing a
set of methods for automated rodent activity recognition (Chap. 4.6) and various
additional processing steps (Chap. 4.3). Automated MGS scoring has been shown
to be possible for all scores in an offline scenario (Chap. 4.5) and for a single score
in a distributed online software (Chap. 4.4). Additionally, methods for rodent de-
tection and identification in home-cage recordings have been presented which allow
monitoring of the animals in their regular living environments (Chap. 4.2).
The methods developed for face analysis include a novel architecture for deep

shape regression which allows fitting of a shape model with an extremely high com-
putational efficiency (Chap. 5.3). Due to the general nature of this method, it has
been adapted to RGB images as well and combined with a face detection network
to allow simultaneous face and landmark detection (Chap. 5.4). Additionally, the
methods has been extended to three dimensions and applied to a computationally
highly demanding 3D MRI segmentation task, where it achieved state-of-the-art
performance with highly reduced computational requirements (Chap. 5.5).
The presented work offers several opportunities for future research. The face ana-

lysis workflow presented in Chap. 2 and 3 is an advanced set of methods which
allow large-scale thermal face analyses at high speed and with high precision. While
the methods themselves have been established in this thesis, only first real-world ex-
periments that utilize the algorithms have been conducted. Future research should
imply novel stress experiments which are then recorded with high-resolution ther-
mal cameras to further investigate the observable effects of stress in thermal facial
images. This would also allow to develop additional methods for stress assessment
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with the focus on per-image classification. While the classifiers presented in this
thesis allow very precise differentiation between stressed and non-stressed images in
pairwise comparisons, thereby demonstrating that deep methods are capable of iden-
tifying differences between these two scenarios, they are less precise in single-image
classification tasks where an image has to be assigned to a stressed or non-stressed
class. The currently existing set of recordings does not allow to conclude whether
the methods can be extended, or whether some persons possibly do not show any
noticeable change in their thermal appearance when exposed to a stressor. To fur-
ther address these questions, additional recordings which are possibly extended by
cortisol measurement as a reference should be conducted.
The research on rodent distress and pain analysis can be continued by extending

the MGS analysis workflow to a complete system similar to the presented thermal
face analysis workflow. As the project was still ongoing by the time this thesis
has been finished, several aspects were still suspect to active research. A finalized
workflow could integrate the presented methods for box detection, activity analysis
and MGS classification to allow fully automated MGS scoring from videos with no
human interaction. Once the workflow has been finished, multi-centre studies which
can be carried out within the research group could allow to assess its applicability
in real-world scenarios. The presented home cage analysis setup and algorithms
could be extended with additional cameras and a data processing pipeline to allow
automated rodent activity measurement in long-term experiments which usually last
several weeks and include a set of multiple cages. If successful, this would enable
fully contactless and automated analysis of rodent behaviour in home cages, which
in turn could allow to increase the reporting quality of the experiments while at the
same time reducing human workload and possibly the need for current specialized
behavioural experiments. If the MGS automation is successful, then additional
cameras might be added to the home cage setup which together with an extension
and adaptation of the existing algorithms could allow automated MGS assessment
in home cages without the need for dedicated MGS recordings in individual boxes.
Finally, the deep shape networks presented in this thesis could be adapted to novel

biomedical imaging scenarios. Since they can detect an arbitrary number of land-
marks in 3D images, they are conceptionally well suited for complex model-based
biomedical segmentation tasks in orthopaedic and cardiac applications. Possible fu-
ture work could investigate shape-based analysis of morphological changes of struc-
tures as a result of disease, for example changes in joint and cartilage morphology
in MRI scans of osteoarthritis patients or effects of cardiovascular diseases on the
myocardium. Since the method has been transferred from 2D to 3D and the under-
lying transformations can be extended to an even higher number of dimensions, an
application in 4D (temporal 3D) could be investigated. A possible example would
be 3D cardiac imaging, where gated recordings of cardiac cycles could be analyzed
to allow 3D+t reconstruction and analysis. Applying the method to 4D recordings
could allow modelling the cardiac cycle and identify temporal anomalies in addition
to morphological changes. Additionally, it could help addressing the low SNR which
is commonly present in gated recordings to improve segmentation accuracy over the
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entire cycle. This could be achieved by combining all volumes of a cycle into one
4D batch which is then analyzed with the 4D temporal shape model, allowing to
apply spatial and temporal constraints within the network and implicitly impose
constraints on both shape and shape change over time.
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A Appendix - State-of-the-Art
Algorithms and Evaluation Metrics

This appendix gives an overview of the existing image processing and machine learn-
ing methods used in the thesis. A large number of these applies to all subsequently
presented novel developments. Additionally, task-specific methods and literature
will be presented in the respective chapters.
Even as the work presented in this thesis focuses on a small area of computer

vision, there is a large number of algorithms involved. Tasks covered in this work,
for example facial image analysis, have been a key research area in computer vision
for decades. Therefore, a large number of methods based on different underlying
theoretical foundations has been presented over time. To add some overview and
group the approaches systematically, algorithms in the context of this thesis will be
taxonomically grouped into three main groups which are divided by the amount of
data used to modify the behaviour of the methods and how this data is processed
by the algorithms. These groups will be referred to as procedural, data-driven and
deep learning based. Note that this taxonomy only applies in the context of methods
investigated in this thesis, which evolve around classification and localization. It is
not directly applicable to other fields of image processing such as image registration,
compression or odometry which would require a different approach for grouping. The
three groups are defined as follows:

• Methods referred to as procedural are those that follow a defined, rule-based
algorithm to perform their task. These algorithms are not based on machine
learning methods and in fact many of them have been developed before current
machine learning algorithms have been proposed in the late 1990s. A large
number of early image processing algorithms falls within this category, and
while procedural algorithms play no major role in current computer vision re-
search which is clearly dominated by learning-based approaches, they are still
very widely used in industrial image processing scenarios where their down-
sides can be ignored due to extremely controlled application environments.
The earliest methods for face and facial landmark detection fall within this
category, for example [167] which dates back as early as 1972. In contrast
to the more complex, learning-based approaches which will be covered in the
next groups, procedural methods have the advantage of being entirely trans-
parent in terms of the features and computations performed, thereby making
it possible to understand exactly how landmarks are found by following the al-
gorithm step-by-step. Furthermore, they usually impose lower computational
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requirements (after all, these computations were manageable five decades ago),
thereby enabling image analysis when only very limited hardware resources are
available, for example in embedded low-energy devices. Furthermore and as
largest difference to the remaining groups, they require no training data at
all. This property is beneficial if only a limited number of images is available
which would not be sufficient for training a learning-based algorithm. Their
downside is that they impose very strict requirements on the image content
and are not robust towards image variations usually observable in real-world
images. For example, all of the algorithmic approaches for thermal face detec-
tion presented in Sec. 2.4 require a fully frontal view of the face with no in- or
out-of-plane rotations and only minimal changes in facial expression - a short-
coming which will be described and addressed in this thesis. In the context
of the work presented in this thesis, no novel purely algorithmic approaches
will be presented as it will be demonstrated in Sec. 2.4 that every single data-
driven approach clearly outperforms available algorithm driven methods for
face detection; furthermore, complex tasks such as robust, pose-invariant land-
mark detection currently cannot be solved reliably without using a data-driven
method.

• The group of data driven methods contains algorithms which do not apply a
hand-tailored set of operations to the input images to achieve their specialized
goal, but instead use training data which makes it possible to apply the same
algorithm to different problems depending on the data used. For example,
the same active shape model (ASM) algorithm can be used to detect facial
landmarks in photographs or for organ segmentation in a radiograph without
any alterations of the algorithm itself by merely changing the training and
input data. The same applies to all machine learning methods which are
trained to classify feature vectors as they can be used for numerous vision and
non-vision classification tasks without any change of the underlying algorithm.
This group is subdivided into three smaller parts:

Machine learning methods, which are general data processing algo-
rithms. Prominent examples include the support vector machine (SVM) and
random forests (RF). In their most common application, these algorithms are
used to solve a classification task by automatically learning to distinguish be-
tween at least two separable classes. This is generally achieved by training the
algorithm with a dataset of representative samples with known class labels
and using an optimization strategy to maximize the classification performance
on this dataset (See [18] for a detailed description of different machine learn-
ing and optimization methods). In computer vision, these methods – often
referred to as classifiers – are commonly used for image classification and ob-
ject detection tasks, where object detection is achieved by scanning the image
with a sliding window and classifying each window depending on whether it
contains the desired object or not.
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Feature descriptors are a group of utility algorithms often associated
with machine learning as they play a huge part in efficient image classification.
Since machine learning algorithms are designed to perform arbitrary classifica-
tion tasks, additional methods which are able to analyze the image and extract
information to form a robust representation of the image content are required.
This representation can then be used by machine learning algorithms. While
it is possible to feed an image directly into a classifier, classification results
usually improve significantly when a feature descriptor is applied to the image
and the result of the descriptor algorithm – the feature vector – is used for
classification. Feature descriptors are designed to extract and encode relevant
image information in a robust manner and are, depending on their implemen-
tation, less sensitive towards different artifacts such as brightness changes,
in-plane object rotation or image noise than plain pixel intensities. A large
number of feature descriptors with emphasis on different image properties has
been proposed, starting with basic edge filters such as the sobel filter, texture
descriptors such as linear binary patterns (LBPs) and gray level co-occurence
(GLCM) analysis and up to complex content and keypoint descriptors such
as the histogram of oriented gradients (HOG) and the scale-invariant feature
transform (SIFT). Often, a well-performing combination of a feature descrip-
tor and a classifier is referred to as a single method as both are interdependent
in a symbiotic manner. The probably most well-known example is the HOG-
SVM object detector which uses HOG features to describe areas of an image
which are subsequently classified by an SVM to return if the described area
contains the desired object.

the final group of data-driven algorithms within the focus of this thesis
are statistical models, with prominent examples being active shape mod-
els (ASM) and active appearance models (AAM). These algorithms use the
training set with a given set of numerical properties – in our case anatomical
landmark coordinates – which are statistically analyzed with a method such
as the principal component analysis (PCA) in order to define similarities and
differences between each data sample. The resulting model contains a con-
venient description of the training set samples and, if the training data is a
sufficiently representative subgroup of the population, also modeling of unseen
samples. To fit the model to an unseen image, an optimization algorithm is
applied which optimizes a cost function such as a gradient maximization in
an ASM for precisely attaching the model to object edges. Statistical mod-
els yield the advantage of requiring lower amounts of training data than deep
methods, a property which will be used to our advantage when designing deep
shape networks in Chap. 5.3.

• The third group are deep learning algorithms which are technically also a
subgroup of the data-driven family. However, they process the data differently
from the methods described above. In image processing networks, deep learn-
ing networks contain a set of convolutional layers which perform operations
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on the image data. The key difference to other machine learning methods
is that deep learning methods do not require an explicit feature extraction
step, but instead are trained directly on the image data and its corresponding
labels. This approach has a distinct advantage: Instead of systematically ana-
lyzing optimal feature/classifier combinations or designing novel hand-crafted
features, the networks inherently generate features which can be used to opti-
mally solve the target task. However, this comes at a cost: Since the networks
need to build both a feature generator and a classifier simultaneously, they of-
ten require significantly larger amounts of data to train the algorithms. This is
reflected by the size of current image classification databases which often con-
tain thousands, sometimes millions of images. However, if provided a sufficient
amount of training samples, CNNs outperform other machine learning methods
on numerous relevant tasks and are capable of solving problems which could
not be addressed before, for example generation of realistic new images simi-
lar to the training set by using generative adversarial networks (GANs) [63],
with recent GAN architectures being able to generate photorealistic human
faces [89].

Note that many well-performing methods consist of a combination of algorithms
from different groups so that they complement each other and optimally known
issues of one algorithm group are leveraged by the strengths of another. For example,
it will be demonstrated in Chap. 2.5 that the feature-based active appearance models
presented in [10], which are a combination of a statistical model and a feature
descriptor, contain an improved image description and are the only variant of active
appearance models which is capable of robust shape model fitting in thermal infrared
images while regular AAMs perform extremely poorly in that regard. Also, the
proposed deep statistical shape model that will be introduced in Chap. 5.3 combines
the robustness of active shape models in combination with a fast deep learning
architecture, resulting in fast and well-generalizable landmark detection.

A.1 Feature Descriptors
In this section, the feature descriptors used in this thesis will be introduced briefly.

Gray-Level Co-Occurence Matrix (GLCM)
Being the first widely adapted image feature descriptors, the GLCM analysis – often
referred to as Haralick Features after the author of the original publication [69] –
provide a set of image features based on image statistics and information theory.
GLCM-based analysis is still widely used in the context of medical image processing
and is the foundation of the currently popular Radiomics-based image analysis.
GLCM analysis consists of two steps: First, the GLCM is built by defining a matrix
of pixel co-occurences. In its most basic form, it is a n-by-n matrix M with n being
the number of possible pixel values (256 in the case of 8 bit images), where every
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entry M(i, j) contains the co-occurence count of pixels with value i and neighbours
with value j. In this context, the neighbour pixel l of a source pixel k is defined with a
distance parameter d and angle θ. To increase rotation invariance, commonly several
matrices with different angles (usually 0, 45, 90 and 135 degrees) are computed and
analyzed together. Usually, the matrix entries are normalized with the total entry
count to obtain a size-independent image representation.
After building the GLCM, it is analyzed by computing a set of properties. In his

original work, Haralick defined 24 of these properties. A selection of these used in
this thesis will be presented here.

• Autocorrelation: Is a means to measure texture granularity

Autocorrelation =
Ng∑
i=1

Ng∑
j=1

p(i, j)ij (A.1)

• Contrast: Measures local intensity changes; the value is higher for matrices
with large entries off the main axis.

Contrast =
Ng∑
i=1

Ng∑
j=1

(i− j)2p(i, j) (A.2)

• Joint Average: Yields the average intensity of each i-th partial distribution

JointAverage = µx =
Ng∑
i=1

Ng∑
j=1

p(i, j)i (A.3)

• Inverse Difference Moment (IDM): Used for measuring local inhomogeni-
ties

IDM =
Ng−1∑
i=1

px−y(k)
1 + k2 mit px−y(i, j) =

Ng∑
i=1

Ng∑
j=1

p(i, j) (A.4)

wobei gilt |i− j| = k für k = 0, 1, ..., Ng − 1,

• Inverse Difference (ID): Again, a measure for local inhomogenities. For
large entries, the demoninator value range remains small.

ID =
Ng−1∑
i=1

px−y(k)
1 + k

(A.5)

Local Binary Patterns (LBP)
Local binary patterns (LBP) [143] are a statistical method which can be used for
both local as well as global texture analysis. In their basic form, LBPs are computed
on a per-pixel basis by comparing the intensity of a pixel x with the intensities of its
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neighbours in an 8-neighborhood, i.e. all pixels which share at least one corner with
x, in a pre-defined order usually starting at the top left and continuing clockwise.
The result of the comparison is stored binary (hence the name) as 0 if the image
intensity I(x) is larger than the I(y) and 1 otherwise in an 8-bit feature vector.
As the LBP operation assigns an 8 bit value to each pixel, the result is a new 8
bit image with the same dimensions. For classification tasks, the intensities of the
LBP image are commonly aggregated in a histogram and the intensity distribution
within the histogram is then forwarded to a classification method. If the histogram is
normalized, then LBPs enable classification of images regardless of their size. Since
the LBP operation preserves the spatial structure of the image, LBPs can also be
used for local feature description, for example to describe locations of corners and
edges in an image. The basic LBP concept has been extended and generalized in
several ways; prominent examples include LBPs with parametrizable neighborhood
definitions regarding distance and number of neighbouring pixels, rotation-invariant
LBPs and an extension of the algorithm to 3D image analysis. An overview of
different variants can be found in [153].

Histograms of Oriented Gradients (HOG)
Introduced by Dalal and Triggs in 2005 [30], HOG is one of the most widely used
image descriptors. Unlike GLCM and LBP, it focuses on image intensity gradients
and thereby edges and corners to describe image content in a compressed manner.
To compute a HOG descriptor, the gradient directions and magnitudes of the image
are computed first. Subsequently, the image is divided into patches for which the
gradients will be grouped to preserve the spatial arrangement of the gradients. In
the following step, the gradients within each patch are organized in a histogram
to group similar gradients together and to reduce the length of the final feature
vector which is computed by concatenating all histograms in a defined manner.
As a result, the feature vector contains information on the position, direction and
intensity of image edges. The HOG descriptor has been proven to provide very
reliable object description and is therefore often paired with a classifier such as the
SVM to implement object detection algorithms. In this case, object detection is
performed by computing HOG features of image areas with a sliding window and
classifying areas into those which contain the desired objact and those which don’t.

Scale-Invariant Feature Transform (SIFT)
The original publication [127] introduces the SIFT descriptor as part of a larger
algorithm which detects salient keypoints in an image and computes their features
independent of translation, rotation and scale. In its basic form, SIFT is capable of
object detection and image registration of real-world scenes, making it widely used
for tasks such as co-registration of multiple images for image stitching together with
the RANSAC algorithm ([54]). If used for classification, SIFT features are usually
not tied to keypoints, but instead are computed over an equidistant grid (similar to
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the spatially well-defined patches of HOG) to provide a dense image description with
fixed-length feature vectors. A SIFT feature is computed by computing gradient
magnitudes and orientations in a defined region around the current grid position and
subsequently weighting them with a Gaussian centered at the grid position. Similar
to HOG, the gradients are subsequently accumulated into orientation histograms to
identify the edge directions with the highest contribution to the gradient sum. It
should be noted that this description itself is not invariant to rotation and scale;
invariance is achieved by the feature point detection which is explicitly not used if
keypoints are densely sampled over a grid. Therefore, the dense SIFT descriptor
can be used in the same manner as the HOG feature descriptor for classification.

A.2 Machine Learning
As the number of publications and algorithms in the area of machine learning is
vast, this section will only introduce main machine learning algorithms used in the
context of this thesis, namely support vector machines and random forests. For
a general overview of current machine learning methods and in-depth introduction
to their mathematical foundations, please refer to [18] which is widely regarded as
standard literature on this topic.

Support Vector Machines (SVM)
Introduced by Vapnik in 1998 [186], support vector machines can be used both for
binary classification and regression. If used for classification, they parametrize a
hyperplane in the n-dimensional feature space which aims at separating the classes
optimally. While other methods, such as the much earlier introduced linear dis-
criminant analysis (LDA) [55], follow the same approach, the SVM extends this
foundation in two distinct ways: first, the data points closest to the hyperplane
(the so called support vectors) are identified and only those contribute to the hyper-
plane definition by solving a constrained optimization using the Lagrange theorem,
resulting in a higher robustness towards the actual shape of the underlying data
point distributions. Additionally, the so called kernel trick maps the data to a
higher-dimensional space where it can be linearly separated more elegantly than in
its regular space. As a result, the final boundary between the classes may be non-
linear in its original space, thereby improving the method’s capabilities to separate
complex distributions.

Random Forests (RF)
Random Forests [22] extend the well-established concept of decision trees, which are
a well-established method for decision support, classification and regression, see [23]
for an overview. When used in machine learning, decision trees have the downside
of low robustness, thereby showing a tendency to overfit to the training data and
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to generalize weakly to unseen samples. As a solution, random forests consist of
a number of individual decision trees which each have a limited number of nodes
(decisions) that is usually lower than a single decision tree for the same problem.
Random forests gain their robustness by merging the results of each individual tree
into a final result, making them a representative of so-called ensemble methods. A
number of different approaches for constructing the trees exist, the original publica-
tion optimizes the Gini Impurity Ip at each node, with Ip defined as

Ip = 1−
J∑
i=1

p2
i , (A.6)

where J is the number of classes and i the number of samples. Random forests
have the advantage that they train significantly faster on higher-dimensional feature
spaces than support vector machines and are less heavily impacted by hyperparam-
eters, making them a good choice for out-of-the box classification.

A.3 Statistical Models
While they apply no learning algorithm, statistical models played a major role in
descriptive image analysis prior to the introduction of deep learning methods. They
can be used for generative image segmentation by fitting a model to the image con-
tent, thereby using a-priori knowledge of the structures to improve fitting robustness
and precision.

Principal Component Analysis and Statistical Shape Models
A basic statistical shape model is built by applying principal component analysis
(PCA) to the structure’s landmark coordinates. PCA is a method applicable to any
type of multidimensional covariant data to define a transformation that aligns the
coordinate system optimally with the directions of largest variance in the dataset.
A PCA is computed by first centering the data points around the origin by subtract-
ing each dimension’s mean from each data point. Subsequently, the eigenvectors of
the covariance matrix of the dataset are computed and ordered in descending or-
der according to their eigenvalues to form the transform matrix W. In most cases,
only a number of eigenvectors is used, thereby reducing the dimensions of the target
space. Since the eigenvectors with higher eigenvalues represent directions in the
dataset which show the largest variance, lower-valued eigenvectors encode less vari-
ance and can thereby usually be omitted without loss of relevant information. In
applications of PCA such as statistical shape models, eigenvectors with high eigen-
values usually correspond to relevant shape changes in the data, while lower-valued
eigenvectors contain only small changes and often noise. Therefore, only a relatively
small number of eigenvectors is kept for the shape transformation. For example, the
68-landmark face annotations which are used throughout this thesis result in 136
individual values (each point has a x- and a y-component) and the decomposition
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also results in 136 eigenvectors. However, usually only a set of 25 of these vectors
will be kept as higher numbers of components do not yield relevant information,
but instead encode noise and thereby increase the computational requirements of
optimizers. At the same time, optimizations using more components than necessary
often lead to less precise results as the large amount of components increases the
chances of optimizing towards a weak local minimum.
As a result of PCA, each data point can be described by its deviation from the
dataset’s mean. As briefly outlined above, a statistical shape model (SSM) is built
by providing a number of labeled points (often called landmarks) for a set of images
as data set and performing PCA on these; therefore a basic statistical shape model
is simply a set of landmarks processed by PCA. However, the PCAs intrinsic proper-
ties lead to very convenient data analysis and processing by emphasizing statistical
- and in the case of landmark data geometric - properties of the dataset: The trans-
form matrix W describes a coordinate transformation from the original space Rn

into an usually lower-dimensional subspace Rm,m ≤ n in which the coordinates are
ordered according to their contribution to total dataset variance. Each shape is fully
described as a vector in Rn and can be projected into Rm with some potential infor-
mation loss in a manner in which entries corresponding to higher-valued eigenvectors
have a higher contribution to the general shape variance and the shape is described
as a deviation from the mean. When analyzing real-world anatomical data, such as
orthopedic bone models, with a SSM, it can be usually found that the mean shape
describes an average bone and that manipulations of the first eigenvectors result in
anatomically plausible deformations which describe the main types of deformation
of this structure. This is caused by the fact that, changing one entry of a vector in
the lower-dimensional subspace will affect multiple entries in the original space and
vice versa, therefore the lower-dimensional embedding ensures that changes to the
entries in Rm will be mapped to statistically (and therefore anatomically) plausible
shapes. When applied to a face database, the first PCA components reflect head
pose changes – which are global displacements, thereby massively contributing to
variance in the dataset – and lower components describe fine displacements such as
movement of mouth or eyes. While statistical shape models and the active models
described in the next section are powerful methods, they always require a represen-
tative dataset of usually manually landmarked data with corresponding landmarks
to build the model.

Active Shape and Appearance Models
As an extension of statistical shape models, active shape and appearance models
(ASM and AAM) aim at not only exploring and describing an existing dataset sta-
tistically but also fitting the model to novel data, thereby enabling tasks such as
medical image segmentation and facial landmark localization. This is achieved by
defining a cost function which describes how well the current model instance fits
the target structure and adjusting the shape model’s parameters with an optimizer
until convergence is achieved. While both ASMs and AAMs rely on cost function
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optimization, the actual type of cost function used differs. ASMs rely on optimizing
the landmark positions by using a landmark-based cost function. Often, the shape
normal at the landmark coordinates is computed and the image is compared to a
target function such as a Gaussian curve or a step function along the normal using
cross correlation. Other optimization methods for ASMs rely on maximizing the
gradient along the shape, thereby attracting the shape to image edges. This results
in an efficient structure segmentation in the presence of strong edges. AAMs extend
the approach of matching image content from edges to textures by modelling the
appearance (hence the name) of the target structure in addition to its shape. To
implement appearance modelling, the model needs to be able to model the texture
as well, which is also performed by PCA – however, this time not on landmarks,
but on pixel intensities. To build an AAM, in a first step a regular SSM is built on
the data landmarks and subsequently all images of the training dataset are trans-
formed to identical landmark positions which are usually defined by the model’s
mean shape. Subsequently, the texture of the structures is transformed to the mean
shape using piecewise affine transformations. As a result, all target structures of
the dataset will be transformed to an identical shape and only differ in texture. To
build the appearance model, a PCA of the pixel intensities is computed in which
each pixel position contributes an individual dimension to the feature space, usually
resulting in feature spaces with several thousands of dimensions. After performing
PCA and a dimensionality reduction – which usually drastically reduces the number
of appearance components to less than 100 as the remaining dimensions mainly con-
tribute to noise – the appearance model is capable of generating plausible textures
by manipulation of the parameters in the PCA space. Thanks to their intrinsic tex-
ture modelling, AAMs have proven to be more robust than ASMs. However, their
optimization is much more complex. The reason is that now the parameters of two
models – the shape and the appearance model – need to be optimized. Additionally,
altering the shape affects the appearance, requiring advanced optimization strate-
gies. Numerous authors have addressed that issue, starting with the original AAM
publication [27] and continuing with [135] which introduced the inverse project-out
compositional approach, which performs optimization in the normalized image and
therefore results in much faster model fitting. Since its introduction, this algorithm
has been the default fitting method for many years. More recently, the authors of [5]
were able to define a set of generic optimization methods from which all previously
published and several novel methods can be derived. This publication is the most
comprehensive on AAM optimization theory.

A.4 Neural Networks and Deep Learning
While the basic foundations and theoretical principles of neural networks, deep
learning and convolutional neural networks outdate SVMs and RFs, research in this
field has not gained momentum in the beginning and has highly accelerated in the
previous decade. This is mostly caused by advances in computing hardware which
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is only recently capable of performing the vast amount of computations required to
train large neural networks within reasonable time. Neural networks with several
layers of hidden neurons – so-called deep neural networks – and more specifically
convolutional neural networks will be in focus of a large portion of the contributions
of this thesis. This section will give a brief overview of relevant algorithms and
definitions. Several aspects such as different optimization algorithms, regularization
and normalization will not be covered for the sake of brevity and as they will not
be in focus of this thesis; please refer to [62] for a comprehensive overview.

The Perceptron and Basic Neural Networks

Basic neural networks are comprised of a number of elementar units, the percep-
trons [163], which are often referred to as artificial neurons. Inspired by real-life
neurons, a perceptron has a number of real-valued inputs xi and a set of internal
corresponding weights wi with which the inputs are multiplied. The sum of the
weighted inputs is then forwarded to an activation function φ which defines the final
output of the perceptron (Fig. A.1). In the simplest case, the activation function is
a step function which is 1 for inputs larger than 0 and 0 otherwise. However, for
training networks with a gradient-based optimization method or training deep net-
works which contain several connected hidden layers and require backpropagation
training (see below), the activation function must be differentiable and provide a
nonzero gradient. Common basic activation functions in deep learning are the recti-
fied linear unit (ReLU) which maps the output o to o = max(n, 0) and the sigmoid
function o = (1 + e−n)−1 which has a simular effect as the step function, however
is fully differentiable and always produces a nonzero gradient. Additionally, often a
so-called bias b is added to the multiplication result before applying the activation
function to adjust the sensitivity of the neuron by adding an inherent offset. The
output o of the perceptron can then be mathematically described by

o = φ(
∑
i

wi · xi + b). (A.7)

When training a neural network, the weights wi are adjusted with an optimization
method. In deep learning, the optimization criterion is referred to as loss function.
Neural networks consist of an input layer, an output layer which represents the

computation result and a minimum of one hidden layers of perceptrons which are
neither input or output, i.e. not directly accessible from the outside. Per definition,
a network is called deep if it contains more than one hidden layer. In deep networks,
perceptrons are ordered in layers in which every neuron from a layer has with con-
nections to every neuron in the succeeding layer. Due to this nature, these layers
are referred to as fully connected or dense layers.
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Figure A.1: A single perceptron with inputs xi, bias b, output n and activation
function φ. As neurons are commonly used in larget groups, each neuron is denoted
with an index j.

Convolutional Neural Networks
If the first layer of a fully connected deep network has m neurons and the successor
n neurons, then m · n connections are required. In practice, hidden fully connected
layers have thousands of neurons and therefore millions of connections. Training such
networks requires large amounts of time and data. Additionally, semantic image
information is hard to retain when using fully connected layers. An elegant way
of addressing this issue are convolutional networks (CNNs), which were motivated
by [57] [121] and first presented in their current form in [122]. In these networks,
convolutional kernels are applied to an input image. The result of the operation is
a new image which has been filtered with the kernel. As the same kernel is applied
to the entire image with a sliding window operation, only the kernel parameters
need to be learned regardless of the input image size, which drastically reduces the
number of required weights. The convolutional operation can be described as

I∗(x, y) =
bn2 c∑

i=−bn2 c

bn2 c∑
j=−bn2 c

I(x+ i, y + j) · k(i, j), (A.8)

with I∗(x, y) being the output image, I(x, y) the input, k(i, j) the convolution
kernel and n the kernel size (kernels are quadratic matrices with n× n entries).
Together with pooling layers which lower the resolution of output images by down-

sampling before forwarding them to the lower layers, convolutional networks are
able to efficiently learn semantic information within the images. Often, a fixed set
of convolutional operations together with pooling layers is referred to as the feature
extraction stage of the network. If constraining the input image size to a fixed size
for all images, then the dimensions of the final output image can be calculated in
advance. These known dimensions can then be reshaped to a one-dimensional vec-
tor of fixed length and forwarded as feature vector to a classifier such as a SVM
or a regular fully connected neural network and used for training towards tasks
such as classification or regression. In fact, most of the currently used CNN ar-
chitectures starting with the original publication [122] and including several widely
adapted networks such as the VGG architecture [174] and the ResNet [73] consist of
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a convolutional feature extraction stage and a fully connected classification stage.
Networks which use only convolutional operations and contain no dense layers are

referred to as fully convolutional networks. They have the advantage of containing
much fewer parameters than networks with fully connected layers – for example, the
VGG16 network contains 138 million parameters, 123 of which are in the final fully
connected layers and only 15 in all convolutional layers – while at the same time
storing highly condensed semantic image information in their lower layers. One of
the most widespread used fully convolutional networks is the U-Net [162], which
is an established state-of-the-art method in biomedical image segmentation. In its
original form (five layers with channel sizes of 32, 64, 128, 256 and 512), the U-Net
contains fewer than 8 million parameters [80].

Network Training - Loss Functions and Backpropagation
To train a deep neural network, the output is compared to the ground truth with
a differentiable cost function – the loss function – and the result is used to update
the network weights with the backpropagation method. Both terms will be briefly
explained in this section.
Loss functions compare the distance between the current network output and the

desired outcome which is given by the ground truth. In the context of this thesis, the
perfect desired result will always be known, therefore the methods are categorized
as supervised. It is possible to train networks on data with only partially known
labels (semi-supervised) or no given labels at all (unsupervised). However, methods
which require one of these approaches will not be covered here.
As neural networks can be trained for various tasks, a large number of supervised

loss functions exists for different training goals. Almost identical network structures
can be trained for different tasks by switching the loss function. An example will be
given in Chap. 2.7, where a network for facial landmark detection will be adjusted to
recognize facial expressions merely by changing the loss from a L1 landmark distance
loss to a cross entropy classification loss (both will be explained below) and adjusting
the number of final output neurons from the number of landmarks to the number of
different facial expressions. Furthermore, the performance of a network on a given
problem is strongly dependent on the loss function, with loss functions which better
suit the problem often giving better results. An example from this thesis can be
seen in Chap. 4.2, where an existing architecture for general landmark detection
will be extended with an additional layer for computing the argmax within the
network that subsequently can be trained with an L1 loss which shows significantly
better localization performance than the cross entropy loss used in the original
architecture. At the same time, loss functions can be often universally applied across
different network types and require no or only minimal changes to the underlying
network architectures, making research and development of specialized loss functions
less time-consuming than the often programming-intensive development of novel
architectures.
In this thesis, the main goals of the networks are regression for landmark detection

179



A Appendix - State-of-the-Art Algorithms and Evaluation Metrics

and different classification tasks. Regression and classification are the most common
tasks in computer vision, therefore a number of well-established loss functions for
these problems exist. For regression tasks, the most common losses are the L1 or
mean absolute error (MAE)loss, defined as

MAE =
∑n
i=1 |yi − y

p
i |

n
. (A.9)

Where n is the number of samples (for example, in the landmark detection case the
68 landmarks), y the ground truth value and yp the prediction. Similarly, the L2 or
mean squared error (MSE) loss is defined as

MSE =
∑n
i=1 (yi − ypi )

2

n
(A.10)

with the same variables. The key differences between both are the behaviour for
outliers which have a much higher impact on the MSE loss due to the quadratic
distance and the behaviour for distances smaller than 1, for which the MAE loss is
more sensitive. Several other loss functions for regression problems which aim at
leveraging shortcomings of MAE and MSE losses have been introduced, for exam-
ple the log-cosh-loss and the Huber loss [79] which is essentially an interval-based
combination of MSE and MAE loss. However, they will not be used in the context
of this thesis.
For classification, the most widely used loss is the categorical cross-entropy (CE)

or log loss, defined as

−
M∑
c=1

yo,c log (po,c) , (A.11)

whereM is the number of classes, y is a binary indicator (1 for the currently correct
class an 0 for the others) and po,c the network output, interpreted as probability that
observation o is of class c. In a binary two-class classification, the cross entropy can
be written as binary cross entropy (BCE), defined as −(y log(p)+(1−y) log(1−p)).
Note that the CE losses require inputs in the range (0, 1), therefore requiring and
activation function such as the sigmoid or softmax function to ensure the correct
input interval.
To adjust the weights of all layers after loss computation, the gradient of the loss

function is computed with regard to every weight in the network which requires
using the chain rule. This method, known as error backpropagation [164], is the
currently dominant method for neural network training. To perform a backpropa-
gation update, an input with a known ground truth is fed into the network and the
resulting error between the output and the ground truth is computed. Subsequently,
the error is propagated backwards through the network and every weight is updated
according to

w̃i,j = wi,j + ∆wi,j = wi,j + η · δE
δwi,j

, (A.12)
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where δE/δwi,j is the derivative of the loss function w.r.t. to the current weight,
w̃i,j is the new weight, wi,j the current weight and η the learning rate which is a
user-defined parameter to adjust the training speed of the network.

A.5 Validation Metrics and Visualizations
Across this thesis, different metrics and display methods will be used to present
results. This section will introduce the most relevant of the applied methods.

Confusion Matrix
Confusion matrices are used to visualize the performance of classification algorithms.
It visualizes the true classes of the samples in a dataset in its rows and the classes
which have been identified by the algorithm in its columns. As the order of classes
is identical for both rows and columns, correct classifications are located on the
main diagonal and false classifications in the remaining entries of the matrix. This
allows for fast computation of key classifier properties, for example the true positive
rate can be computed by dividing the spur of the matrix by its grand sum. In the
general case, these classes are not aligned on an ordinal scale and distances between
classes cannot be measured. Therefore, the confusion matrix can be used to com-
pute key properties of the classification or quickly identify classes which are often
misclassified by the algorithm, however additional problem-specific analyzes might
be necessary for individual algorithms.
The confusion matrix can be given in a normalized manner where the sum of all
elements in each row is normalized to 1 or an un-normalized manner where the num-
ber of samples is given in each entry. The normalized method is most commonly
used both in literature and in this thesis as it allows comparison across different
methods and datasets and the entries can be directly interpreted as percentages.
However, it does not contain information on the class distribution any more. This
might become relevant for datasets with highly imbalanced data, i.e. certain classes
being more often represented in the dataset than others. For example, the auto-
mated MGS algorithm presented in Chap. 4.5 is applied to a dataset with a highly
imbalanced class distribution. The normalized confusion matrix shown as sample in
Fig. A.2 shows that all images with a value of 9 are misclassified. However, only the
un-normalized matrix on the right gives detail on the actual number of samples and
reveals that only 1 sample of the entire test dataset has a total average MGS of 9.

Cumulative Error Plot
The cumulative error plot is used to display quantitative results of keypoint detection
algorithms and interprets them as a cumulative distribution function. Cumulative
error plots are a very common method for displaying keypoint detector performance
as several key properties of the algorithm can be derived from the plot. On its
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Figure A.2: Example confusion matrices taken from the MGS experiments in
Chap. 4.5. The left figure is a normalized, the right figure an un-normalized ma-
trix of the same experiment.

x-axis, it contains an error metric which denotes the distance between the ground
truth position and the detecected position of a landmark or set of landmarks in the
image. While different metrics exist and will be presented later in this section, they
all have in common that lower values represent a higher precision with 0 being an
optimal result. Percentages of samples, usually noted as a proportion between 0 and
1, are denoted on the y-axis. To construct the plot, the error metric is computed for
each sample and the results are ordered in ascending order, resulting in a monotonic
increasing curve. This results in a plot with the number of samples on the x-axis
and the achieved errors on the y-axis. Flipping the axes and normalizing the new
y-axis with the number of samples to 1 results in the final cumulative error plot. It is
interpreted by matching each error value on the x-axis with a proportion of samples
on the y-axis, i.e. identifying the proportion of samples xi which is localized with
an error of xi or less.
Usually, the x-axis of the plot is capped at a certain value. In many samples in
this thesis, this happens at an error value above 0.1. Samples with an error higher
than this threshold are considered failed cases, i.e. although the keypoint detector
returned results, these are too far away from the ground truth to be considered as
valid detections and therefore the results are invalid. While this number is commonly
not reported, it can be derived from the plot and gives insight into the robustness
of the analyzed methods. Figure A.3 shows an example of a cumulative error plot
that compares three keypoint detection methods. In the figure, detector A shows
the highest precision for a part of the test samples, however lacks robustness and
has many samples above the cut-off threshold. Detector B has a high robustness
as the error is below the threshold for all samples, however it has a lower precision
than the other methods. The performance of detector C is between both A and B,
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displaying both steady precision as well robustness. Based on this validation, the
suitable method can be chosen based on application requirements. Note that none
of the methods achieves a high precision in the very low error range (here below
0.02). This can be attributed to the fact that the manual ground truth itself is
slightly noisy and manual keypoints also slightly vary in their positioning between
individual images.

Figure A.3: A sample cumulative distribution plot of three facial keypoint detectors.

In this work, different error metrics will be applied to compute the actual error.
These are:

• The Normalized point-to-point error, which is the root mean squared
distance in pixels between each horizontal and vertical fitted landmark position
xn,f , yn,f and its corresponding ground truth landmark xn,g, yn,g, accumulated
across all N landmarks in the image and normalized by the mean of face
width wi and height hi which are the x and y distances between the outermost
landmarks in the image:

Ei = Ni

√√√√∑N
n=1

[
(xn,f − xn,g)2 + (yn,f − yn,g)2

]
2N (A.13)

with
Ni =

(
1

1
2 ( wi + hi)

)
. (A.14)

In this thesis, the normalized point-to-point error is the most common metric
used to describe algorithm performance and is the default metric unless stated
otherwise.
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• The inter-ocular distance which is also the normalized root mean squared
error of the landmark coordinates, however the normalization term is the eu-
clidean distance between the two outer eye corners. As the inter-ocular dis-
tance is strongly dependent on the face pose and its values may become very
large in the case of profile views where the eyes in the image are very closely
together, the normalized point-to-point error is the preferred metric in this the-
sis. However, many recent state-of-the-art publications in the visual domain
have shifted to reporting the inter-ocular distance instead of the normalized
point-to-point error. Therefore, in cases where the algorithms presented in
this thesis will be quantitatively compared to literature values which are given
as inter-ocluar distances, this metric will be used for better comparison. Note
that since both metrics use different properties of the face for normalization
there is no way of transferring one into the other without precise knowledge
of the dataset.

• The euclidean distance is used in cases in which only one keypoint is de-
tected and no further normalization is applied. In this case, the error is the
euclidean distance or L2-norm between the detected keypoint and the ground
truth in pixels.

A.6 Thermal Imaging
This section will outline the basic physical background of thermal imaging and
briefly describe the most relevant infrared spectra.

Infrared Spectra
The infrared spectrum is a subband of the electromagnetic spectrum which starts
as soon as wavelengths become too long to be detected by the human eye (hence
the name infrared as red wavelengths are the lowest frequencies the human eye can
detect), starting with wavelengths of about 750 nm and ranging up to 14 µm. The
infrared subband is further divided into different smaller spectra with different prop-
erties. Of the subbands, near infrared (NIR) is the smallest, starting immediately at
the end of the visible spectrum and ending at 1 µm. This spectrum can be detected
by Si- or GaAs-based CCD and CMOS sensor chips. In fact, the silicone-based
CMOS sensors used in regular RGB cameras are sensitive to NIR which is usually
filtered physically to acieve a sensitivity closer to human vision. The NIR spectrum
(750 - 1400 nm) is commonly used in industrial imaging and in pulse oximetry to
measure blood oxygen saturation. Wavelengths between 1.4 and 2.5 µm form the
short-wave infrared (SWIR) spectrum, which is commonly analyzed using InGaAs
sensors. SWIR is used for various industrial inspection tasks and also some laser-
based data transfer applications. Mid-wave infrared (MWIR, 3-5 µm) and long-wave
infrared (LWIR, 8-14 µm) are the thermal subbands, often referred to as thermal in-
frared. In these wavelengths, heat radiation can be detected. Note the gaps between
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the different spectra; these are wavelengths with high atmospheric absorption which
are not used in imaging modalities. The window between 5 and 8 µm for example
is not used for measurements as the atmospheric absorption in this band is strong
and would alter measurements. Currently, the most widely used thermal imaging
sensor type is the microbolometer which is an array of resistors that change their
electric resistance when exposed to thermal radiation, thereby making temperature
measurements possible.
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