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ABSTRACT

Face alignment is commonly solved by utilizing a shape rep-
resentation which is either implicitly learned as in current
deep architectures or explicitly given as in active shape mod-
els and their derivatives. In this work, we present a method
for integrating explicit statistical shape priors into a deep con-
volutional network by introducing a novel layer which al-
lows using statistical PCA-based models directly in the net-
work, resulting in a highly efficient deep face alignment archi-
tecture capable of performing landmark detection with sev-
eral hundreds of frames per second on consumer hardware.
In addition to introducing the core algorithm, we also intro-
duce and discuss extensions for improving fitting precision.
We validate the performance of all methods quantitatively on
the 300W dataset, where we achieve state-of-the-art precision
while requiring only a fraction of the runtime of most com-
peting methods.

Index Terms— Face Alignment, Facial Landmark Detec-
tion, Shape Regression

1. INTRODUCTION AND PREVIOUS WORK

Current state-of-the-art methods for deep face alignment usu-
ally rely on building an implicit face representation which is
often supported by internal heatmap generation. Prominent
examples include stacked hourglass networks [1], deep align-
ment models (DAN) [2] or architectures using the heatmap
wing loss [3]. On the other hand, many non-deep methods
for facial alignment rely on a statistical representation of the
landmarks which is commonly provided by performing a
principal component analysis (PCA) on a set of faces. Sub-
sequently, face alignment is performed by solving the gener-
ative problem of finding optimal PCA parameters to model
the shape of the currently analyzed face. Prominent examples
include active appearance models (AAMs) and various exten-
sions of the original algorithm [4][5] and regression-based
methods such as the supervised gradient descent method
(SGD) [6]. While these approaches usually do not achieve
the precision of the best deep learning methods, they yield
the advantage of requiring lower amounts of training data
and providing an inherent holistic robustness thanks to their
underlying statistical shape models, making them invariant

towards at least partial occlusions. The downside of model-

Fig. 1: Sample results using the 300W benchmark set. All
fittings were performed at 430 fps on a Geforce RTX 2080Ti
GPU.

based methods is their algorithmic approach which in most
cases includes iterative optimization of model parameters.
To address this issue, several attempts have been proposed
to use machine learning methods for implicit regression of
shape parameters. The most successful method so far uses an
ensemble of regression trees to allow high-speed landmark
alignment by predicting shape model parameters in a single
pass. In the same manner, deep convolutional networks have
been used for parameter regression by training a CNN to pre-
dict PCA parameters of an existing shape model. However,
the model is not part of the network, therefore this method
does not allow direct landmark regression. In our work, we
therefore extend the aforementioned approach methodolog-
ically by introducing a PCA layer that allows regression of
PCA parameters and implicit landmark regression in a single
CNN. Additionally, we demonstrate the versatility of our ap-
proach by extending it with different architectural extensions
which further improve fitting precision. Subsequently, we
perform an analysis of the method performance and prove
that including explicit a-priori shape knowledge in the net-
work allows very fast facial alignment that outperforms most
current deep methods in terms of computational efficiency
while delivering state-of-the-art precision.

All code and pre-trained networks are freely available for
research purposes.1

1github link will be added here.



Fig. 2: Schematic of our proposed core algorithm, the deep shape network (DSN); The input image is processed by a fully
convolutional network (FCN) to extract local shape parameters and a global transform. The PCA layer models the face using
the shape parameters and subsequently transforms the face landmarks into the global coordinate frame. A detailed overview of
the FCN layer structure can be found in Tab. 1.

2. MATERIALS AND METHODS

In this section we describe how our methods address feature
extraction and shape-constrained landmark regression. Sub-
sequently, we introduce two methods for improving fitting
performance.

2.1. Feature Extraction

The first stage of our proposed deep shape network (DSN) is
a set of convolutional layers for feature extraction. Its goal
is the analysis of the input image and generation of weights
for the subsequent PCA-based modeling. To maximize com-
putational efficiency, we propose a lightweight fully convolu-
tional architecture with a fixed input size of 224 x 224 pixels.
This is the default input image size for many current archi-
tectures and has been chosen to allow including the network
as landmark regression stage in other architectures. To lower
the number of parameters and speed up performance, we use
separated convolutions with (3× 1) kernels in x and y direc-
tion instead of traditional (3 × 3) kernels. Additionally, we
apply strided convolutions instead of pooling operations for
downsampling to further improve runtime performance. The
architecture is designed to gradually reduce the feature map
size until it is mapped to a dimension of (1× 1× (m+ n)) in
the final convolutional layer, where n is the number of PCA
components in the chosen model and m the number of global
transform parameters (see following section for details). The
full architecture is shown in Tab. 1.

2.2. PCA Layer with Explicit Homogeneous Transform

Similar to traditional optimization-based statistical shape
models, our proposed PCA layer allows generative facial
alignment of the shape vector s with k individual landmarks
which is expressed as

s = (x1, . . . , xk, y1, . . . , yk)
T (1)

by computing a linear combination of a facial mean shape and
a set of displacement vectors. When using the default annota-
tion scheme from common face databases with 68 landmarks,

the face landmark vector s contains a total of 136 entries. The
model’s mean shape s0 and individual PCA components si
are computed offline by performing PCA on the training set
landmarks before starting the training. The generated model
is then loaded into the layer during network initialization.
The layer itself performs landmark computation by weight-
ing each of the model components si with a weight λi and
combining the weighted components linearly with the mean
shape:

s = s0 +

n∑
i=1

λisi. (2)

As the PCA allows only a local shape generation and does not
cover global transforms, the layer additionally implements re-
gression of a global landmark transform lTg from local coor-
dinates l to the global coordinate frame g by including param-
eters for rotation, translation and scale. The final landmark
coordinates sg are then computed by applying the transform
to the shape vector:

sg =l Tgs (3)

Using an explicit global transform instead of covering the en-
tire range of displacements exclusively with the PCA allows
normalizing the PCA with regard to position, scale and ori-
entation and therefore results in an elegant way of describing
the shape while at the same time ensuring that only local dis-
placements are handled by the PCA parameters. We were able
to show in preliminary experiments that this approach is not
only mathematically more convincing than handling both lo-
cal and global displacements simultaneously by using a non-
normalized PCA, but also results in an improved fitting preci-
sion.

Note that the layer design which works with PCA parame-
ter weights as input and the transformed PCA result as output
is highly generic and allows using the layer not only for face
alignment but generally for any regression task involving a
PCA.



Fig. 3: Adding spatial transformers (STNs): The STN performs an initial face normalization before forwarding the image to
our deep shape network (DSN) described in Fig. 2. After fitting, the result is transformed back to its original coordinate system
by applying the inverse of the affine transform computed by the STN.

2.3. Network Training

In contrast to heatmap-based approaches which often rely on
specialized loss functions or image-to-image comparisons on
the heatmaps, our architecture allows immediate end-to-end
training by minimizing the distance between the predicted
and the target landmark coordinates. This enables using effi-
cient component-wise loss functions such asL1 andL2 norms
or the mean squared error (MSE) of landmark distances. Ad-
ditionally we optimize directly towards the main validation
criterion - the landmark distance - instead of minimizing
heatmap differences which only subsequently lead to land-
mark coordinates, thereby additionally improving training
performance. In our work, we used the L1 loss for training,
see Sec.3 for details on the training process and parameters
used. Example results of the basic DSN method on the 300W
dataset are shown in Fig.1.

Fig. 4: Cascaded deep shape networks: After a first pass with
a DSN, we normalize the input image and forward smaller
crops around specific landmark groups to a second stage of
local DSNs with specialized PCAs. After obtaining all re-
sults, we combine all individual landmark groups into a final
image and transform it back into the global coordinate frame.
Note that we do not re-fit the face outline as intial experiments
had shown that the face outline precision does not improve by
using it in a second stage.

2.4. Improving Precision with Cascaded Shape Networks

While the architecture described above already allows highly
efficient landmark detection, we evaluated two extensions of
the algorithm that both evolve around more complex architec-
tures, thereby trading run time for precision. Our first exten-
sion aims at minimizing the limitations imposed by a single
global shape model. Since complex facial expressions may
require local displacements which are not well covered by the
global PCA, using a single global PCA prior may lower fit-
ting performance on unseen faces. To address this shortcom-
ing, we extended our initial network with a second stage con-
sisting of multiple individual sub-networks and therefore also
individual PCAs for distinct landmark groups divided into
mouth, eyes and eyebrows (left/right individually) and nose.
After obtaining the fitting result from the original PCA layer,
crops containing each detected landmark group are extracted
from the original input image and fed into the networks of
the second stage which perform a second local PCA fitting of
the individual groups. Since we can assess the face’s in-plane
rotation using the result of the first stage, we additionally nor-
malize the rotation of the input face to a horizontal view. This
tweak allows lowering the complexity of the fitting task of the
second stage networks as no correction of the in-plane rota-
tion needs to be performed in the individual branches. The
second stage’s PCAs are also rotation normalized, to address
for minor normalization inaccuracies we augmented the train-
ing data with a slight rotation of ± 20◦ and an offset of up to
10 pixels. The entire cascade architecture is shown in Fig.4.

2.5. Improving Precision with Spatial Transformers

Another method for addressing in-plane rotation is the use of
a spatial transformer network (STN) to compute a normaliz-
ing affine transformation of the input image. Conceptually
similar to our approach described in 2.2 in which we sep-
arated local and global parameters, this method also aims
at eliminating global landmark displacements before per-
forming PCA fitting. Affine normalization drastically lowers
the variance in the input data, especially regarding rotation.
Methodologically, the STN receives a 224 x 224 image as
input and returns a normalized image with the same size,



Table 1: Configuration of our feature extraction network for (224 × 224)3 pixels-sized inputs

Layer Type Input Size (HxWxC) Kernel Size (HxW) Stride (HxW) Activation Output Size (HxWxC)
2D Convolution 224x224x1 7x1 1x1 ReLU 218x224x64
2D Convolution 218x224x64 1x7 1x1 ReLU 218x218x64
2D Convolution 218x218x64 7x7 2x2 ReLU 106x106x128

Instance Normalization 106x106x128 - - - 106x106x128

2D Convolution 106x106x128 7x1 1x1 ReLU 100x106x128
2D Convolution 100x106x128 1x7 1x1 ReLU 100x100x128
2D Convolution 100x100x128 7x7 2x2 ReLU 47x47x256

Instance Normalization 47x47x256 - - - 47x47x256

2D Convolution 47x47x256 5x1 1x1 ReLU 43x47x256
2D Convolution 43x47x256 1x5 1x1 ReLU 43x43x256
2D Convolution 43x43x256 5x5 2x2 ReLU 20x20x256

Instance Normalization 20x20x256 - - - 20x20x256

2D Convolution 20x20x256 5x1 1x1 ReLU 16x20x256
2D Convolution 16x20x256 1x5 1x1 ReLU 16x16x256
2D Convolution 16x16x256 5x5 2x2 ReLU 6x6x128

Instance Normalization 6x6x128 - - - 6x6x128

2D Convolution 6x6x128 3x1 1x1 ReLU 4x6x128
2D Convolution 4x6x128 1x3 1x1 ReLU 4x4x128
2D Convolution 4x4x128 3x1 1x1 ReLU 2x4x128
2D Convolution 2x4x128 1x3 1x1 ReLU 2x2x128

2D Convolution 2x2x128 2x2 1x1 ReLU 1x1x #parameters
Shape-Layer 1x1x #parameters - - - #points x #dimensions

allowing it to be forwarded to the original face alignment
network. The backbone of our STN consists of a VGG16 ar-
chitecture for predicting the affine transform parameters. We
compute the target transformation for training by normalizing
the rotation, distance and position of the eye centres of the
training images and perform backpropagation of the L1 norm
between predicted and ground truth transformations. This
way, the normalization stage can be trained independently of
the landmark detection network. To apply the transform for
face alignment, we use a grid sampling layer which utilizes
the computed parameters to normalize the input image. The
transformed image is then fed into the alignment DSN de-
scribed in 2.1 and 2.2. Since a large portion of the global
displacement can now be eliminated by the STN, we re-
trained the alignment network with normalized images and
augmented the input data by slightly altering the affine pa-
rameters to increase robustness. After both stages had been
trained individually and training had converged, we per-
formed a combined end-to-end training of the entire network
to maximize the alignment performance. A schematic of the
entire STN-based architecture is displayed in Fig.3.

3. EXPERIMENTS AND RESULTS

For comparative results, we validated our methods on the
widely used 300W dataset which is split into a common sub-

set with 554 images which are the combined HELEN and
LFPW test samples and a challenging subset comprised of
the 135 images from the ibug dataset.

Table 2: Inter-ocular distances and runtimes (where given) on
300W. Our three methods are presented at the bottom.

Method inter ocular distance Speed [ms]
Comm. Chall. Full

PIFA-CDN [7] 5.43 9.88 6.30 230
RDR [8] 5.03 8.95 5.80 31
TSR [9] 4.36 7.56 4.99 12
PCD-CNN [10] 3.67 7.62 4.44 50
SAN [11] 3.34 6.60 3.98 343
CPM [12] 3.39 8.14 4.36 n/a
DAN [2] 3.19 5.24 4.59 22
LAB [13] 2.98 5.19 3.49 60
PFLD [14] 3.03 5.15 3.45 1.2
AFS [15] 2.89 5.23 3.35 13
DSN 3.66 6.74 4.26 2.3
DSN+STN 3.43 6.41 4.01 11
DSN-Cascade 3.00 5.95 3.58 14

The PCA was built using the training sets of the HELEN
and LFPW datasets (ibug as benchmark dataset provides test
cases only) which were also used for network training. We



used the first 25 PCA components for the PCA layer and four
global transform parameters - translation in x and y direction,
global scale and global rotation values. During training of
the basic deep shape network (DSN), we performed data aug-
mentation by adding a random rotation of up to ±90◦ degrees
and a random ±30 pixel shift of the input face’s bounding
box. Training of all methods was performed for 400 epochs
using the Ranger optimizer and a L1 loss on the landmark
coordinates with a learning rate of 10−5, which was reduced
systematically using cosine annealing in the last 50 epochs.

The spatial transformer variant (DSN+STN) was trained
with a VGG16-based STN; as described in Sec. 2.5 both
approaches were trained individually and subsequently com-
bined for a final end-to-end training run. Despite the STN as
main method for global alignment, we still used the global
transformation in the DSN part of our network to allow cor-
recting imperfections of the STN fitting. Since we expect a
smaller global misalignment, we used a 10 degree rotation
augmentation and a 5% dropout in the DSN.

For the cascade (DSN-Cascade), we trained individual
networks for the entire face and subsequently for improve-
ment of landmark positions for eyes (individual networks for
left and right eye), mouth and nose. We used no cascaded
network for the chin as we were able to demonstrate in an
ablation study that the landmark positions of the chin are
not improved by additional local PCA fitting. Additionally,
we reduced the number of feature channels in all layers for
all networks of this method to 30% of the originals given in
Tab. 1 as the ablation study had also shown that the networks
still keep their precision when used with this lower number
of channels in a cascaded approach. To increase robustness
of the local PCA subnetworks against imperfections of the
global fitting, we augmented their input during training with
a random rotation of up to 20 degrees and a shift of up to 10
pixels.

Fig. 5: Results of our methods on the common subset of
300W.

Results for the common and challenging subsets are

Fig. 6: Results of our methods on the challenging subset of
300W.

shown in Fig. 5 and 6 respectively. The mean precision
of our methods together with results from several other repre-
sentative current algorithms are shown in Tab. 2. Our methods
yield highly competitive results, yet they do not achieve the
precision of the best currently published algorithms. How-
ever, we clearly outperform most competitors in terms of
computational efficiency especially with the pure DSN, with
only PFLD [14] achieving a slightly better runtime perfor-
mance. It should be noted that the numbers given are taken
from the original papers of which some date back to 2017,
making direct runtime comparisons difficult due to different
hardware setups. However, even when assuming that the pro-
cessing power of the used GPU hardware roughly doubled in
the past three years and some of the older approaches would
perform much faster on current hardware, the majority of
currently available methods would still achieve less than 100
fps.

4. DISCUSSION

Validation results indicate that including a shape prior in the
CNN allows extremely fast regression of a shape model. Ad-
ditionally, we were able to show that our proposed architec-
ture can be easily extended with further methods for improv-
ing fitting precision by whole-image orientation normaliza-
tion or additional local shapes while still retaining real time
performance. While we achieve highly competitive results re-
garding processing speed, several current heatmap-based ap-
proaches still outperform our algorithms in terms of fitting
precision. We believe that in our case the shape model is
the limiting factor. While allowing extremely fast fitting with
limited amounts of training data, all landmark positions need
to be describable by the shape model. In cases with extreme
head poses and facial expressions, the model may actually
not be able to fully describe the landmark positions. On a



side note, shape-based methods are well known for requiring
less training data than non-shape approaches. While access to
sufficient training data is not an issue for face alignment prob-
lems thanks to large high-quality databases, it might be worth
analyzing the performance of our method for biomedical im-
age analysis where image databases often contain a fraction
of the images available for face alignment.

5. CONCLUSION AND OUTLOOK

In this work, we presented a method for high-speed face
alignment with a custom PCA layer and an efficient fully
convolutional feature extraction backbone. Additionally, we
demonstrated how additional extensions of our proposed ar-
chitecture can further improve fitting precision. Quantitative
evaluation of our algorithms has shown that our methods
achieve state-of-the-art results on challenging real-world
datasets while outperforming most competitors in terms of
computational efficiency.

In future work, we will focus on improving precision and
robustness by evolving the architecture to allow using the
shape prior as a soft constraint rather than the currently imple-
mented hard shape constraints. Additionally, we will investi-
gate the use of our method for landmark detection in biomed-
ical data as medical image analysis is a key application for
shape-based landmark detection and segmentation methods.

6. REFERENCES

[1] Jing Yang, Qingshan Liu, and Kaihua Zhang, “Stacked
hourglass network for robust facial landmark localisa-
tion,” in Proceedings of the IEEE Conference on Com-
puter Vision and Pattern Recognition Workshops, 2017,
pp. 79–87.

[2] Marek Kowalski, Jacek Naruniec, and Tomasz Trzcin-
ski, “Deep alignment network: A convolutional neural
network for robust face alignment,” in Proceedings of
the IEEE Conference on Computer Vision and Pattern
Recognition Workshops, 2017, pp. 88–97.

[3] Zhen-Hua Feng, Josef Kittler, Muhammad Awais, Pa-
trik Huber, and Xiao-Jun Wu, “Wing loss for robust
facial landmark localisation with convolutional neural
networks,” in Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition, 2018, pp.
2235–2245.

[4] Iain Matthews and Simon Baker, “Active appearance
models revisited,” International journal of computer vi-
sion, vol. 60, no. 2, pp. 135–164, 2004.

[5] Epameinondas Antonakos, Joan Alabort-i Medina,
Georgios Tzimiropoulos, and Stefanos P Zafeiriou,
“Feature-based lucas–kanade and active appearance

models,” IEEE Transactions on Image Processing, vol.
24, no. 9, pp. 2617–2632, 2015.

[6] Xuehan Xiong and Fernando De la Torre, “Supervised
descent method and its applications to face alignment,”
in Proceedings of the IEEE conference on computer vi-
sion and pattern recognition, 2013, pp. 532–539.

[7] Amin Jourabloo, Mao Ye, Xiaoming Liu, and Liu Ren,
“Pose-invariant face alignment with a single cnn,” in
Proceedings of the IEEE International Conference on
computer vision, 2017, pp. 3200–3209.

[8] Shengtao Xiao, Jiashi Feng, Luoqi Liu, Xuecheng Nie,
Wei Wang, Shuicheng Yan, and Ashraf Kassim, “Recur-
rent 3d-2d dual learning for large-pose facial landmark
detection,” in Proceedings of the IEEE International
Conference on Computer Vision, 2017, pp. 1633–1642.

[9] Jiangjing Lv, Xiaohu Shao, Junliang Xing, Cheng
Cheng, and Xi Zhou, “A deep regression architecture
with two-stage re-initialization for high performance fa-
cial landmark detection,” in Proceedings of the IEEE
conference on computer vision and pattern recognition,
2017, pp. 3317–3326.

[10] Amit Kumar and Rama Chellappa, “Disentangling 3d
pose in a dendritic cnn for unconstrained 2d face align-
ment,” in Proceedings of the IEEE Conference on Com-
puter Vision and Pattern Recognition, 2018, pp. 430–
439.

[11] Xuanyi Dong, Yan Yan, Wanli Ouyang, and Yi Yang,
“Style aggregated network for facial landmark detec-
tion,” in Proceedings of the IEEE Conference on Com-
puter Vision and Pattern Recognition, 2018, pp. 379–
388.

[12] Xuanyi Dong, Shoou-I Yu, Xinshuo Weng, Shih-En
Wei, Yi Yang, and Yaser Sheikh, “Supervision-by-
registration: An unsupervised approach to improve the
precision of facial landmark detectors,” in Proceedings
of the IEEE Conference on Computer Vision and Pattern
Recognition, 2018, pp. 360–368.

[13] Wayne Wu, Chen Qian, Shuo Yang, Quan Wang, Yici
Cai, and Qiang Zhou, “Look at boundary: A boundary-
aware face alignment algorithm,” in Proceedings of the
IEEE conference on computer vision and pattern recog-
nition, 2018, pp. 2129–2138.

[14] Xiaojie Guo, Siyuan Li, Jinke Yu, Jiawan Zhang, Ji-
ayi Ma, Lin Ma, Wei Liu, and Haibin Ling, “Pfld:
a practical facial landmark detector,” arXiv preprint
arXiv:1902.10859, 2019.

[15] Teng Wang, Xinjie Tong, and Wenzhe Cai, “Attention-
based face alignment: A solution to speed/accuracy
trade-off,” Neurocomputing, 2020.


