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Abstract. We present a novel approach for the fully automated detection of
faulty weft threads on air-jet weaving machines using computer vision. The pro-
posed system consists of a camera array for image acquisition and a classification
pipeline in which we use different image processing and machine learning meth-
ods applying both classical and novel deep learning techniques to allow precise
localization and reliable classification of defects. The camera system is intro-
duced and its advantages over other approaches are discussed. Subsequently, the
processing steps are motivated and described in detail, followed by an in-depth
analysis of the impact of different system parameters to allow chosing optimal
algorithm combinations for the problem of faulty weft yarn detection. To ana-
lyze the capabilities of our solution, system performance is thoroughly evaluated
under realistic production settings. We show that both approaches show excel-
lent detection rates and that by utilizing semantic segmentation acquired from a
fully convolutional network we are not only able to detect defects reliably but
also classify defects into different subtypes, allowing more refined strategies for
defect removal.

1 INTRODUCTION

In modern industrial textile production, automated weaving is one of the key technolo-
gies regarding both turnover and total amount of produced fabric. In weaving, two sets
of yarns - called weft and warp yarns - are combined on a weaving machine to form
a fabric. The weft yarns are a set of usually hundreds of horizontal parallel yarns ori-
ented in production direction that are systematically displaced in vertical direction by a
mechanical frame. To form the most basic weaving pattern, the plain weave, every sec-
ond warp yarn is displaced upwards while the remaining yarns are moved downwards,
forming a space between the upward and downward displaced yarns. This space - the
shed - allows inserting a further horizontal yarn perpendicular to the weft yarns, and
weaving a plain weave itself is the process of adding additional warp yarns repeatedly
while switching the upwards and downwards displaced yarns between each insertion.
Several types of weaving machines have been developed and are currently used in tex-
tile production. Of these machines,air-jet weaving machines are widely used due to
their superior productivity of up to 1500 insertions per minute and their high reliability.



In air-jet weaving, compressed air is used for inserting the warp yarn into the shed. Ad-
ditional air ducts maintain a defined air flow along the whole shed width, allowing the
weft yarn to move quickly between the warp yarns. Thanks to this feature, air-jet weav-
ing machines offer the fastest production speeds in terms of yarn insertions per minute.
However, in some cases the weft yarn may not reach its destination as it collides with a
warp yarn or it leaves its desired trajectory for other reasons such as inhomogeneities in
the air flow. Weaving these faulty weft threads into the textile would alter the structure
of the fabric, resulting in defects that negatively affect the appearance and mechanical
properties of the fabric. To avoid this problem, air-jet weaving machines are equipped
with a sensor that detects whether the weft yarn has been inserted correctly into the
shed. More precisely, weft yarn defects are detected with photoelectric or laser-based
weft sensors such as [15] that detect whether the weft yarn arrived correctly at the re-
ceiving end of the machine. Modern automated weaving machines are also equipped
with an automated defect removal system that inserts an additional thread of yarn into
the shed while the machine is stopped. The second thread collides with the faulty thread
in the shed, and momentum causes both threads to move towards the receiving side of
the machine where a tube generating negative pressure removes both yarns, leaving a
clean shed.

Currently, machine vision is not applied to monitor machine or shed status. How-
ever, quality inspection systems based on computer vision for defect detection in textiles
are an active area of research. The reasons behind fabric inspection being such an active
field are two-fold: First, manual textile inspection is an expensive and time-consuming
task as it requires direct screening performed by qualified personnel. At the same time,
experiments have shown that human performance in textile inspection degrades quickly
and that humans find no more than 60% of defects in textile fabric [6]. This emphasizes
the need for novel approaches allowing increasing defect detection rates and decreas-
ing quality control expenses. The second reason is that textile inspection is a general
problem that can be solved using different algorithms originating from various fields of
computer vision. Therefore, a broad range of algorithms relying on a large number of
underlying algorithms has been developed and adapted to allow localizing and identi-
fying defects in textiles. Notable reviews include [8], where also an overall taxonomy
of fabric inspection methods is introduced, furthermore in [9], where the authors ex-
tend the range of algorithms to include methods that allow defect detection in patterned
fabrics, and most recently in the work by [5], which also puts emphasis on the image
acquisition and imaging hardware.

While the devices used for weft yarn monitoring such as the laser sensors described
above can be defined as optical sensors, their output signal is purely scalar and allows
for no image processing at all. If a faulty weft yarn is detected, then textile production
is stopped and an automated weft yarn removal procedure is initiated. However, while
the error detection itself is highly reliable, the faulty yarn removal succeeds only in
80% of the cases in which a defect is detected. In the remaining 20% of the cases, the
removal system either fails to remove the yarn or may even increase the complexity
of the defect, requiring additional manual effort to clean the shed and allow produc-
tion to continue. To increase system reliability, we therefore introduce a camera-based
inspection system that checks if a faulty weft yarn is present in the shed after a weft



yarn defect has been detected by the built-in defect detection system. A combination of
specialized imaging hardware and an image processing pipeline developed especially
for this task is presented. We analyze the effect of using different methods for image
preprocessing that allow enhancing the visual appearance of faulty weft threads in com-
bination with image descriptors sensitive to structures which can be found in our image
data. Additionally, we introduce a deep learning pipeline that allows not only faulty
weft thread detection on single-pixel level, but additionally enables classification into
automatically removable defects and those requiring manual removal by an operator,
thereby saving time when a defect can be handled by the machine itself and reducing
risk of additional issues that may arise when the machine attempts removing a com-
plex defect automatically. The system is described in detail and its performance on a
real industrial weaving machine is evaluated throughly, allowing to define the optimal
pipeline to solve the problem of faulty weft yarn detection. To the best of our knowl-
edge, our approach is the first to allow highly reliable weft yarn defect detection and
defect classification using computer vision.

camerasystem

shed

reed

mounting structure

Fig. 1: The visual inspection system mounted to an automatic weaving machine.

2 PREVIOUS WORK

A specific subgroup of approaches related closely to our research area are systems for
online (or, in this specific context, onloom) analysis of woven fabrics using a camera



system attached directly to the loom. An early approach has been presented almost two
decades ago by [12], where yarn density is measured on the loom by applying Fourier
transform to images acquired by a camera attached to the machine. The authors of [14]
introduce a system for onloom defect detection in woven fabrics that is subsequently
tested on a loom mockup. Defects such as holes in the textile are detected using texture
analysis methods. The currently most advanced system has been introduced in [13], im-
plementing a vibration-stabilized high resolution camera that traverses along the loom,
allowing capturing images with a spatial resolution of 1000 dpi in real-time during pro-
duction. GPU-enhanced image processing algorithms allow the precise localization of
single yarns in the produced fabric and thereby the detection of various types of chal-
lenging defects in real-time.

In contrast to previously published methods, our method does not analyze the pro-
duced fabric, but instead it focuses on the detection of faulty weft yarns in the shed. The
results of our algorithms allow the operator to react and correct the machine state be-
fore any defective fabric is produced. Furthermore, our algorithms can decide whether
an automated removal is possible or if an operator needs to be informed to perform
manual defect correction. This approach is highly innovative as it allows to increase
product quality by avoiding defects caused by weaving defective yarns into the prod-
uct. Parts of this work have been previously published in [7]. This article extends the
original publication by introducing additional methods for defect detection using deep
learning techniques and feature descriptors that can take advantage of the detailed out-
put provided by the deep neural networks. The novel methods are motivated, described
in detail and evaluated on an additional dataset that has been annotated by experts to
allow not only the detection of detects, but also their classification into defects that are
automatically removable using the machine’s built-in systems and those that require
operator interaction.

3 MATERIALS AND METHODS

Fig. 2: Top view of the shed as captured by the four cameras. The used ROIs are outlined
in red. Previously published in [7].

This section gives detailed information on the developed methods. For the classical
machine learning approach, we start with a description of the image acquisition setup
and basic data preprocessing steps, followed by our processing pipeline for image en-
hancement, feature extraction and classification. Finally, we describe the decision rule



used to compute the confidence if an alert should be raised or not. In the part describ-
ing the semantic segmentation using a fully convolutional neural network (FCN), we
describe the network architecture followed by a set of specialized descriptors for defect
classification.

3.1 Overview

Fig. 3 shows our feature-based pipeline from a high-level perspective. A multi-camera
array is used to acquire shed images that are subsequently processed in order to allow
feature extraction and classification of small image patches. Based on the patch-based
classification, a final per-image classification is implemented to automatically decide if
an image contains a faulty weft yarn. The following subsections provide a more detailed
description of the implemented steps. The approach based on convolutional neural net-
works is described in sec. 3.5

Fig. 3: Overview of the implemented pipeline. Previously published in [7].

3.2 Camera Setup and Image Preparation

Image acquisition was performed using an array of four industrial cameras. The cam-
eras were spaced equidistantly in a sensor bar above the shed with the cameras facing
downward, allowing a clear view at the shed’s contents at a resolution of 200 dots per
inch (dpi). Several options such as a single-camera setup with a traversing camera sys-
tem or a single camera with a sufficiently large field-of-view are also possible options
to acquire images at a sufficient resolution, however implementing an array of several
cameras instead of a single fixed or moving camera yields several benefits:

– The system can be modified easily to fit different machine widths by varying the
number of cameras used.

– Using several cameras allows to better match the monitored area to the strongly
elongated shape of the shed.

– The cameras forming the array may have low resolutions while still providing a
high resolution composite, allowing working without specialized high-resolution
cameras

– While the same benefits could have been gained by using a single moving camera
as in [13], constructing a traversing system poses additional challenges such as
camera position retrieval and potentially motion blur that can be avoided by using
an array of cameras mounted in fixed positions.



(a) Unprocessed original image

(b) Sobel filter after Gaussian smoothing

(c) Gabor filtering

(d) Directional lowpass using two-dimensional discrete Fourier transform (DFT)

(e) Directional unsharp masking by subtracting DFT result from original image

Fig. 4: Visual appearance of the different preprocessing methods applied to the images
in order to enhance defect visibility. Preprocessing results are shown with inverted gray
values to increase contrast for the reader. Previously published in [7].

Since the area captured by the cameras was still larger than the shed itself, fixed regions
of interest (ROI) were defined for each of the cameras in which all regions except the
shed were masked out. All subsequent image analysis was performed exclusively on
the ROIs, ignoring the non-shed parts of the image. Figure 2 shows full images and the
respective ROIs used for further processing.

3.3 Preprocessing

Several preprocessing steps aimed at enhancing defect appearance have been imple-
mented in order to increase the appearance of relevant image structures. Since the dom-
inant structure in defect-free images is the repeating, vertical pattern formed by the weft
yarns and defects break this regularity by introducing non-vertical components, the cho-
sen preprocessing steps aim at increasing the contrast between defect and non-defect
areas by enhancing defect appearance. To this end, we take advantage of the direction
difference and use orientation-sensitive preprocessing methods. A sample image and
filter results computed from it are shown in Fig. 4. The filters include:



– Basic edge and contour detectors, in our case the Sobel and Prewitt gradient
operators. Being computationally efficient, these basic filter kernels allow a good
enhancement of horizontal structures when applied in their horizontal form. Since
both are known to be sensitive to noise and grain in the image data, we also analyzed
the impact of adding an additional Gaussian smoothing filter before computing the
gradients. A sample result is shown in Fig. 4b.

– Gabor Filters, which are a group of algorithmically defined filter kernels that allow
enhancing image structures with a defined orientation and length [2]. In contrast to
the basic Sobel and Prewitt filters, Gabor filters allow more fine-grained control
over the type of structure to be enhanced thanks to their multiparametric nature.
While gabor filters are commonly used in groups of differently parametrized ker-
nels as filter banks for texture and image classification, in our preprocessing imple-
mentation we use only horizontal Gabor filters with a constant length to enhance
horizontal structures as shown in Fig. 4c.

– Spectral lowpass filters based on Discrete Fourier Transform (DFT) that allow
controlling filter characteristics in a very fine-grained manner. In our case, the filter
is applied by computing the DFT of the image, centering the resulting spectrum
and multiplying it with a binary mask, allowing elimination of vertical structures in
the image while at the same time enhancing horizontal patterns. The filtered image
is the result of applying inverse DFT to the computed lowpass-filtered spectrum
(Fig. 4d). This approach can be extended by subtracting the lowpass result from the
original image. In our case, this solution eliminates the regular pattern formed by
the warp yarns and thereby allows further enhancement of the relevant weft yarns
(Fig. 4e).

3.4 Feature extraction and Image Classification

Classification is performed by dividing the preprocessed images into small patches,
computing feature or texture descriptors and feeding the resulting feature vectors into
a machine learning-based classifier. All feature extractors and classifiers used in this
work will be described in this section. Since the classifiers applied are supervised learn-
ing methods, a method for labeling each of the patches differently depending on whether
or not they show defective warp threads has been developed as well. This section gives
a detailed overview of all steps involved in the classification chain.
First, we extract small non-overlapping quadratic patches sized 30×30 pixels from the
ROIs. the patch size has been shown to be well suited for our problem in preliminary
experiments. Working on patches instead of whole images yields several advantages:
First, we drastically increase the amount of labelled training images for the classifiers
while at the same time reducing feature vector length, both being important factors for
successful training of classifiers with greater reliability and faster classification speed.
Furthermore, classifying small image fragments allows a precise localization of defect
warp yarns, thereby allowing analysing defect positions for further processing. After
patches have been extracted, we assign a label to each patch depending on the amount
of defective thread visible in the center area of the patch. Preliminary experiments were
conducted and we found that declaring a patch defective if it contains at least 50 defec-
tive pixels is a well-performing labeling rule.



After extraction and labeling of image patches, feature extraction is applied to allow
better descriptions of the image data. We applied three feature descriptors that either
have been proven to perform well in textile image analysis tasks or have properties that
allow enhancing visual structures that are occur in our data:

– The pixel intensity values themselves. Feeding the image directly into the clas-
sifier requires no additional computing time for feature extraction and allows to
analyze absolute intensities and local structures (Fig. 5a). While being the compu-
tationally most efficient method, it has the downside of not providing gradient and
neighborhood information that might allow improved classifier performance.

– Histograms of Oriented Gradients (HOG), a descriptor that extracts local gradi-
ent information at the cost of discarding the intensity data [4]. As Fig. 5b shows,
a well-parametrized HOG operator creates feature vectors that discriminate well
between defect and non-defect patches. An analysis of the performance of different
HOG variants is given in Sec. 4.

– Local Binary Patterns (LBPs), another well understood method that extracts sta-
tistical neighborhood information to form a texture descriptor [10]. In our work,
we use the homogeneous LBPs, as they display better performance for our problem
than their rotation-sensitive counterparts (See Sec. 4).

(a) Patch (b) HOG Visualization

Fig. 5: Feature extraction is done on patches with 30×30 pixels. Previously published
in [7].

The extracted feature vectors were subsequently fed into a binary classifier that com-
puted label predictions for each patch. We tested the performance of several widely
used state-of-the art classifiers, including the k-nearest-neighbors classifier (kNN), bi-
nary decision trees (BDT) and random forests (RF) [3]. For evaluation purposes, the
key parameters of the classifiers were varied systematically to determine optimal val-
ues for our problem (Sec. 4). The final decision whether a defect is visible in the image
is computed using a maximum a posteriori (MAP) approach as described in [1]. MAP



computes class probabilities by multiplying a likelihood with a prior, with the likeli-
hood being the observation (in our case the percentage of patches in an image reported
as defective) and the prior the known base probability of an image displaying a defect,
iėṫhe ratio of defect vsṅon-defect images in the training set. Fig. 6 shows the process in
more detail.

Fig. 6: MAP procedure. Top row: The percentage of patches classified as defective is
noted in a histogram. 2nd row: Gaussian distributions are fitted to the data. 3rd row:
Both distributions are multiplied with a-priori knowledge about the class distributions.
Bottom row: The normalized class probabilities. The decision boundary is located at
the intersection of the probabilities. Previously published in [7].

3.5 Precise Defect Detection using a Fully Convolutional Network

We apply recent advances in deep learning to implement an alternative approach to the
defect detection problem. The annotated images are fed into a fully connected convo-
lutional neural network for semantic segmentation, returning a pixel-wise probability
map from which the exact position of the faulty weft yarn is derived subsequently. This
approach returns more detailed information on the defect morphology, allowing not
only reliable defect detection but also a subsequent categorization of different defect
subclasses. In our case, we grouped all possible defects into two main classes - those
that can be removed reliably by the machine’s built-in defect removal system and those
that are too complex for automated removal and require a trained machine operator



to remove the thread manually since using the automated system in this case would
most probably fail and might potentially result in even larger defects. Fig. 9 shows an
overview of our deep classification pipeline.

In a first step, all ROIs covering the shed are normalized using CLAHE equalization
to even out illumination variation and subsequently merged to obtain an image of the
entire shed area. The resulting images are fed into convolutional networks designed for
semantic segmentation. We implemented two networks for this task and evaluated their
performance - a lightweight, custom convolutional network for pixel clasification (See
Fig. 7and the U-Net [11], a well-established state-of-the-art FCN. The exact U-Net ar-
chitecture used in our work is shown in Fig 8.The custom net returns a binary value of
0 for no thread and 1 for a detected thread pixel, while the U-Net computes a continu-
ous value between 0.0 (guaranteed to contain no faulty thread) and 1.0 (guaranteed to
contain a faulty thread) for each pixel. The values are subsequently multiplied by 255
to allow efficient mapping to 8-bit values and storing them as regular grayscale images.

Fig. 7: Our deep convolutional network architecture.
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Fig. 8: Our U-Net implementation.

After segmentation was performed, the segmentation masks were fed into feature
extractors. We used two efficient feature extractors for defect classification:

– The weight distribution feature computes the sum of all pixels in a given area
of the segmentation mask. Since pixels where a faulty weft thread has been lo-



cated by the FCN are given a high value, this value is high for areas where faulty
weft threads are located. Complex defects resulting in loops show an even higher
pixel count, making this feature suitable for both defect detection as well as dis-
tinguishing between automatically removable defects and those requiring manual
intervention.

– The color change feature is applied to a single vertical column of the segmentation
image and counts how often the probability along the column flips between below
and above 0.5 (or 127 in the case of 8-bit images) and vice versa. If no yarn is in
the column, then the number of flips is zero. If a single yarn is detected, then the
number of flips is two (one from a low probability value to a high one when the
yarn pixels start and one at their end). Therefore, this feature allows assessing the
complexity of a defect since its value increases drastically when complex patterns
such as loops are crossed by the column.

We divided the full shed image horizontally into twelve equally-sized segments and
computed the weight distribution feature for each segment, while the color change fea-
ture was computed for each segment’s first column. Subsequently, the data gathered
by the descriptors has been aggregated in two different ways: Spatial ordering of each
feaure, where each segment has a fixed place in the feature vector, and histogram or-
dering, where the features were organized in a 12-bin histogram. The first method al-
lows identifying the exact locations of areas with higher pixel count, while using the
histogram allows a fast statistical analysis of the entire shed. The resulting four combi-
nations of two feature descriptors are fed into a random forest classifier that is evaluated
in the results section of this chapter. Fig. 10 shows a sample image and the output and
weight distribution of each of the four possible methods.

4 EXPERIMENTS AND RESULTS

Here, we evaluate the performance of both the classification based on feature descriptors
and of the FCN approach.

4.1 Feature-Based Classification

The experiments for evaluating the feature-based methods served two major goals:
Evaluation and optimization of the classifier performance and validation of the devel-
oped algorithms on realistic data. To this end, the system was mounted on a modern
industrial automatic weaving machine (Dornier A1) and 75 sets of four images each
were acquired, with 60 sets showing a faulty warp thread and the other 15 being defect-
free. The computed performance measures used to assess algorithm performance were
precision and recall, defined as

precision =
number of correctly detected defects

total number of detections

recall =
number of correctly detected defects

total number of defects
.



Fig. 9: Deep Defect classiification: Images from all four cameras are merged and pre-
processed using CLAHE. The UNet and a custom fully convolutional network are used
to segment the images. A set of custom-designed feature descriptors (see text for details)
is applied for feature extraction. Subsequently, a random forest classifier is applied to
the feature vecor for classifying the images into defect/non-defect images and subclas-
sifying the defects into those that require manual action and those that can be resolved
automatically using the machine’s automated defect removal system.

Since the classification pipeline consists of two steps - patch-wise classification and
image classification - the performance of each step has been evaluated independently.
The following figures each show two bar charts. The upper one presents the patch-wise
classification performance, the lower one presents the image classification performance
(Fig. 13). In a first trial we evaluated the impact of descriptor type and parameters on the
classification result. All of these tests were performed using the same classifier, namely
a random forest classifier with 30 trees, as this algorithm has shown good overall per-
formance and robustness towards descriptor variations in preliminary experiments. No
additional preprocessing was applied for the evaluation. First, the HOG descriptor was
evaluated, where cell size and histogram bin count at a constant block size of 1×1 have
been analyzed. Cell size has been varied in a range from 3× 3 to 30× 30 pixels. As
shown in Fig. 11, classifier performance remains stable over a wide range of settings
with only very small and very large cell sizes having a negative impact on the result.
The impact of the histogram’s bin count at a constant cell size of 6×6 pixels is shown
in Fig. 12. Overall, the descriptor shows stable rates, yet the rates increase slightly with
increasing bin count.
For LBPs, we analyzed the impact of using rotation-invariant versus conventional LBPs
and the effect of varying the number of neighbors as well as changing descriptor radius
and histogram cell size. As shown in Figures 14, 15, 16 and 17, varying rotational vari-
ance or descriptor radius have a strong impact on the classification performance, while
the effects of varying cell size or the neighbor count are more subtle. If not otherwise
specified, cell size is 6×6, neighbor count is 7, radius is 1 and the rotationally invariant



Fig. 10: Sample image and computed features returned by the four presented descrip-
tors.

version is used.
After analyzing descriptors and choosing optimized parameter settings, we evaluated
the effects of the different implemented preprocessing methods when classifying using
either pixel intensity values, HOG or LBP results as feature vectors. The results are
shown in Figures 18, 19 and 20. It can be seen that preprocessing yields the biggest
improvement when no additional descriptor is used, with Gabor and Sobel-of-Gaussian
filtering having the best classification rate of 96.4%. The impact of preprocessing de-
creases when HOG is used as feature descriptor, indicating that this descriptor is able
to extract its features optimally from original unprocessed images. In this case, using
no preprocessing outperforms the other methods with a whole-image classification rate
of 96.1%. Gabor filtering and applying HOG delivers good whole-image classification
results while at the same time showing slightly lower patch-wise classification perfor-
mance. Finally, LBPs show a constantly high classification rate regardless of the used
feature vectors, peaking around 90% without preprocessing as well as for the Sobel and
Prewitt filters.

For testing the performance of different classifiers and their settings, we have cho-
sen three of the best performing preprocessing/feature descriptor combinations and an-
alyzed how the classification rates vary when applying different classifiers and varying
their main parameters. The chosen combinations are: Gabor filter and pixel intensity
values, Sobel-of-Gaussian and pixel intensity values, and finally applying LBPs to a
non-preprocessed image (Fig. 24). These are the three combinations that have shown
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Fig. 11: HOG: Quadratic cell size variation for 7 bins. Previously published in [7].
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Fig. 12: HOG: Histogram bin count variation for 6×6 cells. Previously published in [7].

Fig. 13: Legend for bar charts. The upper charts of the figures present the patch-wise
classification performance. The lower charts present the image classification perfor-
mance.
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Fig. 14: LBP: Rotational variance. Previously published in [7].
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Fig. 15: LBP: Radius variation for cell size 7×7. Previously published in [7].



3 5 6 7 10 15 30
20%
40%
60%
80%

100%

56.3%

92.7%

62.8%

94.1%

64.2%

94.5%

64.2%

94.1%

66.7%

93.9%

67.0%

92.6%

62.6%

88.2%

3 5 6 7 10 15 30
20%
40%
60%
80%

100%
87.9%

98.1%

89.6%

98.6%

91.7%

98.2%

90.4%

98.2%

91.3%

98.2%

91.7%

97.8%

92.1%

98.2%

Fig. 16: LBP: Quadratic cell size variation. Previously published in [7].
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Fig. 17: LBP: Neighbor count variation. Previously published in [7].
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Fig. 18: Different preprocessing methods for pixel intensity feature vector. Previously
published in [7].
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Fig. 19: Different preprocessing methods for HOG. Previously published in [7].
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Fig. 20: Different preprocessing methods for LBP. Previously published in [7].



the best image classification rates. For this experiment, we analyzed the patch classi-
fication accuracy under the assumption that an increased patch-wise classification rate
corresponds to a higher classifier robustness, thereby increasing chances of correctly
classifying new, more challenging patches.
The first inspected classifier is kNN. This algorithm’s only adjustable parameter is the
number of neighbors k. The results in Fig. 21 shows that the choice of k has only
marginal impact on classification rates, with the precision being constantly high even
with only one contributing neighbor, while the recall drops continuously with increas-
ing neighbor count.
An analysis of the binary decision tree (Fig. 22) shows that less deep trees yield higher
precision values while increasing the number of tree nodes increases recall for all de-
scriptors. In a subsequent step we changed the number of trees in the random forest
classifier while leaving each tree’s depth at its default value (Fig. 23). Results show that
the classification results increase with the number of trees until a number of about 15
trees is reached; from that point on the classification rates remain constant.
Finally, the optimized per-patch results were used to define a decision rule that allows
detecting whether a ROI contains a defective thread or not. To this end, we analyzed
the number of positives returned by the classifiers (corresponding to the likelihood of a
defect being present in the image or not) for both defect and non-defect ROIs and nor-
malized it by image size. In the experiments, the results show that non-defect images
form two distinctive distributions. To find the optimal decision rule, the likelihoods were
multiplied with the prior class distributions of the training image set. Per-image classi-
fication rates are displayed in the bottom bar charts of image 11 to to 20, showing that
the MAP approach allows to classify images with high accuracy even by using results
acquired from classifiers with strongly varying patch-wise classification performance.

4.2 Performance of the Deep Learning Approach

For evaluating the deep approaches, 50 of the 75 sets (200 sub-images in total) were
randomly sampled from the database and the remaining 25 sets (100 images in total)
were used for testing. The ConvNet was fed and evaluated with 20x20 pixel patches
while the U-net was fed with the full images and evaluated on a per-pixel basis, hence
the larger number of samples in the evaluation table shown in Tables 1 and 2. The U-Net
shows a slightly larger overall accuracy while at the same time displaying a tendency
of underestimating the total number of defect pixels. However, result inspection has
shown that misclassified pixels usually appear at the border pixels of the thread. This
means that while thread thickness is underestimated by the U-Net, it still allows reliable
detection of thread position in the shed.

After performing segmentation, the four presented feature descriptor combinations
have been evaluated with subject to the width of the analyzed shed segment. As Fig-
urer̃effig:comparison shows, the raw weight distribution feature shows best overall per-
formance while at the same time being most insensitive towards section width changes,
indicating that it is the most robust of the presented features. optimal section size was
identified at a width of 565 pixels, where it returned an accuracy of 97.4%. The classi-
fier used here was a random forest with 33 trees, the optimal number of estimators in
the forest was determined using a grid search experiment.
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Fig. 21: KNN: Variation of k. Previously published in [7].
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Fig. 22: BDT: Variation of depth. Previously published in [7].
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Fig. 23: RF: Variation of number of trees. Previously published in [7].

Fig. 24: Legend for classification analysis.

The described classifier was subsequently extended from a two-class classification
between defect and non-defect samples to a three-class classification allowing distin-
guishing between automatically removable defects and those that require human inter-
vention. To obtain true labels, an additional set of 230 full shed images (920 subimages)
was acquired on the machine under realistic production conditions. The images were la-
beled by an experienced machine operator into being defect-free (68 images), showing
an automatically removable defect (94 images) or a defect that requires stopping the
machine and manually removing the defect (68 images). The 230 images were used to
evaluate the classifier in a 10-fold cross validation. As Table 3 shows, the system was
able to clearly distinguish between defect and non-defect in all cases. The categoriza-
tion between automatically and manually removable defects succeeded in 157 of the
162 cases (95.7%)

5 DISCUSSION

Our results show that the problem of localizing defective yarns is well solvable using
different computer vision methods, however the different algorithm combinations eval-
uated in this work differ in their performance. Results show that preprocessing has a
high impact on classifier performance and that basic edge-enhancing methods allow the
best class separability, outperforming direction-sensitive approaches such as the Sobel-
of-Gaussian or Gabor Filters. Per-image classification rate generally remains constantly



Custom ConvNet
True Non-Defect True Defect Precision

Predicted Non-Defect 105,592 2,520 0.9767
Predicted Defect 5,924 135,608 0.9581
Recall 0.9469 0.9818
Table 1: ConvNet performance. Overall accuracy: 0.9662.

U-Net
True Non-Defect True Defect Precision

Predicted Non-Defect 32,371,325 435,154 0.9867
Predicted Defect 55,358 458,163 0.8921
Recall 1,9982 0,5128
Table 2: U-Net performance. Overall accuracy: 0.9662.

Defect Categorization
Expert Labels

Non-defect AR MR
Predicted Non-Defect 68 0 00
Predicted AR 0 89 2
Predicted MR 0 5 66

Table 3: Three-class classification for defect categorization.
AR - automatically removable, MR - manual removal needed.

high and is generally robust towards drops in the patch-wise classification performance.
Using a convolutional network for defect detection also allows a reliable classification
between defect and non-defect images and furthermore allows distinguishing between
two different defect types with high accuracy.

6 CONCLUSION

In this paper, we have described and thoroughly evaluated a solution for the fully auto-
mated detection of faulty weft threads in automated weaving machines using computer
vision and different classification algorithms. First, we developed a robust multi-camera
setup capable of capturing the entire shed area with high resolution. The resulting im-
ages were either divided into small patches and each patch was classified independently
by feature-based methods or fed into a convolutional neural network in full resolution.
We described and evaluated a number of methods for preprocessing, feature extraction
and feature-based classification as well as for defect detection with deep neural net-
works. Parameter variations of the extraction and classification methods were analyzed
and optimized settings were reported. We introduced a maximum-a-posteriori-based
method for the final defect classification of a whole image based on the detection dis-
tributions in positive and negative test images. Finally, two different architectures of
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Fig. 25: Sample image and computed features returned by the four presented descrip-
tors.

fully convolutional networks and a set of specialized descriptors were described. Re-
sults have shown that our presented methods allow a reliable error detection with high
classification rates, making the system suitable for future industrial applications.
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