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Abstract—Algorithms for facial landmark detection in real-
world images require manually annotated training databases.
However, the task of selecting or creating the images and
annotating the data is extremely time-consuming, leaving re-
searchers with the options of investing significant amounts of
time for creating annotated images optimized for the given task
or resigning from creating such hand-labeled databases and to
use one of the few publicly available annotated datasets with
potentially limited applicability to the given problem. To allow
for an alternative, we introduce a method for automatically
generating realistic synthetic face images and accompanying
facial landmark annotations. The proposed approach extends
the automation capabilities of a commercial face modeling tool
and allows large-scale generation of faces that fulfill user-defined
requirements. As an additional feature, full facial landmark
annotations can be computed during the generation procedure,
reducing the amount of manual work required to generate a full
training set to a few interactions in a graphical user interface. We
describe the generation procedure in detail and demonstrate that
the simulated images can be used for advanced computer vision
tasks, namely training of an active appearance model that allows
the detection of facial landmarks in real-world photographs.

I. INTRODUCTION

Most state-of-the-art algorithms for facial landmark detec-
tion, face tracking or affection analysis such as emotion recog-
nition are based on machine learning methods and therefore
require manually labeled or annotated datasets for training.
This is especially true for algorithms that apply deep learning
methods as these generally require a vast number of manually
labeled images. The generation of such datasets is an extremly
time-consuming task. Depending on the intended use of the
data, images that meet the requirements are either acquired
under controlled studio conditions or collected in-the-wild
from image websites such as flickr. In both cases the images
need to be labeled or annotated manually, a task that can take
several minutes per image if precise landmark annotations
are required. In cases of large datasets with hundreds or
thousands of images, it is not feasible to create a full dataset.
Also, creating such large numbers of manual annotations is an
exhausting task for humans which can result in mislabeling
due to tiredness, therefore even the official annotations of
several well-known face databases have been proven to contain
unprecisely annotated data.[1]

To address this problem, this work presents a method for

Fig. 1. Left: Sample synthetic image with automatically generated facial
landmarks for AAM training. Right: facial landmarks in a photograph from
the LFPW database [2] detected using an AAM trained with a set of synthetic
images.

automatically generating realistic face images by extending a
face modelling software with additional automation capabili-
ties. We show solutions for two main problems - the automatic
creation of realistically simulated faces with defined properties
as well as the fully automated generation of precise landmark
points for the images. Our method is then validated on a
challenging real-world problem, namely by using the simu-
lated and automatically landmarked images for the training
of an active appearance model (AAM) that is able to detect
facial landmarks in real-world photographs. Figure 1 shows
an example of a simulated face and a fitting result obtained
by applying the AAM to a real-world photograph.

II. PREVIOUS WORK

Simulated data as input for image processing algorithms
has mainly been subject to research under three aspects:
Training of algorithms for object recognition and identification
in virtual environments, generation of an accurate ground truth
for algorithm development and evaluation, and finally the syn-
thesis of images for the training of real-world object detectors.
The first group focuses mainly on artimetrics, which is defined
in [3] as the study of the identification and recognition of
avatars in virutal environments such as second life. The need
for avatar identification arose from crimes commited in cy-
berspace that made avatar recognition necessary. Publications
from the second and third group make use of the precise



annotations that are available in large numbers when using
synthetic data. For example, [4] uses synthetically generated
and landmarked images as ground truth for the evaluation
of face tracking and facial expression recognition algorithms.
While conceptually similar to our work, the images generated
in [4] are less realistic, the landmark points are less complex
and, most importantly, the generated data is used to train
detectors that are then applied only to other synthetic images
and not to real-world data, thereby strongly limiting possible
use cases. An example for using synthetic data for object
detection in the real world is presented in [5], where image
data from a 3D car driving simulation is used for the training
of a pedestrian detector which is subsequently tested on real
street scenes. The authors show that the detector achieves
competitive performance when tested on urban scenes similar
to the simulator setting, but shows a drop in accuracy when
tested on non-urban images. While conceptually similar, the
simulator shown in our work is able to generate complex
and realistic synthetic facial expressions with complex ground
truth landmark annotations while the images generated by
the methods introduced in [5] are clearly recognizable as
artificial and their label set is limited to the bounding box
of each pedestrian. Another comparable concept is introduced
in [6], where the authors present a multimodal simulation of
visual and depth images as well as a derived ground truth for
the optical flow for the training of driver assistance systems.
Finally, depth image simulation of human bodies has also been
used in [7] for human pose classification.

Our method is evaluated by training an active appearance
model (AAM). These are generative models for an object’s
shape and appearance. Introduced by Cootes in [8] and signifi-
cantly extended in their performance by the works of Matthews
and Baker where the simultaneus inverse compositional (SIC)
[9] algorithm and the project-out inverse compositional (PIC)
[10] are introduced, they are among the currently most widely
used approaches for efficient and precise facial landmark
detection. Depending on the task and data source, AAMs are
trained using a set of usually several hundreds of manually
labeled images that are either tailored to the specific problem
or collected in-the-wild from image websites such as flickr, an
approach that has been shown in [11] to increase variance and
to thereby allow the model to generalize better towards unseen
faces. Notable datasets include the LFPW [2] and Helen[12]
databases. Fitting the model to a new face can be formulated
as an optimization problem in which the model parameters
for shape and appearance are improved systematically with
an algorithm such as PIC or SIC until the face generated
by the model shows maximal similarity with the target face.
A recent and notable extension of active appearance models
are feature-based AAMs[13], where the image is first split
into a multichannel representation using a feature descriptor
such as dense SIFT [14] or HOG [15] and then optimization
is performed on all channels, an approach that significantly
increases fitting performance.

III. METHODOLOGY

This section describes the process of defining a suitable
modelling software as well as the design and the algorithms
behind the automated facial expression randomizer and the
automated landmark generation.

A. Software Choice

The first step is the choice or development of a rendering
software. A large number of freely and commercially available
3D modelling software packages is capable of delivering
photorealistic simulations of human faces, thereby eliminating
the need to develop rendering software for the purpose of
this project. Instead, a suitable stand-alone software tool for
realistic and automated face simulation has been identified and
extended based on a number of defined requirements. A set of
available tools was analyzed with respect to the following four-
point checklist that reflects the main goals of the simulator:

1) A powerful API - Since the algorithms require full
control over the model, it is necessary that the modelling
software exposes a large number of its internals to the
programmer and offers a well-documented and stable
API for parametric facial mesh manipulation. Therefore,
tools such as zBrush1 that offer massive interactive and
realistic face sculpting capabilities but no automation
interface were dropped early on in the selection process.

2) High graphical quality - The automatically generated
faces need to provide a high level of realism as they
will be used to train algorithms for face detection in real
photographs. Therefore, only tools able of generating
images of at least close-to-photorealistic quality are
considered. This eliminates tools such as MakeHuman2,
as images generated with this software are often recog-
nizable as artificial.

3) Focus on Face Modelling - A number of extremely
powerful open-source (Blender3) and commercial (3ds
Max4, Cinema 4D5) general-purpose 3D modelling tools
is available. Some of them, such as Blender, ship with
an API that allows for extensive automated scripting.
However, these tools offer no built-in commands that
would allow to automatically generate and manipulate
realistic faces in an effective manner. Therefore, all soft-
ware packages with no explicit focus on face modelling
were dropped from the list.

4) Number of adjustable parameters - Recent research in
facial landmark detection shows that detectors trained
using datasets consisting of highly varying real-world
data (in-the-wild datasets) allow a clearly increased ro-
bustness when compared to detectors trained on datasets
acquired under controlled conditions. Therefore, it is
necessary that the used software allows for a wide range
of freely adjustable facial expressions as well as head
and face shapes, textures and enviromental conditions
such as lighting.

1 pixologic.com 2 makehuman.org 3 blender.org 4 autodesk.com
5 maxon.net



Only two available software packages fulfill all requirements,
namely Daz 3D6 and Poser7. Of these two, Poser was chosen
as the platform for the face simulator because of the better
documented API. While this has not explicitly evaluated, it
should still be noted that most, if not all, presented steps
should be reproducible in Daz 3D. MakeHuman fulfills the
requirements in terms of scripting capability and focus on
human modeling, however it scores less points because of
the comparably smaller parameter set and lower level of
realism. However, since it offers the access to face properties
via scripting, it is also possible that the pipeline could be
implemented for MakeHuman in a highly similar fashion with
a possible loss in modeling performance. This is especially
interesting since MakeHuman is open source and a basic
version of Daz 3D is freely available while no free version
of Poser exists.

B. Synthetic Face Generator

The face generator is a set of scripts that extends the
capabilities of the Poser software to automatically create
realistic human faces following user-defined generation rules.
In more detail, we allow the automated manipulation of model
properties. Models are definition files that come included
with Poser or can be added manually and include meshes,
textures and different methods for changing the model’s pose,
facial expression and appearance. Possible parameters for face
modeling also depend on the used model and include morpho-
logical features, basic facial expressions as well as complex
emotions that affect the whole face. It allows selection of
a model and variation of specified parameters within user-
defined limits. Parameter values can be varied exhaustively
with a defined step size or picked randomly from a uniform
distribution. Head pose, camera position and several lighting
options can also be varied to increase the range of possible
results. Additionally, several settings for landmark generation
(see section III-C) and correction can be specified within
the same user interface. After selecting the parameters and
their ranges, the user can define the number of images to be
generated and the Poser engine is used to render and export
the faces in high quality. All options can be selected with a
graphical user interface, allowing for quick definition of image
sets.

C. Facial Landmark Generation

The second important step in the pipeline is the automated
generation of labels or annotations with the software. Depend-
ing on the intended use of the images, different annotations
that vary strongly in complexity are required. Tasks such
as emotion recognition require only a single label for each
image, therefore generating labeled images with the software
by generating datasets for each emotion in a batch and
assigning a common label to all images in a batch is a
straightforward operation. Generating a ground truth for face
detection increases the complexity as a bounding box needs
to be defined for each image and the boxes’ location and
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dimensions vary on the face position in the image, which
means that they cannot be defined globally by the user and
need to be computed by the software. Some algorithms such as
active appearance models (AAMs) require even more complex
annotations in which the position of a defined set of facial
landmarks needs to be stored precisely. Since creating such
pointwise annotations manually is highly time-consuming, we
introduce a method for automated facial landmark generation
in Poser datasets.

Fig. 2. Facial landmark generation. Left: Definition of a landmark point as
common vertex of two faces. Right: All landmark vertices defined on a face
mesh

The generation starts by defining a set of facial landmark
points using mesh vertices. As Poser does not allow a direct
selection of vertices, each vertex is defined by selecting two
faces that share a single vertex and using the common vertex as
landmark position. This step needs to be performed manually
once for each model, the positions of the landmark vertices
in the final 2D image are then automatically computed and
stored with the generated image. Figure 2 shows an example of
vertex definition by face selection. However, additional steps
are required since the 3D-2D projection of the vertices does
not take into account that out-of-plane rotation might affect
the correct landmark position in the projected image. This
applies especially to vertices on the jaw line. To solve this
issue, a two-step correction algorithm has been developed. In
the first step, all jaw line vertices are projected in direction of
the jaw line’s normal towards the outside of the face. All face
vertices within a defined distance from the normal are then
analyzed and the outmost vertex is chosen as the new landmark
position. However, while this step alone solves most cases, it
may induce further mislocalizations due to the fact that non-
face vertices located on the back of the head or the neck are
also taken into account when analyzing vertex distances. This
issue is addressed by introducing an interactively generated
face map. This map is also created once per model and
stores all vertices that are defined as belonging to the face
and omits vertices on the back of the head or on the neck.
When the correction algorithm is applied using the face map,
the analyzed vertex neighborhood samples only vertices from
the map and omits non-face vertices, resulting in corrected
landmarks that show strong similarity with intuitively created
manual human annotations. An example for uncorrected and
corrected landmarks is shown in Fig. 3.



Fig. 3. Landmark position correction. Left: Original landmarks from 2D
vertex projection. Center: After projection in normal direction. Right: After
projection and sampling from face map landmarks only.

IV. EXPERIMENTS AND RESULTS

This section describes the experiments performed in order
to analyze the suitability of synthetically generated faces for
AAM training. Additionally, we inspect how the variance and
closeness to reality of the simulated faces affects the fitting
performance of the trained model.

A. Synthetic data Generation

We created sets of synthetic face images using different
parameter combinations with increasing degree of realism in
order to analyze the impact of each setting on AAM fitting per-
formance. The basic set (set A) offers different facial expres-
sions from a frontal view but no variance in head pose, lighting
or texture. Set B uses a more constrained parameter variation
in order to ensure that faces are deformed realistically and at
the same time applies a combination of expression parameters
that makes stronger use of complex emotion patterns offered
by some models. In contrast to simple facial manipulations
that affect the mesh locally, these combinations manipulate
the whole face realistically in a structured manner in order to
simulate emotions instead of basic single-muscle contractions.
Set C introduces head pose changes, thereby allowing a range
of non-frontal views. Note that this set deliberately does not
apply the vertex correction for the annotations, resulting in
potentially misplaced facial landmarks. Skin tone and lighting
variance are introduced in sets D and E, respectively. Finally,
landmark position correction is applied in set F. Each final
set consisted of 4000 high resolution face images (50% male,
50% female) where the camera position was constrained to
ensure the height of each face (vertical distance between chin
tip and eyebrows) was at least 300 pixels. Note that we did not
simulate hair or complex image backgrounds as the AAM only
considers the area enclosed by the landmarks. Figure 4 shows
cropped samples from each set to demonstrate the shape and
appearance variation induced by each incremental upgrade.

B. AAM Training

The simulator output is used directly to train the shape and
the appearance component of the AAM by using the landmark
and image data respectively. We used feature-based active
appearance models [13] with dense SIFT features[14] and
the simultaneous inverse compositional fitting algorithm[9] for
parameter optimization. The image diagonal of the mean shape
was set to 150 pixels, number of multiscale levels was set to 3

(a) Set A - basic settings

(b) Set B - improved facial expression set. Facial expressions are now more
articulated and slightly asymmetric.

(c) Set C - head pose variation. Note the uncorrected landmarks.

(d) Set D - skin tone variation

(e) Set E - lighting variation - adding several random point and spot lights
to the scene to improve realism.

(f) Set F - landmark position correction using normal projection and map
of face vertices.

Fig. 4. Samples from each training set demonstrate the appearance variation
and improvement in degree of realism by increasing model complexity. Hair
and image backgrounds are not simulated as AAMs only model pixels within
the convex hull of the landmarks and ignore all other image areas. Generated
facial landmarks are placed in black in the image overlays.



and 98% of shape and appearance variation were retained. A
seperate model was trained for each of the sets A to F using all
images in each set. We used methods provided by the Menpo
library [16] for training and fitting the model.

C. AAM Fitting

The fitting performance of active appearance models trained
with sets A to F was tested on the LFPW databases’ test set
which is a commonly used and challenging benchmark for
image processing algorithms. Results for each set are shown in
Figure 5, where we show the cumulative distribution function
that in our case corresponds to the percentage of images that
are fitted with an error less than the value indicated by the
x-coordinate. The used error measure is the normalized root
mean square error (NRMSE), a robust error norm introduced
in [17] which is defined as the root mean square of all point-
to-point landmark differences between ground truth and fitting
result, additionally normalized by the mean of the ground
truth’s face width and height to allow independence from
head pose and face size. The results show that increasing

Fig. 5. Fitting performance of synthetic image sets with different degrees
of realism tested on the LFPW test set.

the complexity and variance – and thereby the degree of
realism – of the training data has a direct impact on AAM
fitting performance. Each additional increment shows a shift
in performance. Notably, adding pose variation results in the
largest increase. At the same time, the normal-based landmark
position correction, while yielding large visual differences,
shows only marginal impact on the fitting performance. Using
synthetic data for training and testing yields excellent results,
indicating that the simulated data itself is well suited for AAM
training. Additionally, we trained two AAMs with identical
settings using the our most realistic image set (set F) for one of
the models and the real-world train set of LFPW as reference
to compare our model’s performance to a well-performing real
model. A comparison of Poser and LFPW training sets on
LFPW test data shows that while the synthetic training data de-
livers optically usable results, there is still a measurable quality
gap between both modalities. The same is true when testing
a LFPW-trained AAM on Poser data (Figure 6). An optical
comparison of representative images as displayed in Fig. 7
shows how the quantitatively measurable difference is reflected
by the actual appearance of the fitting results. The figure shows
that the LFPW-trained AAM is able to localize most landmarks

Fig. 6. Fitting performance of all possible combinations of synthetic (Poser)
and real-world (LFPW) data.

precisely and to adapt to fine facial features while showing
high robustness towards strong pose and lighting variation. The
synthetic AAM shows a qualitatively marginally poorer fitting
performance and robustness but is still capable of localizing
important landmarks such as mouth and eyes with sufficient
precision. Optically, the qualitative fitting performance of the
synthetic AAM is in many cases comparable to the results
delivered by an AAM trained on real-world data despite the
higher quantitative error value.

V. DISCUSSION

The results show that our described approach for generating
synthetic training data for facial landmark detection delivers
results that perform well in real-world scenarios. Analysis of
the correlation between training set complexity and fitting
performance indicates that more diverse training sets with
realistic variations in pose, lighting and texture and facial
expression result in better training sets. At the same time,
cross-comparisons between the two modalities for training
and testing show that intramodal fitting with models trained
and tested in the same domain shows better performance than
the intermodal approach. This can be seen in the somehow
expectable case where fitting real-world data using a synthetic
training set performs worse than the real model, but also in
the reverse direction of testing on simulated data where the
real training set is clearly outperformed by its synthetic coun-
terpart. The fact that synthetic-to-synthetic fitting performs
significantly better than real-to-real fitting suggests that the
variance in the simulated images is still much lower than
in real photographs, thereby allowing the synthetic model to
represent its unseen test set much better than a model trained
with real data can represent new, unseen real test images.
An inspection of the fitting results on real-world photographs
shows that an AAM can be trained using both real-world
and synthetic training data and that coarse landmark detection
works comparably well in both cases. However, real-world
training data is still superior when it comes to fine landmark
detection such as precise localization of mouth contours in
smiling faces. It needs to be analyzed if further extension
of the synthetic training data with more pronounced facial
expressions can help solving this shortcoming.



VI. CONCLUSION

In this paper, we have shown that existing face modelling
software can be extended to produce realistic random faces
with user-defined properties. Additionally, a solution for the
creation of complex facial landmarks for the simulated faces
has been presented. We have shown that the images and
landmarks generated with our algorithms can be used to train
an active appearance model that is able to localize facial
landmarks in both real world and synthetic data.
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