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? Institute of Imaging and Computer Vision, RWTH Aachen University, Germany
† Dept. of Hematology and Oncology, University Hospital RWTH Aachen University, Germany

� Institute of Pathology, University Hospital RWTH Aachen University, Germany

ABSTRACT

Performance and robustness of neural networks depend on a
suitable choice of hyper-parameters, which is important in re-
search as well as for the final deployment of deep learning
algorithms. While a manual systematical analysis can be too
time consuming, a fully automatic search is very dependent
on the kind of hyper-parameters. For a cell classification net-
work, we assess the individual effects of a large number of
hyper-parameters and compare the resulting choice of hyper-
parameters with state of the art search techniques. We fur-
ther propose an approach for automated, successive search
space reduction that yields well performing sets of hyper-
parameters in a time-efficient way.

Index Terms— Cell Classification, Hyper-parameters,
Hyper-parameter Optimization

1. INTRODUCTION

In this paper, we analyze the influence of hyper-parameters
on classification of hematopoietic cells in bone marrow mi-
croscopy images. Blood cells mature in the bone marrow un-
til they are able to fulfill their function in the human body.
Certain diseases such as leukemia impede this process and
result in an increasing number of under-developed, not fully
functional blood cells. In addition to an analysis of peripheral
blood, a bone marrow biopsy is necessary for detailed diag-
nosis. Determining the distribution of cell types requires a
large number of cells from different bone marrow samples to
be counted by medical experts.

Computer vision and machine learning algorithms that
perform the classification of blood cells offer the potential
to make this process more efficient, reliable and objective..
While recent investigations by Song et al. [1, 2] focus only on
two classes on a lower resolution dataset, a complete analysis
of myeloproliferative diseases requires higher magnification
with detailed classification. Earlier research on bone mar-
row images using classical methods [3, 4] required active
supervision or considered only simplified classification tasks.

However, research on a smaller dataset suggests that deep
convolutional neural networks are able to yield sufficient
results [5].

For both research and application of neural networks
hyper-parameter optimization is a key processing step. In
research, it is necessary to perform hyper-parameter opti-
mization to compare with the state of the art and to en-
sure that results of new methods are not influenced by other
hyper-parameters. When deploying a trained model, hyper-
parameter optimization is utilized to ensure a good perfor-
mance.

Even a simple classification network requires a large
number of optimizable hyper-parameters, with values ei-
ther being discrete, continuous or categorical. Commonly
used approaches are either search based or use a surrogate
function to approximately estimate the performance for cer-
tain parameters [6]. Non-continuous, particularly categorical
hyper-parameters make optimization algorithms based on
surrogate functions problematic. Considering the two clas-
sical search algorithms, Grid Search and Random Search,
the latter is more suitable for a larger number of hyper-
parameters [7]: Random Search is less affected by the Curse
of Dimensionality and the fact that some hyper-parameters
have less influence than others. Reducing the large search
space in iterative rounds of Random Search can reduce the
number of trials but requires a heuristic for restricting the
parameter value ranges.

Contributions In this work, we systematically analyze the
influence of hyper-parameters on bone marrow cell classifica-
tion. We further compare the combination of best performing
hyper-parameter values against Random Search and a simple
Successive Search Space Reduction algorithm that retains a
large value range. Based on the diversity of parameter values,
we argue that it is more important to discard bad performing
hyper-parameter combinations than to narrow down to the top
performing combinations. We show that this approach yields
similar results as Random Search on a larger number of trials.
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Fig. 1. Ten different hematopoietic cell types. The top row
shows neutrophilic granulocytes in different maturity stages,
the bottom row shows other blood cell types.

2. DATA

The classification task in this paper considers ten different
kinds of hematopoietic cells as shown in Figure 1. The whole
slide images are acquired with 63× magnification using im-
mersion oil from Pappenheim stained bone marrow samples.
Cell type annotations are obtained from trained hematolo-
gists. For cross-validation purposes, 3988 patches are split
into six sets with similar size and cell distribution.

3. METHODS

In this paper, we investigated the following list of hyper-
parameters in the specified ranges.

• Network architecture: DenseNet [8], ResNet [9], In-
ception v3 [10], VGG-BN [11] 1

• Depth: 121, 161, 169, 201 (DenseNet), 18, 152
(ResNet), 11, 19 (VGG)

• Learning rate: 10−7 to 10−3

• Batch size: 1 to 64 2

• Optimizer: SGD, SGD+Momentum, SGD+Nesterov,
RMSProp, Adam, Amsgrad, RAdam

• Loss: Cross-entropy Loss, Focal Loss
• Loss weighting: 0.0 to 1.0 (weight 0.0 corresponds to

equal and 1.0 to inverted frequency weighting)
• Dropout: 0 to 0.5 2

• Data augmentation: random crop, mirroring, rotation,
stretching, blurring, gamma correction, elastic defor-
mation 1

• Transfer learning: random initialization, fine-tuning,
feature-extraction (with different depths) 1

• Sampling: normal sampling, oversampling, undersam-
pling 1

1This hyper-parameter is fixed for Random Search and Successive Search
Space Reduction, cf. Section 4.1

2For automated hyper-parameter optimization we limit the dropout to
0.25 and the batch size to 32.

Due to the large number of hyper-parameters, a complete
Grid Search is computationally infeasible. Because of the cat-
egorical and discrete hyper-parameters, Bayesian optimiza-
tion is not considered in this paper. We compare three differ-
ent methods of hyper-parameter search.

• Manual Analysis: For each hyper-parameter, an in-
dividual analysis using one-dimensional grid search is
used. The combination of the best performing values is
likely to yield good results, but might not yield an op-
timum, as dependencies between hyper-parameters are
neglected.

• Random Search: 100 randomly selected hyper-para-
meter sets are evaluated in a cross-validation. Utilizing
NVIDIA GTX 1080 Ti and RTX 2080 Ti GPUs and
early stopping methods to reduce computation time,
this results in 10 000 GPU-hours of training.

• Successive Search Space Reduction: Three rounds of
testing a decreasing number of randomly chosen hyper-
parameter sets from decreasing parameter ranges, dis-
carding, in each round, a fixed ratio of the worst hyper-
parameter sets. Each round has only a small number
of experiments, each of which corresponds to cross-
validation of one set of hyper-parameters. In the first
round, 24 hyper-parameter sets are evaluated, of which
the best 50% (12 parameter sets) are used to limit the
parameter range. In the second round, 16 experiments
are performed on the reduced range. The best perform-
ing 50% of each round are retained and only the best
performing half of those (10 parameter sets) is used to
reduce the search space again. In the last round, the
best performing 50% out of 8 hyper-parameter sets
are added to the previous results. The best performing
half of those is chosen as the final result of hyper-
parameter optimization, yielding 7 well performing
hyper-parameter sets.

To make the results comparable, we use the same pool
of randomly chosen hyper-parameter combinations for Suc-
cessive Search Space Reduction and Random Search. As a
criterion, we choose a linear combination of macro and mi-
cro F1-score and, with negative influence, the standard devi-
ation of the macro F1-score, to get consistently good hyper-
parameters.

In addition, we compare 6-fold cross-validation with an
extended 6×5-fold cross-validation to ensure sufficient repre-
sentation of mean and standard deviation across training, test
and validation split. To this end, each of the five non-test sets
is used for validation whereas in the original cross-validation
only one fixed validation set is evaluated per fold.

4. RESULTS

In the following sections, we will first introduce the results of
the systematic, manual analysis and then present results for



the automated optimization techniques.

4.1. Manual Analysis

We found that a 6-fold cross-validation can adequately rep-
resent our measurements: the difference between 6-fold and
6 × 5-fold cross-validation is only visible in the fourth digit
of mean micro F1-score.

All following results for individual hyper-parameters are
micro F1-scores in absolute difference (percentage points) be-
tween best and worst performing parameter. From all net-
work architectures, deep ResNets and all DenseNets showed
the best performance. Without additional augmentation tech-
niques, over- and undersampling do not work as intended to
account for class-imbalance but result in severe overfitting on
our dataset (7.3%). The initialization of the network has a
particularly decisive importance: pre-trained networks per-
form significantly better compared to training from scratch
(5.6%), as expected. While fine-tuning the first dense block
(in addition to all others) is almost insignificant for the perfor-
mance, fine-tuning the later layers is very beneficial (4.3%).
Furthermore, data augmentation is extremely relevant: partic-
ularly full 360◦ random rotation improves classification per-
formance significantly as blood cells occur in arbitrary orien-
tation (3.6%). The vast majority of further hyper-parameters,
for example learning rate (1.6%) and batch size (2.1% with
the exception of batch size 1, which was significantly worse),
had comparatively little influence that lies within the devia-
tion of repeated trials.

Based on these results, the network architecture is fixed
to DenseNet, augmentation is performed using random ro-
tation, random mirroring and random crop, the whole net-
work is fine-tuned from a pre-trained network and no over-
or undersampling is used for the automated hyper-parameter
searches.

4.2. Automated Optimization

The best performing hyper-combination with each search
method can be found in Table 1. Note that Random Search
and Successive Search Space Reduction found largely the
same combinations. According to Figure 4.2, both methods
find similar hyper-parameter ranges (solid green and dotted
blue curve). It also highlights that there are several possible
and quite diverse hyper-parameter values and ranges that lead
to excellent results. Furthermore, it becomes obvious that
there is a large number of parameter combinations that yield
poor results and should be avoided.

Different hyper-parameter settings that have led to an im-
provement in the manual analysis do not lead to an accumula-
tion of improvements when combined (red curve) according
to the slightly worse result of the hyper-parameters from the
manual analysis.

micro F1 macro F1 precision recall
MA 82.9 ±1.1 81.6 ±1.4 81.3 ±1.9 82.5 ±0.9
RS 83.4 ±0.5 82.0 ±0.7 82.2 ±0.5 82.2 ±1.0

SSSR 83.4 ±0.5 82.0 ±0.7 82.2 ±0.5 82.2 ±1.0

Table 1. Results of the three hyper-parameter search algo-
rithms: Manual Analysis (MA), Random Search (RS) and
Successive Search Space Reduction (SSSR). Note that Ran-
dom Search and Successive Search Space Reduction yield the
same resulting hyper-parameter set and have consequently the
same results. Relevant measures (micro F1-score, macro F1-
score, precision and recall) are given as mean and standard
deviation over the six cross-validation folds.

5. DISCUSSION

While the systematic manual analysis of individual hyper-
parameter grants some insights into their effect on classifi-
cation performance, the results are very dependent on the
dataset. For example, the random rotation data augmenta-
tion – one of the most beneficial choices for this dataset –
might perform badly on other datasets with objects that have
a fixed orientation. The search strategies are adaptable to
every kind of task. However, broader investigation with more
datasets would be required for more general results.

In the Successive Search Space Reduction, we only dis-
card comparatively small parameter ranges: As there are
several possible (not necessarily similar) sets of hyper-
parameters that lead to good results, we find it beneficial
to not narrow down towards only a single well performing
hyper-parameter range. This is supported by the diverse
successful hyper-parameter combinations.

6. CONCLUSION

While exhaustive and manual search are time and resource
consuming, different types of automated search can yield
similar results without the need for manual tuning in a sig-
nificantly reduced time period. Compared to random search,
which can waste computational effort on predictably bad
hyper-parameter combinations, successive search space re-
duction requires less than half the number of trials. Based on
these hyper-parameter search strategies, we could determine
the state of the art for classification of hematopoietic cells in
bone marrow microscopy images.
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Fig. 2. Parallel Coordinates Plot [12] showing the result of automated hyper-parameter search. In light green are all Random
Search combinations (values lower than 0.8 are mapped to 0.8), with the top ten combinations in dark green. The red curve
depicts the Manual Analysis result. Blue dotted curves (mostly coinciding with a green curve) shows all results from Successive
Search Space Reduction.
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