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Stain-Independent Supervised & Unsupervised

Segmentation: A Study on Kidney Histology
Michael Gadermayr, Laxmi Gupta, Vitus Appel, Peter Boor, Barbara M. Klinkhammer, Dorit Merhof

Abstract—A major challenge in the field of segmentation
in digital pathology is given by the high effort for manual
data annotations in combination with many sources introducing
variability in the image domain. This requires methods that are
able to cope with variability without requiring to annotate a
large amount of samples for each characteristic. In this paper,
we develop approaches based on adversarial models for image-
to-image translation relying on unpaired training. Specifically,
we propose (a) approaches for stain-independent supervised
segmentation relying on image-to-image translation for obtaining
an intermediate representation. Furthermore, we develop (b) a
fully-unsupervised segmentation approach exploiting image-to-
image translation to convert from the image to the label domain.
Finally, (c) both approaches are combined to obtain optimum
performance in unsupervised segmentation independent of the
characteristics of the underlying stain. Experiments on patches
showing kidney histology proof that stain-translation can be per-
formed highly effectively and can be used for domain adaptation
to obtain independence of the underlying stain. It is even capable
of facilitating the underlying segmentation task, thereby boosting
the accuracy if an appropriate intermediate stain is selected.
Combining domain adaptation with unsupervised segmentation
finally showed the most significant improvements.

Index Terms—Histology, adversarial networks, segmentation,
unsupervised, kidney, image-to-image translation.

I. MOTIVATION

Due to the progressing dissemination of whole slide scan-

ners generating large amounts of digital histological image

data, image analysis in this field has recently gained significant

importance. For efficient and objective analysis of the huge ac-

quired data, automated methods performing segmentation [1],

[2], [3], classification [4], [5], [6], [7] and regression [8]

constitute indispensable instruments. A major challenge in

the field of histological image analysis is given on the one

hand by a large number of different application scenarios. On

the other hand, even one individual task exhibits changing

underlying data distributions due to variability in the imaging

setting, inter-subject variability, variability between and within

staining protocols and pathological modifications [9], [10]. If

the variability is not taken into consideration, modern machine
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learning approaches are typically vulnerable to changes in this

characteristics between training and testing [10].

A straight-forward solution is based on the acquisition

of a large amount of annotated training data covering all

potential image characteristics. In some scenarios in pathology,

however, variability has so many dimensions and degrees that

this approach is simply too labor- and cost-intensive. The lack

of accurate methods which are efficient to use (especially

to train) constitutes a major burden for the deployment of

automated analysis techniques.

Recently, methods were proposed to tackle this issue. For

training powerful state-of-the-art machine learning approaches

such as convolutional neural networks with relatively few

training samples, data augmentation proved to be an appro-

priate tool [11], [12], [13]. Another common approach to

facilitate learning with few samples in a target domain is to

make use of a pre-trained model which had been trained with

a large amount of data for a different but similar task [14],

[15]. Variability in color due to the staining process can

be compensated in advance by means of stain normalization

techniques [2], [16], [17], [18], [19]. These methods, however,

are developed to compensate variability within one staining

protocol (e.g. H&E) but not between different protocols.

In medical imaging and especially in digital pathology, huge

amounts of digital image data are routinely captured without

any (additional) effort. A complete annotation of all data is

definitely not feasible. In order to take advantage of unla-

beled data as well, dedicated semi-supervised segmentation

approaches were proposed. Recently, especially adversarial

networks were developed for this purpose [20], [21], [22].

Such adversarial models were also developed for the field

of image-to-image translation [23], [24]. Recently, generative

adversarial networks (GANs) relying on the so-called cycle-

consistency loss [24], [25] were introduced, eliminating the

need for corresponding image pairs during training two gen-

erator and two discriminator networks. This GAN architecture

not only exhibits excellent performance in image-to-image

translation applications, but can also be utilized for means

of domain adaptation [26], [27]. In the field of histology,

stain-normalization exhibits a special application for domain

adaptation on image level. For this purpose, GANs exhibit the

state-of-the-art methods [18], [19]. Domain adaptation in this

case is uninformed according to the definition in [28], i.e. we

do not need labels for the target domain.

Here we consider a typical application scenario from digital

pathology. We focus on a segmentation task of specific (non-
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Fig. 1: This illustration shows an extract of a PAS (periodic acid Schiff) stained renal whole slide image with marked objects-

of-interest (glomeruli) (see left top image) as well as magnifications of single glomeruli showing precise manual annotations

(right, top). The bottom row shows glomeruli stained with Col3, CD31 and AFOG.

overlapping) objects-of-interest. While the underlying distribu-

tion of the shapes of these objects is similar for all categories

of the problem, we consider different stains leading to clearly

changed characteristics in color and texture (Fig. 1). A manual

annotation of a large set of images (individually for each

staining) for training a segmentation model is definitely not

feasible. Hence, we focus here on the development of methods

to keep the manual annotation effort as small as possible.

In our preliminary work [29], we already showed that stain-

translation can be applied to kidney pathology, generating

highly realistic fake images showing a different stain. We

also showed that by translating to an intermediate domain,

a stain-independent segmentation can be facilitated. Stain-

independence in this context means that models can be trained

for accurately segmenting arbitrary stains even though anno-

tated training data is, in best case, available only for a single

stain. We first performed image-to-image translation to adapt

training and testing images to one common stain. Finally,

a conventional fully-convolutional network was applied and

either trained on real, and tested on converted fake images,

or vice versa. In [30], we proposed a fully unsupervised

segmentation pipeline for the same application scenario. We

introduced a technique to generate realistic virtual label images

and utilize a GAN architecture to learn a translation from the

image to the label domain. As we do not need pairs consisting

of original images and corresponding label images (but only

a data set with histological images and another data set with

realistic label images), the training can be conducted in an

unsupervised manner.

Contribution: The goal of this work is to segment

objects-of-interest in patches extracted from histological WSIs

dyed with arbitrary stains in a supervised and in a fully-

unsupervised way. We consider scenarios, where sufficient

unlabeled samples are available for each stain, whereas a large

amount of labeled samples is only available for one single stain

(requiring domain adaptation in the supervised scenario) or is

even unavailable (in the unsupervised scenario).

We summarize our preliminary work [29], [30] and pro-

pose a novel approach combining the concepts of these two

approaches. The novel method exploits an intermediate stain to

improve segmentation accuracy in the unsupervised setting (in

the following referred to as multi-domain unsupervised (MDU)

approach). Finally, we perform additional experiments with

novel image data (extracted from variably dyed WSIs) to

show shortcomings of the previous unsupervised approach [30]

and to provide an extended comparison for answering the

following questions: Q1: Can we make use of image-to-

image translation to perform domain adaptation on image-

level? If images dyed with arbitrary stains can be effectively

converted to a reference stain, it would be sufficient to train

the segmentation model for this intermediate stain only. As

the translation process does not change morphology, the label

data also remains unchanged. Q2: Should we translate the

image to be tested to the domain of the training data or

should we rather translate the training data in order to train

the model on artificial samples? Q3: What is the impact of

the individual stain characteristic on the final segmentation

performance? Q4: Can we also perform unsupervised segmen-

tation using image-to-image translation by simulating labels

and by translating between the image and the (simulated) label

domain? Q5: What should a simulated label-image look like?

Q6: Can we use well suited intermediate stains to facilitate

the segmentation task and to increase performance in this

unsupervised scenario?

As application scenario, we consider a segmentation task

from digital pathology, specifically the segmentation of the

so-called glomeruli [31], [3] (Fig. 1). Due to the large number

of relevant stains, collecting labeled training samples for each

stain is not feasible. Though different stains lead to a variation

in texture and color, the overall shape of the objects remains

stable which is a crucial criterion for the proposed methods.
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II. RELATED WORK

Although there is currently a lot of research in the field

of digital pathology, the field of kidney pathology has been

rarely addressed so far. Here, we focus on the segmentation

of the so-called glomeruli, a highly relevant functional unit

of the kidney. A supervised classification-based approach was

proposed by Kato et al. [3]. The authors introduced a separate

detection and segmentation stage, both based on handcrafted

features and supervised classification models. This method

is handcrafted for one specific histopathological stain which

clearly delineates the objects-of-interest. As the segmentation

method learns to distinguish between edge and non-edge

regions, this method is also supposed to be vulnerable to

inaccurate annotations. To circumvent the need for a large

amount of annotated training data, Samsi et al. [32] proposed

an unsupervised segmentation algorithm. The authors aim

at segmenting the white sickle-shaped Bowman’s space sur-

rounding the glomeruli by performing color-based clustering.

The inherent problem here is, that the Bowman’s space is

not always visible, depending on the staining protocol as well

as the position of the object-of-interest relative to the cutting

plane. Since the Bowman’s space is not always present, this

method is generally not capable to generate a reliable and

precise segmentation of complete WSIs. To achieve a good

trade-off between flexibility and performance, Gadermayr et

al. [33] proposed a method based on few labeled samples

only. Although the method can be learned effectively with

few manually labeled samples only, it is limited with respect

to segmentation accuracy and applicability to different stains.

Recently, convolutional neural networks were applied to seg-

ment WSIs of the kidney and exhibited excellent segmentation

performances [34], [31]. However, if not specifically trained

with exhaustive data, these methods are still vulnerable to

changes in the underlying data distribution.

To reduce variability in the image domain, stain normaliza-

tion approaches were proposed [16], [17]. While not specif-

ically designed for computer-based processing, the authors

of [9] developed a method integrating stain normalization

into an image analysis pipeline similar to the proposed stain-

independent segmentation method. However, we consider a

rather different application scenario with focus on the more

pronounced variability between stains and not within a stain.

Further, we aim at the development of ”transparent” domain

adaptation approaches on image-level, to facilitate modularity

and interchangeability regarding domain adaptation and seg-

mentation. GANs relying on a cycle-consistency loss were also

applied for stain-normalization [19], [18].

Methods similar to the proposed stain independent segmen-

tation approach were used for stain normalization [18] and to a

different application scenario, namely the conversion between

MRI and CT images also with the final goal of a segmentation

in the CT domain [26], [27]. While most neural network-based

segmentation approaches rely on supervised learning, recently

methods for unsupervised semantic segmentation were pro-

posed [35]. These methods are mostly based on representation

learning (e.g. utilizing autoencoders) followed by a clustering

technique. Although making use of powerful image represen-
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Fig. 2: For the considered segmentation approaches SDS,

MDS, SDU, MDU, the table on the right indicates whether

(a) labeled samples of the source or (b) the target domain are

needed and whether (c) the segmentation accuracy is supposed

to be stable in case of changing input stains. A categorization

in supervised/unsupervised and informed/uninformed domain

adaptation is provided according to [28].

tations, they do not incorporate knowledge of the object’s

shapes which proved to be highly effective in unsupervised

segmentation techniques [36]. In [24], the authors already

showed, that GANs based on the cycle-consistency loss are

able to perform an unsupervised segmentation by means of

image-to-image translation between an image and a label do-

main. A discriminator here explicitly assesses the plausibility

of the segmentation’s morphology. Although showing decent

results (accuracy is slightly lower than in case of supervised

segmentation), no further investigations were performed.

III. METHODS

Here, we consider four different tasks for segmenting

histopathological WSIs. Based on the availability of a large

amount of annotated data in one domain (source stain, in

our case the PAS stain) and unlabeled WSIs in further target

domains (target stain), the following four (obvious) application

scenarios are considered (Fig. 2):

First, we consider a straight-forward segmentation (referred

to as Single-Domain Supervised (SDS)) of WSIs based on

a conventional fully-convolutional neural network, trained in

a supervised way. In this scenario, only the stain for which

large amount of labeled data is available can be processed.

Next, we consider an application scenario with a domain

shift due to differences in staining between the training and

the testing WSIs (Multi-Domain Supervised (MDS)). Due

to the unavailability of labeled samples in the target domain,

uninformed domain adaptation is required and is here obtained

by performing stain-to-stain translation [29]. This method frees

from the restriction that for each stain, label data for training

the segmentation model need to be acquired even though the

underlying semantic task is the same.

The effectiveness of a translation between different stains

motivates the investigation of a direct translation between the

image and the label domain in an unpaired training scenario
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(Single-Domain Unsupervised (SDU)) [30]. Before training

the model, artificial label images need to be generated. Based

on these artificial samples and the real images, the image

translation model is trained to perform a conversion between

the two domains. As it does not require correspondences

between label and image samples, the method is unsupervised.

Finally, we also consider a combination of stain-to-stain

translation performed in MDS and fully-unsupervised seg-

mentation performed in SDU to increase robustness of the

(unsupervised) segmentation process independently of the

underlying dye (referred to as Multi-Domain Unsupervised

(MDU)). This is motivated by the fact that the ”direction”

of translation plays an important role in MDS [29] which is

strongly supposed to be due to the individual characteristics of

the stains. Consequently, a similar or even more pronounced

dependency on the stain is expected in case of SDU relying

on unsupervised learning (which is the most difficult scenario).

By performing translation to an appropriate intermediate stain,

this effect is expected to be decreased. A summary of the four

scenarios and their characteristics is provided in Fig. 2.

A. Single-Domain Supervised (SDS)

This straight-forward approach is based on training a fully-

convolutional network, specifically a U-Net [11], which exhib-

ited excellent performance in biomedical segmentation tasks.

Due to the huge data, the class-imbalance and the rather small

objects-of-interest, segmentation is performed in a cascaded

way [31]. First, for detection, the objects are downscaled by

a factor of eight and the training set is chosen to consist of

50% object-containing samples and 50% randomly selected

labels. With these data, a shallow version of the U-Net

is trained. Another deeper network is trained on a higher

resolution (original resolution, downscaled by a factor of two)

considering object containing samples only. This network is

finally applied to each patch with at least one detected object.

For details on the architecture, we refer to [31].

B. Multi-Domain Supervised (MDS)

Although SDS can theoretically be applied to any dye, a

major burden is given by the fact that it requires labeled

training data for every stain individually. To circumvent this

shortcoming, we propose and consider two stain-independent

segmentation pipelines (MDS1, MDS2) consisting of a sepa-

rate stain-translation and segmentation stage. In case there are

labeled training WSIs available for one domain SL where the

domain corresponds to a specific staining protocol, and for

another domain SU , there are only unlabeled WSIs available.

In the following, the focus is on obtaining segmentation masks

for new images of the unlabeled domain (SU ) by exploring two

different pipelines, MDS1 and MDS2. For both pipelines, first

a stain-translation network (cycle-GAN [24]) is trained (Fig. 3,

right) consisting, inter alia, of the two generators GU and GL

converting from SL to SU and vice versa, respectively. This

formulation does not require sample pairs, i.e. there is no need

to obtain corresponding image samples for the two domains

(which are, anyway, not available). Instead it is sufficient to

collect a set of images, individually for each domain.

For MDS1, the segmentation model ML is trained with origi-

nal samples of domain SL. The input images to be segmented

(of domain SU ) are first stain-adapted (from domain SU to

SL) using the generative model GL, then segmented based

on model ML and finally the output masks obtained for

the stain-adapted fake images are directly transferred to the

original input images (as shown in Fig. 2, top row). An

advantage of MDS1 is, that the segmentation model can be

trained independently of the stain-translation model which

improved efficiency in case of more than one adaptation and

segmentation task.

For MDS2, the labeled training data (SL) is stain-adapted

to domain SU utilizing the model GU before training the

segmentation model MU based on fake SU image data. Then,

this (”fake”) model is directly utilized to segment the original

(SU ) images without the need for adapting them (see Fig. 2,

bottom row). An advantage of MDS2 compared to MDS1 is,

that during testing only one network is needed (and no stain-

translation is performed) improving segmentation efficiency.

C. Single-Domain Unsupervised (SDU)

If annotations are interpreted as (binary) label images,

the stain-to-stain translation approach used in MDS can also

be utilized for segmentation applications. It was shown that

approaches taking the pair-relationship into consideration for

training segmentation models exhibit better performance [21],

[24]. This is typically the case when training supervised

semantic segmentation models requiring for pairs consisting of

an image and a corresponding label map. However, obtaining

such pairs in a segmentation scenario means that each image

used for training needs to be manually annotated. For unpaired

training [24], however, there is no need to generate annotations

corresponding to (any) input images. It allows to perform

training with a set of images and a set of annotations as long

as the annotations are realistic (i.e. the distribution matches

the underlying distribution of real annotations).

The proposed method relies on an automated generation

of realistic label images followed by training an image-to-

image translation model which is finally able to convert

original images to annotations. This procedure is based on the

following two assumptions. (A1) We need to understand the

underlying distribution of the annotation data and we need to

be able to model this distribution (for details, see Sect. III-C1).

(A2) The unpaired image-to-image translation approach needs

to be effectively applicable to translate between the image

and the label domain. If a straight-forward translation is not

effective, additional information can be added to the annotation

domain to enhance the translation process (for details, see

Sect. III-C2).

1) Annotation Model: In the considered application sce-

nario (Fig. 1), the underlying distribution (A1) of the objects-

of-interest is rather basic and can thereby be modeled quite

well. The objects-of-interest show roundish shapes which are

sparsely distributed over the kidney. For training we consider

patches extracted from the WSIs. We assume that the number

of objects per patch can be approximated by a (quantized)

Gaussian distribution G# ∼ N (µg, σ
2
g). The objects are
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Fig. 3: Outline of the two different MDS approaches, MDS1 and MDS2. In case of MDS1, the input image is adapted and

finally segmented with the model ML trained on original labeled data (SL). In case of MDS2, the labeled training data is

adapted before fitting the segmentation model MU which is finally used to segment the original input images (SU ).

uniformly distributed over the patch with one single further

assumption that the objects may not overlap. For generating

the annotations, we investigate two different approaches:

• Circular objects: firstly, we consider the objects-of-

interest as round objects. The objects’ radii r are ran-

domly sampled from a Gaussian distribution R ∼
N (µr, σ

2
r).

• Elliptic objects: in a second configuration, we incorporate

the fact that the objects-of-interest often show an elliptic

shape. To incorporate this knowledge, r1 is drawn from

the same distribution as r and r2 = r1+rδ where rδ mod-

els the eccentricity and is drawn from Rδ ∼ N (0, σ2
e).

A further rotation parameter α is drawn from a uniform

distribution in the interval [0, 2π].

2) Enhanced Image-to-Image Translation: The straightfor-

ward approach consists of adding either circles or ellipses

as binary objects into two dimensional matrices which are

interpreted as single channel images. However, for training the

image-to-image translation approach, this setting can be highly

challenging due to the loss criteria. For training the GAN [24],

two generative models, F : X → Y and G : Y → X and two

discriminators DX and DY are trained while optimizing the

cycle consistency loss

Lc = Ex∼pdata(x)[||G(F (x))− x||1]+

Ey∼pdata(y)[||F (G(y))− y||1]
(1)

as well as the adversarial loss

Ld = Ex∼pdata(x)[log(DX(x))+ log(1−DY (F (x)))] +

Ey∼pdata(y)[log(1−DX(G(y))) + log(DY (y))] .
(2)

F and G generate fake images that look similar to real images,

while DX and DY aim to distinguish between translated and

real samples. The generators aim to minimize this adversarial

objective against the discriminators that try to maximize it.

Let X be the domain referring to the original images and

let Y be the label domain. The cycle consistency criterion

requires an annotation mask to be translated to an image by

the generator G. The generator F , however, hides all low-

level image details, such as nuclei and tubuli (see Fig. 1) and

only preserves the high-level shapes of the glomeruli. Based

on these shapes only, it will not be able to reconstruct e.g.

the nuclei at the right (i.e. the same) positions leading to a

high cycle-consistency loss even though the images might look

realistic. The required information for a reconstruction is no

longer available in the images. To take this into account (see

A2), we propose and investigate a second setting simulating

the nuclei exhibiting low-level information as well. As the

information of nuclei positions is thereby maintained (after

translation to the label domain), a proper reconstruction is now

feasible. Similarly as the number of glomeruli, the number

of nuclei is drawn from a (quantized) normal distribution

N# ∼ N (µn, σ
2
n). They are uniformly distributed over the

whole patch with the restriction that they may not overlap.

The diameter is fixed to dn. The additional binary matrix

containing the nuclei is added as another image channel to

the label image. This channel is only needed to train the

GAN. For testing, this further channel is simply ignored, i.e.

the segmentation is obtained by thresholding (0.5) the color-

channel encoding the objects-of-interest.

To facilitate learning, Gaussian random noise (σfn ) is added

to the label maps followed by the application of a Gaussian

filter (σfs ) to smooth the objects’ borders in all settings. As

large context is required rather than small details to assess

whether segmentations are realistic, a resolution corresponding

to a 2.5× magnification is utilized, i.e. the highest (20×)

resolution images are downscaled by a factor of eight.

We define four different annotation models consisting of

single (only simulated glomeruli) circular shapes (SC), single

elliptic shapes (SE), multiple (i.e. simulated glomeruli and

nuclei) circular shapes (MC) and multiple elliptic shapes (ME)

(see Fig. 9). Unsupervised training (of the translation model)

needs to be performed individually for each stain.

D. Multi-Domain Unsupervised (MDU)

As MDS does not require any annotated training samples,

it is easily applicable to arbitrary stains without the need for

collecting any manual annotations. However, we showed for

supervised segmentation [29], that the characteristics of the

individual dye have a major impact on the segmentation per-

formance. To compensate variability in segmentation accuracy

due to ”inappropriate” stains, MDU finally combines MDS

which is domain independent but relies on supervised learning

and SDU which is potentially affected by an ”inappropriate”

staining but does not require any annotated data for training
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the model. We first perform stain-to-stain translation to transfer

the samples of an arbitrary stain to an ”appropriate” stain

(in this case we use PAS which was shown to work highly

effectively for our application scenario [29]) and finally apply

the MDU approach to the generated fake images. In short, one

single stain-to-label translation is replaced by one SA-to-SB

translation approach and one further SB-to-label translation

method where SA refers to the source stain, SB refers to the

”easy-to-segment” PAS stain [29]. As translation models, the

same (cycle-GAN [24]) models as in MDS are used. The

most significant different between these two models is that

while stain-translation is performed on a rather high resolution

(highest resolution downscaled by factor 2) to focus on details,

stain-to-label translation is performed on images downscaled

by factor eight to focus on the large context.

E. Experiments

Paraffin sections (1µm) are stained with periodic acid-

Schiff (PAS) reagent and counterstained with hematoxylin.

Whole slides are digitalized with a Hamamatsu NanoZoomer

2.0HT digital slide scanner and a 20× objective lens. As

manually annotated source domain, we consider WSIs dyed

with periodic acid Schiff (PAS) which clearly delineates the

objects of interest. As target domains, we consider WSIs

dyed with Acid Fuchsin Orange G (AFOG), an immunohis-

tochemical cluster-of-differentiation stain (CD31) and a stain

focused on highlighting Collagen III (Col3). The overall data

set consists of 23 PAS, 6 AFOG, 6 Col3 and 6 CD31 WSIs,

respectively. 3 of the 6 AFOG, Col3 and CD31 images are

randomly selected for training the stain-translation model and

further three are employed for evaluation. 20 of the 23 PAS

WSIs are utilized for training the segmentation network. For

evaluation purpose, all WSIs are manually annotated under the

supervision of a medical expert. For random patch extraction,

we randomly (uniform distribution) select positions in the

WSIs and extract the patch if at least 50 % of the patch

shows kidney tissue (i.e. maximum 50 % background). The

generation of patches (assuredly) showing objects-of-interest

is performed by selecting single objects and extracting patches,

centered around the individual objects. Exemplar patches are

provided in the results section (Fig. 8–10)

For supervised segmentation, a cascaded approach [31] is

applied with batch-size one and L2-normalization. Besides

standard data augmentation (rotation, flipping), non-linear de-

formations are applied [31]. Training is conducted with 4,500

original patches with a size of 492×492 pixels. The optimum

epoch is determined based on the validation error (the training

data set is further split (80 %/20 %)).

For image-to-image translation, we make use of the cycle-

GAN [24], similarly as in previous work [29]. A model is

trained based on the GAN-loss LGAN , the cycle-loss Lcyc as

well as the identity loss Lid [24] (with corresponding weights

wid = 1, wcyc = 1, wGAN = 1). Apart from a U-Net based

generator network [11] and an initial identity loss only (wid

is only used to stabilize training at the beginning and is set

to zero after five epochs), the standard configuration based on

the patch-wise CNN discriminator is utilized [24] (we use the

Pytorch reference implementation). The learning rate is set to

10−5. The patch size for training is set to 492× 492 pixels as

for the segmentation model.

For image-to-label translation, a similar setting is em-

ployed [30]. As the discriminative model requires larger

context to assess the quality of a generated label image, the

resolution is reduced by factor four. To account for the small

context required for segmentation (as the data is downscaled),

we use a rather compact residual network with four residual

blocks as generative model. To address the more difficult

task of translating between label and continuous images, the

learning rate is decreased to 10−6. From each training image,

200 patches are randomly extracted and combined with 1000

generated masks. The number of training epochs is set to 15
and batch size is set to one. For data augmentation, flipping,

rotation and random cropping (patch size 384 × 384 pixels)

is performed. The cycle consistency loss and the adversarial

loss are equally weighted. No further loss is used [30]. To

sum up, we use a standard setting without any optimization to

specific image data (e.g. a specific stain). The experiments

regarding the MDU approach are only performed with the

appropriate MC setting for generating the label images [30].

The annotations are generated based on the following param-

eters: µg = 7, σg = 2, µr = 18, σr = 2, σe = 2, dn = 4,

µn = 5000, σn = 50, σfn = 5 and σfs = 2. These parameters

were obtained by visual assessment of a small subset of the

image data. We did not quantitatively analyze the ground-truth

annotations (which are available for evaluation purpose) in

order to avoid introducing a significant amount of supervision

and thereby bias to the unsupervised application scenario. As

previous work showed that an optimization of the epoch is

not needed for unsupervised segmentation [30] and requires a

certain degree of supervision, we only report the scores after

all training epochs. All experiments are repeated four times.

The stain-to-stain translation models are individually trained

for each stain combination without any pretraining. Finally

mean and standard deviation of F1-score (F), precision (P) and

recall (R) are reported. Apart from these pixel-level scores, we

also report the corresponding object-level scores (Fo, Po, Ro).

That means, we distinguish between true positive objects (i.e.

the distance between the center of a detected object and a real

object is smaller than 10 pixels), objects which were missed

and false positively detected objects. This differentiation is

only performed in the unsupervised scenarios due to the

generally lower scores and the fact that these approaches could

also serve as initial detection stage.

The experiments are conducted on a NVIDIA GeForce GTX

1080 Ti GPU.

IV. RESULTS

In the following, the quantitative results of the four ap-

proaches SDS, MDS, SDU and MDU are presented individu-

ally followed by a selection of relevant qualitative results.

a) Single-Domain Supervised: With the fully-supervised

SDS approach, we obtain a mean F1-score of 0.90 with a

precision of 0.89 and a recall of 0.92. The results of this

method serve as a reference for supervised segmentation of

PAS images. For a detailed evaluation of this approach, we

refer to [31].
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Fig. 4: Results of the MDS approach.
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Fig. 5: Results of SDU for the four annotation settings.
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Fig. 6: Results of SDU for the three different stains.
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Fig. 7: Results of the MDU approach for different stains.

b) Multi-Domain Supervised: Fig. 4 shows the results for

the MDS approach. Independent of the considered staining and

the training strategy, we notice a generally high performance

of the MDS1 approach compared to high variability in case of

MDS2. On average, a random selection of patches is slightly

inferior to a 50%/50% sampling strategy for training the

stain-translation model. Considering the different stainings, we

notice that CD31 shows the best measures (F1=0.86) which is

only slightly below a ”native” PAS segmentation (using SDS).

c) Single-Domain Unsupervised: Fig. 5 shows quantita-

tive results for each of the four different SDU settings applied

to the PAS-stained images. We investigate pixel-level as well

as object-level scores. Considering these results, we notice that

the single-class settings (SC, SE) do not show any useful

results. In case of elliptical shapes (SE), at least the best

configuration exhibits acceptable outcomes, however, GAN

training is highly unstable in this scenario. In case of the multi-

class settings (MC, ME), we notice a more stable behavior, as

in each repetition good scores are obtained after few training

epochs. Mean pixel-level F1-scores of 0.63 (MC) and 0.62

(ME) as well as mean object-level F1-scores of 0.74 (MC

and ME) are achieved. Convergence is obtained approximately

after six epochs for both settings. We notice slightly higher

precision than recall, especially on object-level. A further

optimization of the number of the training epochs does not

show a high influence [30]. Changing the amount of training

data (both: halving and doubling the amount of patches) did

not show any significant changes in performance.

Fig. 6 shows the results of the SDU approach (referring

to the MC setting in Fig. 5) applied to the different stains.

We notice acceptable behavior in case of CD31 but complete

failure in case of AFOG and also Col3.

To assess if the large amount of annotated training data

is required, we also trained the supervised approach (SDS)

with relatively few training samples and obtained average F1-

scores of 0.49, 0.65 and 0.71 on pixel level and 0.52, 0.68

and 0.76 on object level for training with 2, 4 and 8 WSIs,

respectively (one WSI contains on average 120 glomeruli).

Based on these results, it can be seen that the break-even point

of the supervised approach is reached with approximately four

fully-annotated training WSIs corresponding to roughly 500

annotated glomeruli. Considering the object-level scenario, the

proposed method exhibits even better performances (compa-

rable with the supervised method trained on eight WSIs).

d) Multi-Domain Unsupervised: Fig. 7 shows the results

of the MDU approach. Compared to a direct image-to-label

translation (SDU, Fig. 6), we notice that an intermediate rep-

resentation definitely leads to improvements. Whereas changes

in case of the high performing CD31 staining are marginal,

in case of the domains AFOG and Col3, we notice strong

performance increases and decreases in variability.

e) Qualitative Results: Fig. 8 provides insight into the

stain translation process. We notice that the fake images look

highly realistic. The overlay shows that the image content

and most importantly the objects’ boundaries also remain

unchanged after translation.

Fig. 9 shows the results of the image-to-label translation

process performed with the PAS staining and different settings.

While a translation to binary label images does not work at

all (the label map does not correspond to the image in case of

subfigure (a) and (b)), with added low-level information (here

the nuclei), we obtain proper outcomes. In Fig. 10, the results

of a direct image-to-label conversion (SDU) are compared to

a conversion from an input stain to PAS (which is used as

intermediate representation only) followed by a conversion

from PAS to the label domain (MDU). Each row shows an

original image, the corresponding fake PAS image, the overlay

based on a direct translation and the overlay based on the

multiple translation approach. As indicated by the quantitative

results, a direct translation highly depends on the underlying

image characteristics of the considered stain. Especially for

Col3 and AFOG, robustness is clearly increased if the images

are first translated to the PAS staining. Complete failure during

training the SDU approach is generally indicated either by

arbitrary detections (center row) or by the absence of detected

objects (bottom row). We also notice cases where (only) blood

vessels (white area) are falsely classified as object.

For comparison, we also conduct experiments with other

unsupervised techniques, specifically the level-set approach

proposed in [33] and thresholding (combined with morpho-
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Fig. 8: Example translation between different stain combinations (left) as well as a magnified overlay of the PAS-to-Col3 and

the Col3-to-PAS translation (right). The fake images look highly realistic and do not show any significant changes in objects’

morphology.

Fig. 9: Qualitative results of the image translation process for

the four settings (a) – (d): the figure shows the finally relevant

translation from the image domain (top row) to the annotation

domain (bottom). Binary labels are visualized as gray-value

images (a)–(b) while we used color-channels for three-class

classification (c)–(d). We overlaid the output with the ground-

truth indicated by the blue, dotted circles. The resolution of

the patches is factor four smaller than in Fig. 8.

logic closing, disc operator, diameter: 11 pixels). Without

manual post-processing both methods never exceed a DSC of

0.35. However, as these methods require a manual removal of

false positives as discussed in [33], a comparison is not fair.

V. DISCUSSION

Based on the performed experiments, we are now able to

answer the questions Q1–Q6 raised in Sect. I.

Q1: Can we make use of image-to-image translation

to perform domain adaptation between stains on image-

level? We can definitely state that image-to-image translation

is able to convert between different stains. Based on qualitative

results, we notice that the generated images are highly realistic

and the underlying image content remains unchanged. Based

on the final segmentation results, we also notice that the

segmentation performance (MDS1) remains high with little

impact of the staining of the input image.

Q2: Should we translate the image to be tested or

the training data? An experiment with two different con-

figurations (MDS1 vs. MDS2) showed that the direction of

translation plays an important role. If translation to the PAS

Fig. 10: Direct image-to-label conversion vs. a conversion

from an input stain to PAS followed by a conversion from

PAS to the label domain: From left to right, each row shows an

original image, the corresponding fake PAS image, the overlay

based on a direct translation (SDU) and the overlay based on

the MDU approach. Yellow indicates detection, blue indicates

ground-truth and green indicates true-positives.

staining (which delineates the object-of-interest) is performed,

clearly better results are obtained compared to a translation

from PAS to any other staining. The impact is most distinct

in case of the stains exhibiting generally lower segmentation

performance. As we notice a correlation between performance

and perceptive difficulty of segmentation, these stains are de-

noted to be ”difficult-to-segment”. A similar effect is observed

for comparing the performances of SDU and MDU. While

some stains proved to be difficult to segment directly (i.e.

the unsupervised model is not capable of segmenting the

data appropriately), a stain-translation to a good intermedi-

ate representation exhibits clear improvements. If the input

stain already shows good features for segmentation, we do

not expect any improvement using an intermediate domain.

Based on these findings, we strongly expect that in case of a

translation to PAS the segmentation problem is facilitated in

the first step leading to a more accurate segmentation. It can
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also be observed that the objects-of-interest are clearly more

delineated in the PAS (and in the fake PAS) images compared

to e.g. the Col3 images (Fig. 10). Due to the highly realistic,

virtually indistinguishable fake images, we do not expect that

it makes a strong difference if we train on real, and test on fake

images or vice versa. To conclude, we state that the direction

has a strong impact and should always be performed from the

difficult-to-segment to the easy-to-segment domain.

Q3: What is the impact of the individual stain charac-

teristics? To answer this question, we focus on the investi-

gations of the unsupervised SDU approach. Here we notice

clear differences in performance between the different stains.

However, also the supervised approach MDS2 showed clearly

different accuracies. To summarize, we notice a strong impact

of the stain characteristics on the finally obtained segmentation

performance. However, a smart translation to an easy-to-

segment stain can be used to clearly reduce the gap between

the different imaging modes.

Q4–Q5: Can we also utilize image-to-image translation

to segment in an unsupervised way by simulating ground-

truth masks and by translating between the image and

the mask domain? How should a simulated mask in this

case look like? The experiments also showed that image-to-

image translation can be used to convert between images and

automatically generated annotations to perform unsupervised

segmentation (Q4). Here we notice that it is important to sup-

port the translation model with further low-level information

(Q5) to facilitate a decrement of the cycle-consistency loss

during GAN training. It proved to be highly effective to add

simulated nuclei to the label images. Interestingly, the accuracy

of the underlying shapes is not so important as the more ap-

proximative circular virtual objects show similar performance

compared to elliptic shapes. Furthermore, the image domain

plays an important role in this scenario. Similar to supervised

segmentation (with even higher impact), the difficulty and

thereby the segmentation accuracy strongly depends on the

image characteristics.

Q6: Can we use well suited intermediate stains to in-

crease performance in case of unsupervised segmentation?

The results of a direct image-to-label conversion proved to

mainly depend on the underlying stain characteristics. Stains

with clearly delineated objects of interest correspond to higher

segmentation scores. Stain-to-stain translation can be used

in this scenario as well to translate to an easy-to-segment

intermediate representation. While improvements are marginal

with appropriate input stains, they are highly significant in case

of difficult-to-segment input images (Q6). In case of SDU,

complete failure during training often corresponds to arbitrary

segmentations (uncorrelated to the ground-truth). This occurs

due to the similar shape and size of the objects-of-interest and

white spots (vessels). Hence, the network learns to segment

this structure instead. We assume that the translation to the

label domain is strongly facilitated if the images show clearly

outlined objects of interest (as in case of the PAS domain).

The absence of clear boarders (e.g. Col3) complicates a direct

stain-to-label translation process. However, using an interme-

diate translation stage, robust outcomes can be obtained.

We proposed and investigated supervised and unsupervised

segmentation approaches as well as scenarios with and with-

out a domain shift. As expected, supervised segmentation

generally shows higher accuracies. A comparison of these

different scenarios was not our goal as also the setting was

slightly different (the experiments were performed on different

resolutions). Instead, we wanted to obtain an overview of the

performances possible with each of the settings and wanted to

find out how to optimize them individually. When comparing

the segmentation performances, it is obligatory to keep in mind

that the required manual effort for model parameterization is

highly divergent for the two approaches. Annotating the 20

WSIs for the supervised approach took roughly 40 hours over-

all (2 hours per slide). A parameterization of the unsupervised

approach could be performed quickly in less than half an hour.

While the supervised approaches require annotations in one

domain only, they are generally applicable to any histological

segmentation task and potentially also to other biomedical

tasks. A requirement of the unsupervised approach is that

the shape of the objects-of-interest shows regularity and can

be modeled effectively. If the objects exhibit arbitrary shape,

a conversion will not be possible based on unpaired data

because a discriminator will not be able to distinguish between

real and fake annotations. However, many segmentation tasks

in biomedicine show such regular patterns and are thereby

potentially suited to be processed with the proposed technique.

VI. CONCLUSION

In this work, we propose and investigate concepts of stain-

to-stain translation based on GANs to facilitate segmentation

applications in digital pathology. We make use of GAN

models based on unpaired training to perform uninformed

domain adaptation in a supervised learning task and we use a

similar approach for performing a direct (fully unsupervised)

image-to-label translation. Finally, these two approaches are

combined to increase performance and to decrease the impact

of the stain in case of fully unsupervised segmentation. We

found out that unsupervised segmentation can be performed

effectively and benefits a lot from an augmented label domain,

i.e. further low-level information needs to be added to the

binary label images to optimize the cyclic learning process.

A further core finding is that image translation is not only

effectively applicable for domain adaptation purpose, but also

helps to facilitate segmentation tasks. The performance of

both, supervised as well as unsupervised segmentation, can be

boosted by using an appropriate easy-to-segment intermediate

representation. We identified PAS as the most effective staining

for our purpose. However, there is still potential for further

optimization. Due to variability in the image acquisition, future

work could focus on translating to best-suited sub-domains

showing ideal characteristics for individual segmentation tasks.
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