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Abstract

Digital pathology is a field of increasing interest and requires automated systems

for processing huge amounts of digital data. The development of supervised-

learning based automated systems is aggravated by the fact that image properties

can change from slide to slide. In this work, the focus is on the segmentation of the

glomeruli constituting the most important regions-of-interest in renal histopathol-

ogy. We propose and investigate a two-stage pipeline consisting of a weakly super-

vised patch-based detection and a precise segmentation. The proposed methods do

not need any previously obtained training data. For adapting and optimizing this

model, a kernel two-sample test is applied. For the segmentation stage, unsuper-

vised segmentation methods including level-set and polygon-fitting approaches

are adapted, combined and evaluated. Overall, with the best performing polygon-

fitting segmentation method, 51 % of glomeruli were segmented with sufficient

accuracy (DSC > 0.8). 42 % of the detections were false positives. Due to the

difficult application scenario in combination with the small required training cor-

pus, the obtained performance is assessed as good. Strategies for increasing the

segmentation performance even further are discussed in detail.
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1. Introduction

Research in pathology often requires large numbers of annotated whole slide

images (WSIs) where an image has a typical resolution of about one giga pixel.
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Figure 1: An example WSI showing mouse kidney (left), and zoomed versions of a certain patch

based on two zoom-levels exhibiting the high detail degree of pathological image data. The right

patch clearly shows a renal glomerulus.

Here, we focus on an application scenario from kidney pathology where the ob-

jects of interest are the so-called glomeruli (Fig. 1, right, for details see Sect. 1.1).

Automated detection and segmentation of the glomeruli would extremely facil-

itate the work of pathologists who currently count and segment these structures

manually for research purposes. Variations, such as different staining intensity

and thickness of the histological slices, lead to qualitative differences between

WSIs, even if all of them show kidneys stained with the same dye and originat-

ing from the same whole slide scanner. As these variations have effects on color,

texture and morphology [1], they can reduce the generalization ability of a clas-

sifier trained on a set of images showing different properties than the data to be

evaluated, which is commonly referred to as domain shift [2].

A potential domain shift between training and evaluation data exhibits a dis-

tinct burden for methods relying on supervised classification. To tackle this prob-

lem, either large amounts of training data need to be collected showing all possible

variations or separate training data sets for each ”characteristic” need to be avail-

able [3]. A further solution could be to rely on domain adaptation methods [1] to

compensate the occurring changes.

1.1. Medical Background

Kidneys have a complex anatomy and virtually all kidney diseases lead to

structural changes which are currently much more specific than any other biomarker.

For a precise diagnosis and hence a correct therapy of patients with renal diseases,

a histological evaluation of kidney biopsies is therefore essential. Histological

analyses of kidneys are also crucial and are broadly used in basic and translational
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research, in drug development as well as in drug toxicity testing. Morphological

and ultrastructural alterations give information on the pathomechanisms of renal

injury, location (which compartment or which cells of the kidney are injured),

distribution (is the damage focal or diffuse within the whole kidney or segmental

or global within a glomerulus) and severity of damage. Glomeruli (Fig. 2), the

blood-filtration units of the kidney, are one of the most important kidney com-

partments which are affected in a large number of kidney diseases. Analysis of

glomeruli is therefore one of the most important steps in histological evaluation

of kidney biopsies in both clinical and experimental nephropathology. To obtain

morphological information of specific structures, different histological stainings

are applied. The most important staining in renal histopathology is PAS (peri-

odic acid schiff) providing important information for diagnosis. Fig. 2 shows an

example glomerulus as well as the ground-truth segmentation stained with PAS.

1.2. Related Work

The problem of glomerulus segmentation has only been addressed by very

few approaches so far. A supervised classification based approach was proposed

by Kato et al. [4]. The authors introduced a separate detection and segmentation

stage, both based on training a supervised classification model (linear support vec-

tor machine (SVM)). For detection, the method relies on the rectangular histogram

of oriented gradients descriptor (RHOG), which is applied in a patch-wise manner.

Based on the trained model, a patch-wise score is computed and finally, after non-

maxima-suppression, the center points of the glomeruli are obtained. In a second

stage, the segmentation is obtained by means of a polygon-fitting method utilizing

another HOG derivative, specifically the spherical-HOG descriptor (SHOG) [5].

For this purpose, the classification model is trained with patches on the contour

as well as other patches located inside or outside of the glomeruli. The polygon-

fitting method aims at producing a relatively circular segmentation while keeping

the classifier’s score (for the contour-class) high. The drawback of this method

is given by the high dependency on precise label data. Whereas the detection

stage requires some roughly located objects only, the segmentation stage needs

precisely annotated regions-of-interest. Additionally, this method was developed

for a specific staining (desmin) which highlights cells in glomeruli, facilitating a

detection and segmentation.

To circumvent the need for a significant amount of reliable training data, Samsi

et al. [6] proposed a segmentation algorithm for glomeruli in mouse kidney biop-

sies. Specifically, the authors aim at segmenting the white sickle-shaped Bow-

man’s capsule surrounding the glomerulus by performing color-based segmenta-
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tion. This segmentation method consists of thresholding the image followed by

k-means clustering and morphological operations. However, the inherent problem

of this approach is, that the Bowman’s capsule is not always visible, depending on

the straining protocol as well as the position of the glomerulus relative to the cut-

ting plane (Fig. 1). Since the Bowman’s capsule is not always present, in general,

this method is not capable to generate a reliably precise segmentation.

All futher studies do not focus on a segmentation, but on a detection only or

on patch-wise tissue classification. In [7], different image representations have

been investigated to determine whether they are appropriate for distinguishing

between regions in renal pathology, with a focus on patch-wise classification.

The authors found that color as well as texture representations can be utilized for

distinguishing between the texture classes.

Similarly, in [1] domain adaptation methods were investigated for patch-wise

classification of renal tissue. The authors showed that domain adaptation can

help to improve the fit of trained models for image data showing changed prop-

erties. However, the investigated semi-supervised domain adaptation method still

requires annotated target domain data (i.e. data from the image to be evaluated)

and a larger set of (arbitrary) source domain training data.

A review of state-of-the-art literature in this field as well as related fields,

such as automated diagnosis in endoscopy [8, 9, 10], reveals a major problem

preventing automated systems from being widely deployed in research as well

as clinical practice: depending on intra- and inter-class variability in image data

sets, for effective training of classification models large amounts of annotated

training data have to be acquired in order to accurately estimate the classifier’s

decision boundaries [9]. For unchanging problem definitions, the acquisition and

annotation of large training data is time consuming, but acceptable. However,

issues with large training data arise if variations lead to distinct changes in the

image and consequently to changes in the computed image representation. The

inflexibility of supervised-learning-based systems constitutes a severe obstacle for

many real-world application scenarios.

In general literature on machine learning, several strategies to deal with high

variability in the image domain were identified. Specific variations can be com-

pensated by means of image normalization methods. The proposed techniques

reach from simple contrast normalization to more sophisticated and problem spe-

cific methods such as stain normalization [11]. Another approach to compensate

variability such as scale-, rotation- and illumination-variations is given by invari-

ant image descriptors [10]. Finally, variations can be modeled and compensated

by learning a transformation between training and test data which is referred to as
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domain adaptation [2]. Since these domain adaptation methods are developed to

deal with slight domain shifts only, methods claimed to be invariant not necessar-

ily outperform conventional ones in real-world applications [10]. Normalization

is only sensibly applicable for some specific kinds of variations such as changes

in color intensity.

Recently, instead of improving the image representation, the focus has been

on augmenting the data set to ’learn’ the variability as far as possible by taking

advantage of deep learning architectures [12, 13]. Architectures such as fully

convolutional networks (FCNs) [14], however, require a significant amount of

annotated data for training these models in the first place.

Unsupervised segmentation approaches have been applied for the segmenta-

tion of histopathological tissue as well. Whereas there is limited literature on

unsupervised segmentation of higher level objects (such as renal glomeruli [6]), a

significant amount of research has been performed in the field of nuclei segmenta-

tion [15, 16, 17, 18]. Compared to the glomeruli, which consist of numerous cells,

the segmentation of nuclei can be considered as low-level segmentation exhibiting

different challenges.

1.3. Contribution

In this work, we propose a weakly supervised two-stage approach for segment-

ing the renal glomeruli in histopathological WSIs of the kidney. The two-stage

method specifically consists of a detection and adaptation stage as well as a pre-

cise segmentation stage (as outlined in Fig. 3). For detection, we rely on learning

from positive and unlabeled samples in combination with common low dimen-

sional descriptors trained with few labeled samples which can be easily acquired

Figure 2: An example of a renal glomerulus (left) and a ground truth annotation (right).

5



Detection

Sliding

window

detection

(Sect. 2.1)

Geometric 

adaptation

(Sect. 2.1.1)

Threshold 

adaptation

(Sect. 2.1.2)

Adaptation

Output,

evaluation
Segmentation

Sect. 2.2

Polygon fitting

vs.

Level set

Segmentation

Figure 3: Schematic overview of the proposed pipeline consisting of detection, adaptation and

segmentation.

interactively. This part has been published in our previous conference paper [19].

We furthermore propose an adaptation stage which consists of an unsupervised

method based on the maximum mean discrepancy as well as geometrical con-

straints to obtain glomerulus center points. The coordinates obtained during detec-

tion are consequently utilized as seed points for unsupervised segmentation. For

this purpose, we investigate four conceptually different unsupervised segmenta-

tion approaches. Specifically, common region-based level-set approaches as well

as two novel polygon-fitting approaches derived from a supervised approach for

glomerulus segmentation [4] are employed.

Finally, an extensive evaluation of detection and segmentation performance

based on a large image data set is carried out. This evaluation is intended to

answer the question whether the problem can be sufficiently solved based on a

weakly supervised segmentation pipeline or if supervised methods (e.g. fully-

convolutional neural networks [14]) cannot be circumvented. Finally, we discuss

how this pipeline can be utilized for semi-automated training-data generation.

The remainder of this paper is structured as follows: Section 2 provides de-

tails of both stages of the proposed weakly-supervised segmentation approach. In

Sect. 3, the experimental setting as well as the results are shown. In Sect. 4, the

results are discussed and finally, Sect. 5 concludes this paper.
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Figure 4: Example patches of positive (glomeruli, left) and negative class (right) for one specific

WSI

.

2. Methods

The proposed pipeline consists of two consecutive stages: the first stage (Sect. 2.1)

computes the centers of all detected glomeruli which are furthermore utilized for

initialization of the second stage. The output of the second stage (Sect. 2.2) is a

binary mask providing the segmentation.

2.1. Stage I: Detection & Adaptation

In the first stage, in order to distinguish between positive (glomerulus) and

negative regions (non-glomerulus), a classification model is trained based on im-

age patches. This procedure is motivated by the fact that tissue inside the objects

of interest distinctly differs from the surrounding regions, whereas the object’s

boundaries are often difficult to localize (Fig. 2).

To keep the manual effort for annotations low, we rely on the protocol which

has already been effectively applied in our previous work [19]: for classifier train-

ing, the user needs to collect a few patches from the positive class only (e.g. by

selecting some glomerulus centers). Samples for fitting the negative class are ran-

domly selected from the WSI without considering the positive data and by only

excluding regions showing no tissue. Thereby, a classification model is trained to

distinguish between positive and noisy (mixed) data. The proposed approach was

motivated by the following two observations:

1. Glomeruli cover insignificant areas of the kidney and thereby the introduced

noise level is assumed to be low. Whereas the overall kidney tissue covers

approximately 5 · 108 pixels, one object-of-interest typically has a size of

about 250×250 pixels. As a WSI contains between 100 and 200 glomeruli,

these structures cover between 1 and 2 % of the kidney tissue.
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2. Whereas texture outside of regions to be detected shows strong variations,

texture of the target objects visually exhibits a rather low degree of intra-

class variability as exemplarily illustrated in Fig. 4.

These two observations were also experimentally validated in our previous work [19].

For classification, a linear SVM is trained and the fitted model is furthermore

utilized to evaluate patch-wise probabilities [20] by applying the sliding window

approach with a specified step size s [19, 4].

Due to the unbalanced setting considering variable amounts of training data

for both classes as well as noise in one class only, the SVM’s threshold needs

to be finally adjusted. In previous work [19], this was performed based on a

separate test and validation set. Here, we provide a fully-unsupervised technique

(Sect. 2.1.2). Before applying this adaptation, the geometric prior information is

exploited to improve the classifier’s output (Sect. 2.1.1).

2.1.1. Geometric Adaptation

As an extension of the detection stage (Fig. 3), the matrix representing the

positive class probabilities is convolved with a Difference-of-Gaussian (DoG) op-

erator to delineate punctually high probabilities in the midst of low probabilities.

This optimization step is applied in order to prevent the model from detecting

objects with an implausible shape and/or size. Due to the generally relatively con-

stant size of the glomeruli, one single DoG filter is required only. The DoG’s

sigma values σ1 (75 pixels) and σ2 (33 pixels) are chosen such that the radius of

the zero crossings corresponds to the expected half glomeruli size (glomerulus

diameter: 125 pixels in the considered resolution) which is generally relatively

constant (Sect. 2.5).

2.1.2. Threshold Adaptation

After the geometric adaptation, the glomerulus centers are now obtained by

calculating the local maxima in regions showing high filter responses. Specif-

ically, thresholding is applied followed by extracting the coordinates exhibiting

the local maxima per connected component.

Due to the small amount of utilized training data (especially from the positive

class), the optimal threshold varies according to the selected training samples. To

obtain robust results, independent of the training samples and without user inter-

action, we apply an unsupervised threshold selection based on the maximum mean

discrepancy [21]. This kernel two-sample test provides a measure for comparing

two (arbitrary) distributions and has also been exploited for domain adaptation

applications [22].
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For varying thresholds Θ, the feature vectors corresponding to the classi-

fier’s responses p (signed distance to the decision boundary) with the smallest

pΘ = |p−Θ| complying to p < Θ+d are selected as the first distribution. For the

second distribution, the features corresponding to the classifier’s responses with

the smallest pΘ complying to p > Θ − d are selected. In order to prevent that

the distribution above the threshold becomes sparse due to insufficient positive

samples, by setting d greater than 0, an overlap between the distributions is in-

troduced. This can be justified as border regions naturally contain overlapping

regions which implies that the two distributions contain similar samples, anyway.

Finally, the maximum mean discrepancy is maximized in order to obtain the opti-

mal threshold providing the best separation of two distributions.

2.2. Stage II: Segmentation

As there is no clear line or gradient indicating the objects’ borders, the bound-

aries are, even for a human observer (e.g. a medical expert), difficult to detect

without considering the surrounding context. Consequently, for segmentation, we

focus on several region-based techniques (and not on edge-based approaches).

Specifically, we identified five segmentation approaches consisting of three

existing level-set formulations (Sect. 2.2.1) as well as two novel polygon-fitting

derivations (Sect. 2.2.2) to be promising for the specific application.

2.2.1. Level-set (LS)

For level-set segmentation, a boundary δΩ is generally represented by the zero

level-set of a function φ

δΩ = {x ∈ Ω|φ(x) = 0}, (1)

where x denote the coordinates of the image. By minimizing an energy functional,

δΩ is intended to converge to an object’s boundary. We investigate three energy

functionals which were identified to be potentially appropriate for the considered

application scenario:

ECV , proposed by Chan and Vese [23], is defined as

ECV (µ1, µ2, δΩ) =

∫
Ω1

||I(x)− µ1||
2dx+

∫
Ω2

||I(x)− µ2||
2dx+ λ length(δΩ) ,

(2)
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Figure 5: Patches from three different WSIs clearly showing stain variability.

where I denotes the image, Ω1 and Ω2 denote the two disjunct regions, µ1 and

µ2 the corresponding pixel’s mean values and λ is the weight parameter for the

regularization term.

This model (in the following LSCV ) theoretically requires two Gaussian distri-

butions, however, good practical results were also obtained in applications where

this assumption does not hold [24]. For our application scenario, the difference in

average color between the objects of interest and background (Fig. 5) makes this

approach promising.

Figure 6: Local variance of the patches in Fig. 5 computed in a window-size of 25 × 25 pixels

individually for the three color channels, i.e. each color channel contains the min-max-normalized

variance of the respective channel.

However, as shown in Fig. 5, staining variability is generally high, potentially

leading to a lack of color contrast between glomerulus and surrounding tissue

(Fig. 5, center patch). To increase robustness, especially in case of low contrast

image data, we furthermore investigate a modified formulation:
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Rousson and Deriche [24] generalized the LSCV formulation by introducing

the covariance matrix Σi into the energy formulation

ERD(µ1, µ2,Σ1,Σ2, δΩ) =

∫
Ω1

e1(x)dx+

∫
Ω2

e2(x)dx+ λ length(δΩ),

(3)

where ei = log|Σi|+ (I(x)− µi)
TΣ−1

i (I(x)− µi).
This model (in the following LSRD) is supposed to be well suited to distin-

guish between glomerulus regions and neighboring tubulus tissue due to the high

discriminative power of the covariance matrix. Especially variances between the

two classes are different due to the dissimilar texture patterns between tuboli and

glomeruli as shown in Fig. 6. Even with merely variance information, a visual

distinction between objects and background can be performed.

Finally, an approach combining the formulation of Rousson and Derich with

Markov random fields was proposed in [25] by adding a further regularization

term

EXu(µ1, µ2,Σ1,Σ2, δΩ) =

ERD(µ1, µ2,Σ1,Σ2, δΩ) + β

∫
(N1(x)−N2(x))dx

(4)

where N1 and N2 indicate the number of pixels in a certain neighborhood belong-

ing to Ω1 and Ω2, respectively. This approach (in the following LSXu) has already

shown to be highly effective for related segmentation applications of histopatho-

logical WSIs [25].

For initialization of the level-set, a circle (centered around the respective de-

tection point) is utilized representing the mean shape of the glomeruli.

2.2.2. Polygon-fitting (PF)

Unlike the implicit formulation of level-set segmentation, polygon-fitting [4]

generally approximates the circular boundary of an object by an n-sided polygon

optimizing an energy criterion.

A so-called boundary likeliness function L is computed along radial lines be-

ginning at the previously detected center point as shown in Fig. 7. Based on these

likelihoods Li(j), where j corresponds to the distance to the center and i corre-

sponds to the line number, the polygon with the highest sum of likelihoods over

all radial lines is evaluated:
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Figure 7: polygon-fitting method.

popt = argmax
p

n∑
i=1

Li(pi) (5)

A further constraint is added to enforce that the obtained shape is roughly

circular. This is enforced by constraints that ensure that the polygon points are in

a certain range:

|p1 − p2| ≤ C, |p2 − p3| ≤ C, ..., |pn − p1| ≤ C (6)

Kato et al. [4] utilized this method for segmentation of glomeruli in a super-

vised manner (PFsuper). Relying on a HOG operator, the boundary likeliness has

been trained based on precisely manually annotated samples.

Here, this method is modified in order to be able to segment the glomeruli in

an unsupervised manner. We define the likelihood L at a certain point such that

Li(pi) = d(F (Nin(pi)), F (Nout(pi))), (7)

where Nin and Nout are sets of neighboring pixels of a point towards the center

and away from the center (Fig. 7 (left)), F is a feature vector computed in the

respective region and d is a distance measure.

For F , we investigate the means and standard deviations for each color channel

in RGB (PFRGB) and CIELAB color space (PFLAB), respectively. As distance
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measure d, the Euclidean distance is utilized. As neighborhoods Nin and Nout, we

rely on non-overlapping square patches as shown in Fig. 7 (left).

Compared to active contours, polygon-fitting strongly decreases the degrees

of freedom restricting the final contour to objects represented by connected star-

shaped sets which definitely applies to the fairly circular glomeruli [4]. This

restriction equally represents a hard intrinsic shape prior. In contrast to level-

set approaches, the global optimum solution can be computed efficiently, due to

the low complexity. Finally, the proposed polygon-fitting approaches consider

local neighborhoods instead of minimizing global energy criteria. Thereby, the

polygon-fitting methods act more locally and are not limited by difficult-to-model

(e.g. non-Gaussian-like) global distributions. Such a local consideration only can,

however, also lead to wrong segmentations as the considered context is rather

small.

2.3. Dual-stage Segmentation (DS)

In order to combine the positive aspects of polygon-fitting and level-set seg-

mentation, we finally merge these two methods. For this dual-stage approach,

polygon-fitting is applied to find a good initialization to overcome the problem of

local minima in the case of level-set segmentation. In a second stage, a level-set

approach is initialized with the outcome of the polygon-fitting technique consid-

ering the feature distributions of the whole image instead of a certain, relatively

small neighborhood.

2.4. Image Data set

The WSI data was obtained from resected mouse kidneys (which show high

similarity to human kidneys). Kidneys were fixed in methyl Carnoy’s solution and

embedded in paraffin. For more details see [26].

Paraffin sections (1 µm) were stained with periodic acid-Schiff reagent and

counterstained with hematoxylin. Whole slides were digitalized with a NanoZoomer

2.0HT digital slide scanner (Hamamatsu) and a 20× objective lens. For evalua-

tion, eight renal WSIs showing mouse kidney with sizes of roughly 50,000 ×
40,000 pixels are evaluated containing between 78 and 164 glomeruli. Overall,

1008 objects are contained in the investigated data set. Partially cut glomeruli

(with < 20,000 pixels) were excluded from evaluations and overall 858 glomeruli

are considered. All of these slides were manually annotated, specifically all glomeruli

were encircled by a polygon by a student helper1 in cooperation with medical ex-

1Special thanks to Hanry Ham for supporting us with highly precise annotations
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perts. To increase computational efficiency, the images were downscaled isotropi-

cally by a factor of 2.0. However, for evaluation, the processed data is upscaled to

facilitate a comparison with the ground-truth annotation on the original resolution.

2.5. Evaluation Details

2.5.1. Preprocessing

The background of the WSI, showing no tissue, was automatically removed

prior to further processing as follows: After loading the image in a low resolution

(downscaled by factor 26), it was converted to gray-scale and Otsu threshold-

ing [27] was applied. The holes of the binary image were furthermore filled and

dilation (structuring element: disc, radius: 3) was applied. Finally, the largest

object was detected as kidney and all other artefacts were removed.

2.5.2. Stage I

For training the weakly supervised detection model, sixteen (positive) objects

from the annotations were randomly selected and the positive patch was extracted

around the center point of the annotation. For the negative class, 2000 samples

were randomly selected from the WSI [19]. For image representation, we re-

lied on a highly compact representation containing the mean value of the three

color channels (RGB) as well as the standard deviations (followed by L2 nor-

malization) providing good classification performances and high computational

efficiency [19]. To obtain a good trade-off between speed and detection perfor-

mance, the step size during patch-wise detection was set to 25 pixels [19]. The

SVM’s c-value was optimized based on a separate data set containing two WSIs.

The ratio between the c-values of the two classes was fixed according to the ratio

of utilized training data. Thereby, a false sample in the negative class training

data (which had a lower weight due to the larger amount of data) only marginally

influenced the evaluated decision hyperplane. For fitting the SVM, the MATLAB

C-SVM implementation was employed. The DoG’s parameters of the geometric

adaptation were set to σ1 = 1 and σ2 = 5 to delineate objects with sizes equal

to the typical size of glomeruli. For threshold adaptation, 500 samples per class

were selected satisfying p < Θ and p > Θ, respectively. d was adjusted in such a

way that further 400 samples appeared in both distributions to guarantee that the

distributions did not get too sparse.

We compared the proposed method with three different settings, derived from

an approach from literature [4]. Firstly, to assess the feature extraction method, the

RHOG descriptor (Sect. 1.2) was applied instead of the proposed color-based de-

scriptor in the proposed weakly-supervised detection (WSDRHOG) pipeline. Sec-
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ondly, to assess the effectiveness of the pipeline, both descriptors (RHOG and

the color descriptor) were assessed in a traditional inductive supervised detection

pipeline (SD, specifically SDRHOG and SDcolor). To facilitate a fair comparison,

training was performed with limited data. Specifically, the annotations of two

WSIs were utilized for training the linear SVM model. Stage I was completely

implemented im MATLAB.

2.5.3. Stage II

The parameters for the segmentation methods were evaluated based on two

separate WSIs (which were not utilized for evaluation). Specifically, regarding the

level-set approaches, λ, β and the neighborhood size considered for computing Ni

were evaluated. In the case of the polygon-fitting approach, the considered patch-

size, the number of sides of the polygon n as well as the regularization parameter

C was optimized. The radius of the level-set initialization was set to 240 pixels

representing the objects’ mean radius.

In order to obtain stable results, the complete pipeline was applied individually

to each WSI, and SVM training was also performed individually per WSI. Finally,

in the results section we report the mean F1-scores (in the following F-score, or

Dice similarity coefficient (DSC) in the case of segmentation) for detection and

segmentation as well as the cumulative distribution of F-scores were reported.

The proposed unsupervised configurations was compared to the supervised

approach proposed in [4] relying on SHOG descriptors for the segmentation of

the glomeruli. The annotations of two WSIs were utilized for training the SVM

model.

The polygon-fitting approaches were implemented in MATLAB. The level-set

approaches were implemented in C++ and were parallelized utilizing OpenMP.

3. Results

3.1. Detection Results

In the following, we individually study the detection as well as the segmen-

tation performance. Considering the detection stage of the proposed method, we

achieved an F-score of 0.68, a recall of 0.87 and a precision of 0.58 (Fig. 8 (a)).

Considering 858 glomeruli overall, we obtained 738 true positives (true positive

rate: 0.86), 120 false negatives (false negative rate: 0.14) and 566 false positives.

A glomerulus in this scenario was defined as correctly detected if a center point

was detected inside the annotated region. For this evaluation, uncertain as well

as small objects (with an area of less than one third of the maximum glomerulus
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area) were excluded from the evaluation because these objects are also not con-

sidered by pathologists. Considering the reference methods, we notice slightly

inferior measures in case of SDcolor (F-score: 0.64) which relies on supervised

learning in combination with the same color features. Both RHOG-based tech-

niques (WSDRHOG, SDRHOG) showed weak detection performances (F-scores:

0.30, 0.44).

In Fig. 8 (b), we furthermore provide for different thresholds (horizontal axis),

the ratio of objects with a detection-distance (i.e. the distance between the de-

tected center and the center of the ground-truth annotation) smaller than this

threshold. We notice that two thirds of the glomeruli were detected within a

distance of 37 pixels (in the highest original resolution). Only about 10 % of

detections were located more than 60 pixels away from the actual center.

In the following, we artificially partitioned the objects of interest into three

equally sized data sets (see dotted lines in Fig. 8 (b) creating the artificial thresh-

olds d1 (19.8 pixels) and d2 (37.4 pixels)) according to their detection performance

to facilitate a separate evaluation of segmentation for precisely, moderately and

rather imprecisely detected glomeruli.
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Figure 9: Segmentation performance with respect to the required minimum DSC overall (a) and

for different detection outcomes (b) – (d).

3.2. Segmentation Results

For segmentation, we only considered glomeruli which were previously cor-

rectly detected (738 true positives). The 14 % of the glomeruli which were not

segmented (false negatives) were omitted in this analysis. The false positive de-

tection points were also not segmented.

In Fig. 9, the segmentation performance (Dice similarity coefficient (DSC)) is

shown for (a) all as well as individually for (b) precisely (d ≤ d1), (c) moderately

(d1 < d ≤ d2) and (d) imprecisely (d2 < d) detected glomeruli, where d refers to

the Euclidean distance between the detection point and the ground-truth center.

We notice that all three level-set methods exhibited similar performances on

average (Fig. 9 (a)). 80 % of the objects showed a DSC greater than 0.71, 40 %

of the objects even obtained a DSC above 0.85. The polygon-fitting approaches

outperformed the level-set methods in the high-DSC range whereas a contrary
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Table 1: Mean runtimes per object for the segmentation methods. (Intel i7-6700K CPU 4.00GHz).

Detection takes on average 320 s per WSI, leading to an overall execution runtime per WSI (with

150 detected glomeruli) between 413 s (PFRGB) and 6002 s (LSRD).

Approach runtime/obj

PFRGB 0.62 s ± 0.01 s

PFLAB 0.73 s ± 0.06 s

PFsuper 0.59 s ± 0.01 s

LSCV 15.54 s ± 7.16 s

LSRD 37.88 s ± 24.41 s

LSXu 36.74 s ± 25.20 s

behavior was observed in the low-DSC range. The SVM-based polygon-fitting

approach [4] (which was applied as a reference method) was generally inferior.

Breaking the overall outcomes down with respect to the detection precision

(Fig. 9 (b) – (d)), we noticed a distinct impact of the detection output. For pre-

cise detections, all methods (apart from PFsuper) exhibited similar performances.

Generally, the segmentation performances decreased significantly, in the case of

a poor detection (d > d2). An intermediate detection could be compensated quite

effectively by the polygon-fitting technique PFLAB compared to the level-set ap-

proaches. All polygon-fitting methods exhibited significantly lower runtimes as

outlined in Table 1. Example segmentations are shown in Fig. 10.

4. Discussion

In this work, a weakly supervised pipeline for detecting and segmenting re-

nal glomeruli was proposed. Whereas the detection stage requires a small set of

(manually collected) training samples only, post-processing as well as the final

segmentation do not require any annotated training data at all.

The detection stage, initially proposed in [19], proved to be effective. We

obtained an F1-score of 0.68 which is slightly lower than in our previous experi-

ments. This is supposed to be due to the high variation over different WSIs in spite

of the transductive learning setting eliminating the need for large stored training

data. This indicates that the staining quality still constitutes an important factor.

Considering the three reference approaches, we notice that RHOG-based meth-

ods, which delivered good outcomes with a different staining [4], though do not

perform well in case of the PAS stained data. Apparently, the thereby extracted

properties focusing on edge information are not appropriate in case of the PAS
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Figure 10: Example segmentations (red) compared to the ground-truth (green) individually for

each of the seven segmentation models with the corresponding DSC.

staining. The low performance of RHOG in combination with the weakly super-

vised pipeline is supposed to be due to the high dimensionality of this descrip-

tor [4] in combination with few positive samples during training the SVM. Even

with increased training data, the traditional (i.e. balanced) supervised detection

based on the (same) color-feature (SDcolor) showed a slightly lower performance

than the proposed method. This is obviously due to the high level of variability

which can be managed more effectively by the proposed transductive setting.

In the following, the final output of the proposed segmentation stage (which is

based on the center points of the detection stage) is discussed in detail. Interest-

ingly, the (region-based) level-set methods performed quite similar independently

of the energy criterion. The advanced methods (LSRD and LSXu) outperformed

LSCV only in a marginal range as shown in Fig. 9 (b) and (c). Obviously, the gra-

dient information does not contribute towards segmenting the glomeruli and the

color information is sufficient in combination with the regularization term (Eq.

(2)). Similarly, the Markov term added in the energy formulation of LSXu simi-

larly did not change the outcome significantly.
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The novel unsupervised polygon-fitting approaches (PFLAB, PFRGB) exhib-

ited different strengths and weaknesses compared to the level-set approaches. We

notice that these techniques were better able to compensate for slight detection

inaccuracies (Fig. 9 (c)) in certain cases, however, also the number of completely

wrong segmented objects (e.g. DSC < 0.6) was thereby increased. The PFLAB

approach generally outperformed the RGB-based method indicating that the vi-

sually motivated CIELAB colorspace provides a more appropriate measure for

distinguishing between the two classes than the RGB color space. A combination

of the best level-set and polygon-fitting approach (DSLAB+CV ) exhibited a sim-

ilar performance as the LSCV method. Interestingly, adapting the initialization

(which worked quite well as shown in Fig. 8 (b)) by means of the polygon-fitting

method did not lead to improvements in general. Only for the worst class of de-

tections (d > d2), the combination outperformed the other single-segmentation

approaches. The SVM-based PFsuper method did not show any attractive results,

which is supposed to be due to the rather small annotated data that is utilized for

training the SVM model.

During qualitative assessment (Fig. 10) of the segmentation outcomes, we de-

fined a quantitative threshold for a sufficiently accurate segmentation. Consider-

ing the example outputs and being aware to the generally difficult unsupervised

segmentation task, the threshold was set to a DSC of 0.8.

As we focus on segmentations above a DSC of 0.8 only, a level-set based

method (the best outcome is obtained with DSLAB−CV ) could be identified as the

best approach as 65 % of segmented objects are segmented with a DSC greater

than 0.8. If considering a DSC of 0.85 and above, however, PFLAB clearly outper-

formed the level-set based approaches. As this method produced the best average

segmentations in the range between a DSC of 0.8 and 1, we determine this method

as most appropriate for the problem definition. In the following, we focus on the

outcomes of this method only.

The PFLAB approach accurately (DSC > 0.8) segmented 59 % of data. Fus-

ing the results of detection and segmentation, 51 % (59 % · 0.87 (recall)) of all

glomeruli in the image were finally accurately segmented.

Accepting segmentation outcomes with a DSC of 0.8 and higher, this means

for a biological experiment that all other glomeruli would need to be either re-

moved or segmented manually. Whereas a manual removal can be efficiently

performed (but is prone to introducing bias in experimental evaluations), a man-

ual post-processing is highly time-consuming (e.g. if 49 % of objects need to be

segmented manually).

Therefore, in the future, we will investigate FCNs [14] to directly segment
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the renal glomeruli without a previous detection of the regions-of-interest in a

supervised manner. Being aware of the comparatively large required training data,

we will study whether noisy training data, provided as output by the proposed

approach and manually enhanced, can be utilized to train or to pre-train such a

network in order to keep the manual annotation effort as low as possible.

According to our previous experience, a proper manual annotation of 3,000

glomeruli for means of training an FCN consumes about 50 hours (3,000 glomeruli

× 60 s). With the proposed pipeline, we can segment any number of glomeruli

without any significant manual effort. We could e.g. automatically segment

10,000 glomeruli and manually collect 30 % of the best segmented ones (esti-

mated consumption: 6 hours (10,000 × 2 s for quality assessment)). Thereby,

large training data can be generated in a very efficient manner. Investigations on

efficient training data generation based on the proposed pipeline will be performed

in future.

5. Conclusion

In this work, a weakly supervised pipeline for detecting and segmenting re-

nal glomeruli has been proposed. To the best of our knowledge, it is the first

large and quantitative assessment of a virtually unsupervised method segmenting

these objects of interest. Although applying the investigated pipeline in biological

experiments definitely requires post-processing, we are confident that it can be

utilized to decrease manual workload.

Future work will focus on exploiting the generated segmentations as training

data for training supervised models, equally keeping the manual cost for annota-

tions as low as possible.
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[26] P. Boor, J. Bábı́čková, F. Steegh, P. Hautvast, I. V. Martin, S. Djudjaj, T. Nak-
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