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Abstract. Denoising diffusion probabilistic models have shown great
potential in generating realistic image data. We show how those models
can be used to generate realistic microscopy image data in 2D and 3D
based on simulated sketches of cellular structures. Multiple data sets are
used as an inspiration to simulate sketches of different cellular structures,
allowing to generate fully-annotated image data sets without requiring
human interactions. Those data sets are used to train segmentation ap-
proaches and demonstrate that annotation-free segmentation of cellu-
lar structures in fluorescence microscopy image data can be achieved,
thereby leaping towards the ultimate goal of eliminating the necessity of
human annotation efforts.
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1 Introduction

Enabling automated segmentation of cells in fluorescence microscopy image data
is a crucial step in supporting biomedical experts in conducting a large variety of
experiments. This variety in experimental settings is in turn mirrored to the im-
age data appearances, rendering robust and generalist segmentation approaches
necessary to limit human annotation efforts. Deep learning-based approaches
proved to be able to become generalist and robust [27,17,20], but training those
approaches is still hampered by the scarcity of publicly available annotated im-
age data sets. In order to overcome this issue, either strong augmentations can be
introduced to the image data at arbitrary points within the processing pipeline
[36,26,12,35] or synthetic image data can be generated to enrich existing data
sets [11,2,4,31,28,30].

While augmentation approaches require annotated image data as a starting
point, image synthesis and simulation approaches commonly aim to automati-
cally generate annotated data sets, serving the ultimate goal of rendering human
annotation efforts obsolete. For generating realistic image data, the concept of
generative adversarial networks (GANs) has been used [15]. Those GAN-based
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approaches proved to aid the application of automated segmentation approaches
[5,4,11], but training still suffers from data dependent instabilities and arti-
fact generation problems, despite various approaches proposing different tweaks
[18,1]. Recently, denoising diffusion-based approaches have shown great results
in generating realistic image data [16,8,24,19], while neither requiring annotated
training data, nor adversarial training concepts. With the potential to overcome
GAN-related training issues and the ability to generate highly realistic images,
the ultimate goal of automatically generated fully-annotated image data sets
seems in reach.

In this work we propose how the concept of denoising diffusion probabilis-
tic models [16] can be used to generate realistic fluorescence microscopy image
data. We present (1) different approaches to automatically simulate realistic
annotation masks for cells in various organisms and (2) use them as a basis
to synthesize corresponding realistic microscopy image data by applying de-
noising diffusion models. Thereby, fully-annotated image data sets are gener-
ated, with different experiments showing an application for 2D and 3D image
data. (3) The generated image data is evaluated based on the peak signal-to-
noise ratio (PSNR), the structural similarity index measure (SSIM) and the
mean absolute error (MAE). Furthermore, segmentation approaches are trained
with either fully-simulated or manually annotated image data, demonstrating
the usability for (4) an annotation-free segmentation of cellular structures and
serving as another application-related quality metric. (5) Code is available at
https://github.com/stegmaierj/DiffusionModelsForImageSynthesis, and
synthetic data sets are publicly available at https://osf.io/dnp65/, including
corresponding simulated instance segmentation masks.

2 Simulation of Cellular Structures

In order to render human annotation efforts obsolete and still be able to generate
fully-annotated synthetic image data sets, cellular structures need to be auto-
matically simulated. Multiple sophisticated approaches for automated generation
of cellular structures have already been proposed, ranging from physics-based
methods [14], statistical shape-models [2,11] and spherical harmonics [11,9], to
deep learning-based methods [32,6,33]. In this work we focus on basic approaches
by utilizing geometrical functions and use a total of five different fluorescence
microscopy image data sets as guidelines for simulation experiments (Fig. 1, bot-
tom). Those include the automated generation of instance segmentation masks
and corresponding sketches, which indicate additional illumination features and
structural characteristics (Fig. 1, top) for both, cellular membranes and nuclei.
Details are explained in the following.

Arabidopsis thaliana (3D). For simulation of cellular membranes a publicly
available 3D fluorescence microscopy image data set showing the meristem of A.
thaliana [34] is used as an inspiration (Fig. 1, left). This data set additionally in-
cludes manually corrected annotation masks for each of the 125 3D image stacks.

https://github.com/stegmaierj/DiffusionModelsForImageSynthesis
https://osf.io/dnp65/
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The simulation approach is based on statistical shape models derived from the
manually corrected annotations and follows the concepts proposed in [11]. The
size of the synthetic image data averages to (511, 495, 221) voxel to mimic the
image resolution of the real data set (we refer to [11] for more details). Since the
real microscopy image data shows declining signal intensity towards the organism
center, the intensity of simulated membrane signals linearly declines towards the
inside accordingly, to ultimately form a realistic sketch of the membrane mesh
(Fig. 1, left). The availability of manually corrected and simulated annotation
masks allows to use this data set for detailed experiments of the presented meth-
ods. Plants 1,2,4 and 13 are used as a training set and plants 15 and 18 constitute
the test set in our experiments.

Simulated cell nuclei are inspired by four different fluorescence microscopy image
data sets, publicly available from the Cell Tracking Challenge [29]. For all data
sets, a foreground region is generated to roughly represent an organism outline
or a region of interest, which are filled by cell nuclei at random locations. Each
nuclei shape R at position (xcenter, ycenter, zcenter) is simulated as an ellipsoid
with radius rnuclei and directional scaling factors (sx, sy, sz) following

Rellipsoid(x, y, z) :=

√(
x− xcenter

sx · rnuclei

)2

+

(
y − ycenter

sy · rnuclei

)2

+

(
z − zcenter

sz · rnuclei

)2

≤ 1. (1)

In case of 2D data, the z-dimension is omitted. Additionally, each nucleus is
randomly rotated by angle α ∈ (0, 2π) around arbitrary axes and in some cases
distorted to obtain more irregular shapes. Details are explained in the following.

Caenorhabditis elegans (3D). The first simulated nuclei are inspired by
a data set containing 3D image stacks of developing C. elegans [22,29] (Fig. 1,
center left). The foreground region is outlined as an ellipsoid located at the image
center and is filled with a variable amount of nuclei, while the nuclei radius rnuclei
dynamically decreases inversely proportional according to the amount of nuclei
in the region. To simulate cell morphology after mitosis, a random selection of
10% of cells are highly elongated along one axis. Nuclei illumination is randomly
chosen to form the final sketch (Fig. 1, center left). The shape of the simulated
image is set to (512, 708, 35) voxel in correspondence to the real image resolution,
and nuclei parameters are empirically set to (sx, sy, sz) = (1,U(0.5, 1), 0.09),
with U being a uniform distribution.

Tribolium castaneum (3D). Another 3D data set used for inspiration shows
nuclei in developing T. castaneum embryos [29] (Fig. 1, center). The foreground
region is outlined as a sphere located at the image center and nuclei are densely
positioned at the outer boundary of the foreground region. Similar to the real
data set, a cartographic projection is used to transform the 3D space into multi-
ple stacked 2D projections of the organism surface. Therefore, the image space is
considered in spherical coordinates (r, θ, ϕ) originating at the image center and
for a total of 13 subsequent but fixed radii r the spherical surface is mapped to
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a 2D space (x, y) = (θ, ϕ), causing the poles to appear stretched. Nuclei illumi-
nation is randomly chosen to form the final sketch (Fig. 1, center). The shape of
the simulated image is set to (2450, 1700, 13) voxel in correspondence to the real
image resolution, and nuclei parameters are empirically set to rnuclei ∈ (5, 6)
and (sx, sy, sz) = (1, 1, 1).

Mouse Stem Cells (2D). Mouse stem cells [3,29] are used as an inspiration
for simulating a 2D data set (Fig. 1, center right). The whole image region is
considered as region of interest and cells are placed at random positions, while
avoiding overlaps. To introduce more irregular nuclei shapes, each of the nuclei is
altered using a deformable transformation modeled with B-splines [10]. To form
the final sketch, barely illuminated nucleoli are simulated by randomly placing
0-2 small dark circles within each nuclei and illumination is randomly chosen
(Fig. 1, center right). The shape of the simulated image is set to (1024, 1024)
pixel in correspondence to the real image resolution, and nuclei parameters are
empirically set to rnuclei ∈ (30, 45) and (sx, sy) = (U(0.75, 1), 1), with U being a
uniform distribution.

HeLa Cells (2D). As a last 2D data set, HeLa cells [23,29] serve as an inspira-
tion for nuclei simulation (Fig. 1, right). Regions of interest are constructed by
randomly placed and overlapping circular regions within the image. The result-
ing foreground region is filled with nuclei that are additionally altered using a
deformable transformation modeled based on B-splines [10]. Nuclei illumination
is randomly chosen to form the final sketch (Fig. 1, right). The shape of the
simulated image is set to (700, 1100) pixel in correspondence to the real image
resolution, and nuclei parameters are empirically set to rnuclei ∈ (10, 20) and
(sx, sy) = (U(0.5, 1), 1), with U being a uniform distribution.

3 Image Data Generation

For the generation of realistic image data, denoising diffusion probabilistic mod-
els (DDPM) [16] are used. Those models reverse a gradual noising process, i.e.,
they iteratively convert noise into an image. The learned reverse process pθ starts
with pure noise xT at timestep T , and the model is trained to gradually generate
a slightly less noisy image xt−1 from xt for discrete timesteps t ∈ (0, T ), until a
final realistic image x̂0 is obtained. The forward process q is defined as a Markov
chain, adding a small portion of noise to an image at each timestep by following
a variance schedule βt as follows:

q(xt|xt−1) = N (xt;
√
1− βtxt−1, βtI). (2)

Sampling from an arbitrary timestep t is possible in closed form, following

q(xt|x0) = N (xt;
√
ᾱtx0, (1− ᾱt)I), (3)

with αt := 1 − βt and ᾱt :=
∏t

s=1 αs. Equation 3 serves as a way to randomly
sample xt from x0 for an arbitrary timestep t, such that a neural network can
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Fig. 1. Samples from the simulated instance segmentation and sketches (top), and
samples of the real fluorescence microscopy image data sets used for inspiration (bot-
tom). Shown are 5 different data sets (from left to right): 3D cellular membranes in
A. thaliana [34], 3D nuclei in C. elegans [22,29], 3D nuclei in T. castaneum [29], 2D
mouse stem cells [3,29] and 2D HeLa cells [23,29].

be trained to generate an estimated x̂0 by predicting the noise ϵ that was added
to the original x0. By predicting the added noise instead of directly predicting
x0, we follow the suggestion proposed in [16]. Consequently, the loss function is
formulated as a mean squared error between real noise ϵ and predicted noise ϵθ:

L = Et,x0,ϵ[||ϵ− ϵθ(
√
ᾱtx0 +

√
1− ᾱtϵ, t)||2]. (4)

The learned reverse process is defined as

pθ(xt−1|xt) = N (xt; µ̃θ(xt, t), β̃tI), (5)

with

µ̃θ(xt, t) :=
1

√
αt

(
xt −

1− αt√
1− ᾱt

ϵθ(xt, t)

)
. (6)

Consequently, during the reverse process an xt−1 is generated from xt by

xt−1 =
1

√
αt

(
xt −

1− αt√
1− ᾱt

ϵθ(xt, t)

)
+ β̃tz, (7)

where z ∼ N (0, I) [16]. The final high quality image x̂0 is generated by recur-
sively repeating this process for all t ∈ (T, 0) using the previously generated xt−1

as new input, until t = 0 is reached. For βt, the cosine beta schedule [24] is used,
which follows

βt = 1− ᾱt

ᾱt − 1
, (8)

with ᾱt =
f(t)
f(0) and f(t) = cos

( t/T+0.008
1.008 · π

2

)2
. Furthermore, to allow for an ap-

plication to arbitrary image sizes, a patch-based processing with an overlapping
tiling strategy as in [11] had to be used.
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Although this process can be used to generate highly realistic image data,
starting from pure noise does not allow to generate fully-annotated data sets due
to the missing ability to create structural alignments between annotation masks
xM and image data xI . To this end, the reverse process is adapted by following
the approach proposed in [21]. Instead of starting at timepoint T , the process
is started at tstart < T , such that a sufficiently large portion of the structures
in the original x0 still exists in xt,start and can be preserved during the learned
backward process. Additionally, having a sufficiently strong noise content ϵt,start
allows to have similar data distributions in any xt,start independent from the
data domain of x0, and therefore enables the transformation to realistic image
data of the target domain. As a result, the optimal tstart is determined as a
trade-off between noise content and structural content in xt,start, while tstart
should be kept as small as possible to allow for a fast runtime.

To determine the optimal tstart, the forward process was used to generate
noisy xI

t and xM
t for different t, respectively. xI

t were sampled from images of the
training split of the 3D A. thaliana data set (Section 2) and xM

t were sampled
from sketches generated from the corresponding manually corrected annotation
masks to ensure structural correspondence. Since the goal is to generate xI

t

and xM
t that have similar data distributions, histograms were calculated on the

whole training split, and results were quantitatively compared using the Kulback-
Leibler divergence (KLD) and the Bhattacharyya distance (BD) (Fig. 2, top).
Additionally, the learned backward process was applied to both, xI

t and xM
t ,

with the goal to generate realistic x̂I
0 . The diffusion model used in this work is

based on a 3D UNet architecture [7] with pixel-shuffle upsampling [25] in the
decoder path, and an additional conditional input in all blocks of the network
providing sinusoidal embeddings of the timepoint t [16]. The model was trained
on image data from the training split of the 3D A. thaliana data set (Section 2),
and applied to image data xI

t of the test split and sketches xM
t generated from

the corresponding manually corrected annotations. Results were quantitatively
evaluated using the peak signal-to-noise ratio (PSNR), the structural similarity
index measure (SSIM) and the mean absolute error (MAE) (Fig. 2, bottom).

Based on these results, we determined tstart = 600 to serve as a good trade-
off between having similar data distributions after applying the forward process
and reaching high realism whilst maintaining structural content after applying
the backward process. For larger tstart we started to observed a slight struc-
tural misalignment between sketches and synthetic images, which were caused
by the noise content covering fine structural details in xt,start. Further experi-
ments using the optimized tstart were conducted using silver truth annotations
provided by the cell tracking challenge [29] for 3D C. elegans, 2D mouse stem
cells and 2D HeLa cells (Section 2). For the 3D T. castaneum data, only sparse
ground truth annotations for single slices were available, which is why we created
3D annotations by stacking the same slice 8 times along the z-dimension. For
generation of sketches, the intensity of each cell instance was uniformly set to
the mean intensity of the corresponding cell within the real image. Note, that
no further structural details like nucleoli were added. In correspondence to the
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PSNR 27.697 / 18.137 26.779 / 19.479 26.225 / 20.617 25.849 / 21.152 24.718 / 21.655 9.430 / 9.430

SSIM 0.603 / 0.260 0.595 / 0.294 0.597 / 0.327 0.609 / 0.349 0.557 / 0.372 0.083 / 0.083

MAE 0.034 / 0.091 0.035 / 0.080 0.035 / 0.071 0.035 / 0.067 0.036 / 0.062 0.321 / 0.321

KLD 0.508 0.306 0.053 0.004 0.001 0.000

BD 0.177 0.101 0.015 0.001 0.001 0.000

t = 200t = 100 t = 400 t = 600 t = 800 t = 1000

Fig. 2. Analysis of the forward (top) and backward (bottom) process for different
timesteps t. In the forward process, histograms were calculated over the training data
for different t and compared using the Kulback-Leibler divergence (KLD) and the
Bhattacharyya distance (BD). In the backward process, starting at different t, the
trained diffusion model was applied to real test data and simulated sketches to generate
realistic image data. Quality metrics are the peak signal-to-noise ratio (PSNR), the
structural similarity index measure (SSIM) and the mean absolute error (MAE).

previous experiments, the peak signal-to-noise ratio (PSNR), the structural sim-
ilarity index measure (SSIM) and the mean absolute error (MAE) were used as
metrics (Fig. 3). Due to the sparsity of annotations of the T. castaneum data,
real and generated images of this data set were masked by zeroing all regions
outside of the annotations before computing quality scores. Qualitative results
show that some generated low-intensity cells appear as phantom cells, generated
from noise without an indication within the sketches. This is especially evident
for mouse stem cells (Fig. 3, center right) and HeLa cells (Fig. 3, right), which,
however, also show barely visible cells in the real image data. Note that while
those cells appear realistic, they slightly impede the purity and completeness of
the generated fully-annotated data sets.

4 Annotation-Free Segmentation

In order to achieve fully annotation-free segmentation, we construct a pipeline
consisting of a mask simulation part and a diffusion model-based image syn-
thesis part (Fig. 4). The pipeline is designed, such that by using the optimal
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MAE 0.056 0.004 0.027 0.026

Fig. 3. Real data (top) and synthetic data (bottom) generated by diffusion models
using silver truth annotations provided by the Cell Tracking Challenge [29].

tstart, it allows to use annotation masks of cellular structures xM
0 as a basis to

create xt,start and use the trained reverse process to turn it into realistic mi-
croscopy image data x̂I

0 . Using the optimized settings and the simulated data
sets presented in Section 2, we generated corresponding synthetic image data
and, thereby, constructed fully-annotated data sets (Fig. 5).

Since those fully-annotated data sets were ultimately generated to serve as
a replacement for manually annotated image data, utilizability was demon-
strated by training segmentation approaches solely utilizing synthetic image
data and simulated annotation masks. Moreover, this measure serves as another
application-related quality metric. For a quantitative analysis, the Cellpose 3D
extension [13] was trained on synthetic image data and corresponding simulated
annotation masks inspired by the A. thaliana image data set, and, additionally,
another model was trained for comparison using the real data and corresponding
manually corrected annotations. Segmentation accuracy was assessed using the
Dice similarity coefficient (DSC), reaching values of 0.627± 0.265 for the model
trained on synthetic data, and 0.837± 0.170 for the model trained on real data.

Furthermore, four additional segmentation models were trained, one for each
remaining data set mentioned in Section 2. We trained the Cellpose approach [27]
from scratch for the 2D data sets and the 3D extension [13] for the 3D data sets.
Qualitative results are shown in Fig. 6. While most cells get accurately segmented
even though the segmentation approaches were solely trained on synthetic image
data, inaccuracies and missed cells appear in regions of low intensity. This is due
to the fact, that cells exhibiting very dim intensity are hard to synthesize, since
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Fig. 4. Qualitative overview of the synthesis pipeline. A diffusion model is trained on
real data only and applied to simulated sketches, generating realistic fully-annotated
image data sets.

low intensity structures within the generated sketches are likely to be obscured
by the added noise content ϵt,start and, therefore, would disappear in x̂I

0 .

5 Conclusion and Availability

In this work we demonstrated that denoising diffusion probabilistic models allow
to generate realistic 2D and 3D microscopy image data of arbitrary size. Models
are trained on real image data without requiring additional data, and simulated
sketches indicating cell locations and rough intensity and texture characteris-
tics serve as a baseline to generate fully-annotated image data sets. Textures
and background noise patterns are realistically synthesized, while there exists a
minimal possible intensity of cells that can be synthesized, since low intensity
structures within the simulated sketches start to be obscured by the added noise
content ϵt,start and disappear in x̂I

0 . A patch-based processing allows to gen-
erate image data of virtually arbitrary size. As a demonstration, segmentation
approaches were solely trained on synthetic image data and utilized to achieve
accurate segmentation of cells in real image data without requiring human an-
notation effort.

All synthesized and fully-annotated image data sets are publicly available at
https://osf.io/dnp65/, and code for training and application is available at
https://github.com/stegmaierj/DiffusionModelsForImageSynthesis. We
plan to improve the synthesis pipeline and extend the collection of data sets and
organisms available for simulation in future work, hoping to work towards the
ultimate goal of eliminating the necessity of extensive human annotation efforts
for segmentation in microscopy image data.

https://osf.io/dnp65/
https://github.com/stegmaierj/DiffusionModelsForImageSynthesis


10 D. Eschweiler et al.

M
o

u
se

 S
te

m
C

el
ls

H
eL

a
C

el
ls

Real Sample Synthetic Samples
A

. 
th

a
li

a
n

a
T

. 
ca

st
a

n
eu

m
C

. 
el

eg
a

n
s

Fig. 5. Real image data samples (left), and synthetic image data samples generated
from simulated sketches (right) for 3D cellular membranes in A. thaliana [34], 3D nuclei
in C. elegans [22,29], 3D nuclei in T. castaneum [29], 2D mouse stem cells [3,29] and
2D HeLa cells [23,29].

A. thaliana C. elegans T. castaneum Mouse Stem Cells HeLa Cells

Fig. 6. Segmentation results of 3D cellular membranes in A. thaliana [34], 3D nuclei
in C. elegans [22,29], 3D nuclei in T. castaneum [29], 2D mouse stem cells [3,29] and
2D HeLa cells [23,29], obtained by approaches solely trained on synthetic data.
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