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Abstract— Nematodes are plant parasites that cause damage
to crops. In order to quantify nematode infestation based on
soil samples, we propose an instance segmentation method that
will serve as the basis of automatic quantitative analysis. We
consider light microscopic images of cluttered object collections
as they occur in realistic soil samples. We introduce an
algorithm, LMBI (Local Maximum of Boundary Intensity) to
propose instance segmentation candidates. In a second step,
a SVM classifier separates the nematode cysts among the
candidates from soil particles. On a data set of soil sample
images, the LMBI detector achieves near-optimal recall with a
limited number of candidate segmentations, and the combined
detector/classifier achieves recall and precision of ≈ 0.7. The
pipeline only requires simple dot annotations and moderately
sized training data, which enables quick annotating and training in laboratory applications.

I. INTRODUCTION
A. Motivation
Nematodes (roundworms) constitute a highly diverse animal phylum, and many nematode species are plant pests
that affect crops, such as potatoes, sugar beets and soybeans,
causing billions of losses in agriculture worldwide [1].
High-throughput instance segmentation of nematode cysts in
images would allow quantifying nematode infestation and
characterizing nematode populations through extraction of
phenotypic features [2].
Here, we propose a method to segment cysts of the
sugar beet nematode Heterodera schachtii based on optical
microscopy images of soil samples (Figure 1). For use in
high-throughput applications, the soil samples are subject
to physical pre-processing, which does, however neither
completely resolve object contact nor does it remove all
distractors. Object contact and the presence of other organic
particles contribute to the difficulty of the problem which
requires to detect nematode cysts and to determine their exact
boundaries.
B. Related work
The similarity to other organic objects is one difficulty of
the cyst detection. In [3], the color difference between roots
and nematode cysts is enhaced by exposing the sample to a
570nm excitation light source. In the resulting fluorescence
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Fig. 1.

Nematode cysts (green boundaries) and soil debris.

images, nemotodes become much easier to recognize, but the
counting is still performed manually.
Akintayo et al. [4] have introduced a deep learning framework for counting the eggs of soybean nematodes, where
the eggs are smaller structures extracted from the physically
crushed cysts. The authors employed an acid fuchsin staining
to mark nematode tissue, however at the cost of causing
damage at high temperatures involved in staining, which lose
phenotypic features at the same time. To date, our approach
is the first to consider non-separated and intact nematode
cysts in samples without chemical preprocessing.
The problem closest to ours is cell segmentation. In [5],
cell segmentation methods are divided into three categories:
1) segment the foreground, then split object clumps, 2)
identify markers, then expand markers to regions, 3) generate
region candidates, then classify to select the correct ones.
Strategy 1) is suitable for cases of the clean homogeneous
image, since no selection mechanism is included. However,
cysts are the minority in the images and have to be distinguished form other organic debris. Meanwhile, clump
splitting methods [6], [7] are easy to fail at highly cluttered
locations (Figure 1). The advantage of strategy 2) lies in
the fact that cells usually have very characteristic structures,
such as nuclei, which are natural seeds for region growing.
But nematode cysts don’t have highly recognizable markers.
Strategy 3) makes use of the progress of classification approaches, while an appropriate proposal generation method is
its premise. In [8], the concept of maximally stable extremal
regions (MSER) [9] is used to detect candidates. In [10] the
multilevel thresholding method is applied. Both assume that
the target objects are bright/dark blobs. However, cysts are
not necessarily brighter or darker than the surrounding area.
Universal approaches selective search [11] and edge box [12]
are proven to be very effective by plenty of object detection
works, but they only provide bounding boxes.

C. The approach taken
Here, we follow strategy 3), developing a candidate generation approach that is suitable for the nematode data. We propose a new approach, LMBI (Local Maximum of Boundary
Intensity), which generates segmentation candidates from a
region growing process (Section II). The algorithm traces the
mean gradient intensity along the region’s boundary during
the growth. Regions corresponding to the local maxima of
the gradient intensity development can contain the desired
correct segmentations if the region growing process is properly controlled. In a second step, a SVM classifier using
color, texture and shape features separates nematode cysts
from other candidate regions (Section III).
II. LMBI TO GENERATE CANDIDATE REGIONS
LMBI generates candidate regions by fusing atomic regions obtained from a superpixel segmentation with the
SLIC algorithm [13]: Figure 2a. Local intensity minima
and maxima are taken as seeds: Figure 2b. Starting from
a superpixel that contains a seed point, a region growing
process expands the candidate region by fusing it with one
neighbouring superpixel at a time (Section II-C). Figure 3
illustrates the growing process: The average intensity of
the boundary of the current region on the color gradient
image serves as a measure to determine several plausible
segmentations of the object (Section II-D) that are later
handed on to the classifier as candidate regions.
A. Color gradient
We employ a multi-channel gradient that describes
changes in color more accurately than a single-channel gradient. The gradient is computed in Lab color space according to
[14], which generalizes edge detection for multidimensional
signals. Given a multidimensional signal f (~x), the gradient is
extended to be the Jacobian matrix Df (~x). The square root
of the largest eigenvalue of DfT Df and the corresponding
eigenvector are the gradient magnitude and direction in the
high-dimensional field.
Prior to gradient computation, we filter each color channel
with a Gaussian kernel (σ = 1). In the resulting gradient
map, small structures and perturbations inside cysts and other
organic rests show relatively weak gradient responses. The
color gradient intensity values are normalized to the range
[0, 1] with respect to each single image.
B. Seed points for region growing
Local intensity minima and maxima are taken as seeds of
the growing process (Figure 2b). In this work, we threshold
the image with Otsu’s method [15] to reject the random
extrema on the white background. The Otsu threholding
eliminates trivial seeds reducing the workload of subsequent
steps, but it is an optional step.
C. Region growing
Initially, the image is oversegmented into superpixels
(atomic regions, Figure 2a). The seed points identify the
superpixels from which candidate regions are grown. At

Fig. 2. a) Atomic regions (green) obtained by superpixel segmentation. b)
Seed points (red) for region growing.

each step, the algorithm evaluates all superpixels in the
neighbourhood of the current region, merging the one with
the lowest score s into the growing candidate region.
The boundary of each neighbor superpixel can be divided
into two parts: the inward part and the outward part. The
inward part refers to the part between the current region and
the neighbor superpixel. The outward part is the part that has
no contact with the current region. The score depends only
on the image gradient and the current region shape:
Loutward
Iinward
∗
,
α + Ioutward Linward
where Iinward and Ioutward refer to the mean gradient
intensity along the inward part and the outward part of the
boundary. Iinward encourages the selection of superpixels
that are not clearly demarcated from the current region. The
denominator α + Ioutward aligns the region with nearby
edges, where parameter α controls the significance of this
behavior. A large α will ignore the influence of Ioutward .
Here, we use α = 0.5. Loutward and Linward denote the
length of the inward and outward part of the boundary. The
ratio LLoutward
makes the generated regions very compact in
inward
shape.
This criterion makes the region grow as follows: the
region first fills an area surrounded by edge fragments of
high gradient values. Then the region continues to grow by
breaking a weak gap until filling the next roughly enclosed
region (cp. Figure 3). The image growth stops once the
maximal number of steps is reached, which should be set
based on the object size and superpixel size (up to 35 steps
in this work). When applying our pipeline to a new dataset,
the first step is to choose a proper size of superpixels [13].
Then, the maximal step should be large enough so that the
target object can be covered by the growing process. These
are two main parameters to tune for new applications.
s=

D. Candidate selection
During region growth, we record the mean gradient intensity along the boundary of the region (Figure 3). As a
correct object segmentation is expected to be enclosed by
edge fragments, we select the local maxima of the mean
gradient intensity curve as plausible segmentation candidates
for classification.
Based on prior knowledge about nematode cysts, we apply
loose thresholds to discard candidates. We only consider
regions containing between 600 to 6000 pixels.

than 0.5 or containing no ground truth controid indicates a
negative sample.
The success of DL is due to the fact that the region growth
process is well controlled. The growing region gradually fills
the nematode cyst, while the controids of both is getting
closer and closer. The main significance of DL is to allow
the use of simple dot annotations to train the classifier, which
requires much less annotation effort than using segmentation
masks or ellipse annotations.
C. Training
Fig. 3. Region growing through merging with neighbouring superpixels.
The curve shows the average intensity of the current region’s boundary on
the color gradient image. The local maxima identify plausible segmentations.

III. C LASSIFIYING CANDIDATE REGIONS
A. Features
Features are computed based on the patch extracted
around each candidate region with a 5-pixel padding. Tightly
cropped patches will lose important information for the
classifier, thus reducing the preformance.
Before feature extraction, patches are resized to 48x48
pixels. The feature vector is a concatenation of (1) the signed
HOG [16] of the image patch, (2) the LBPs [17] of the
image patch, (3) for each color channel a 16-dimensional
intensity histogram within the region (in Lab color space),
(4) for each channel a 16-dimensional intensity histogram
outside the region (in Lab color space) and (5) a flattened
2D histogram of polar coordinates of boundary points with
normalized length (angles are shifted so that the angle of the
point with largest length is 0).
Different from standard HOG with orientations between 0
and 180, the orientatons for signed HOG range from -180
to 180. This helps to differentiate light-to-dark from darkto-light transitions. For the calculation of the signed HOG
features, we use 6x6 cell size and 2x2 block size with a
block overlap of half the block size. The LBPs are aimed at
capturing texture information and are computed with 6x6 cell
size. The 2D histogram of polar coordinates are computed
with 8 bins for the angle and 10 bins for the length.
B. Labeling
Based on our experiment, labeling directly affects the final
results. We employ two different methods for labeling, to
which we refer as OL (overlap labeling) and DL (distance
labeling).
OL assigns a positive label to proposals whose dice
coefficient with the ground truth (the ellipse mask) is larger
than 0.7. Proposals less than 0.3 comprise the negative part,
while proposals in between are discarded in the training. DL
computes the normalized distance (with respect to the patch
side length) between the proposal centroid and the ground
truth centroid. If the distance is below 0.1, a positive label is
assigned. Between 0.1 and 0.5 is the ignored interval. More

For classification, we employ a soft margin SVM, both in a
linear and a kernel (RBF kernel) variant. Optimal parameters
are determined by a grid search.
Since nematode cysts are sparse objects in the image,
negative samples dominate. The average negtive and positive
ratio is as high as 300. Instead of feeding all samples to
the classifier, a hard case mining method is adopted. We
randomly split all negative samples into partitions as large
as the positive part. The classifier is trained with positive
samples and one negtive partition. False predictions from
the next negative partition will be added to the training set
and the classifier is retrained. This process runs iteratively.
On the nemotode cyst dataset, the training does not need
to cover all negative samples, 50-100 iterations are enougth
based on our experiments.
D. Overlapping region suppresion
Several overlapping regions grown from the same or an
adjacent seed could correspond to the same nematode cyst. In
postprocessing, we remove one region if the overlap exceeds
20% (overlap tolerance) of either of the overlapping objects.
In order to select the best out of several similar regions, we
use the distance to the SVM decision boundary as a score.
Since a plump mask is favored for the same patch, the score
is weighted with the area ratio of the proposal region and its
corresponding patch.
IV. R ESULTS AND D ISCUSSION
A. Data sets
We evaluated our method on a sugar beet nematodes (Heterodera schachtii) dataset recorded at the Federal Research
Centre for Cultivated Plants. Soil samples were sieved,
centrifugated and filtered in a procedure suitable for highthroughput processing. Images of the processed samples
containing nematode cysts and organic debris were taken
with a Leica DC 300 camera (auto white fader, no filters),
using the light source Leica KL 1500 LCD (3000K) and a
Leica MZ APO stereo microscope (magnification 8×).
The dataset consists of two parts. Part 1 contains 47
images with overall 435 nematode cysts that are marked
with accurate segmentation masks (Figure 1) drawn by a
nematode expert. Part 2 consists of 85 images with overall
1038 nematode cysts marked with ellipses covering the cysts,
which is a less time-consuming way of annotation.

Dice Coef.
Part 1
Part 2
Dice Coef.
Part 1
Part 2

0.1
98.46
96.63
0.6
93.95
83.82

0.2
98.06
96.34
0.7
86.83
50.48

0.3
97.62
95.76
0.8
60.48
11.56

0.4
97.19
95.18
0.9
5.62
0.48

0.5
96.33
93.16
1
0
0
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74.95
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395

C
0.01
10
0.01
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B. Recall of LBMI
Table I reports the recall of LMBI for Dice coefficients
between 0 and 1, specifying the required overlap with the
ground truth. A state-of-the-art general proposal generation
approach [12] achieves 95% recall for a Dice coefficient of
0.5 and over 75% recall for a Dice coefficient of 0.7. Our
method achieves higher performance on the nematode cyst
dataset for region proposals, whereas the method from [12]
generates bounding boxes.
Note that the small size of nematode cysts makes it harder
to achieve a high Dice coefficient. Consider, for example, a
50x50 pixel square, which is a typical size of a nematode
cyst in our data set. If the square moves one pixel right and
one pixel down, the Dice coefficient will decrease to 90.59%.
A 2 pixel offset will reduce the number further to 82.23%.
The number of candidates proposed by LMBI depends on
the variable number of objects per image. On average, LMBI
generated 528 seeds (standard deviation: 352) per image.
From these seeds, on average 4167 (standard deviation:
2944) candidate segmentations were grown, of which 3228
(standard deviation: 2413) were handed on to the classifier
after filtering (Section II-D).

precision and 84.42% recall, which is slightly worse than the
results reported in [8], but comparable.
The method from [8] has been shown to produce good
detection and segmentation results on several different data
types. It is also conceptually similar to our approach: Both
utilize dots as training annotations and output instance
masks, and both first generate proposals that are then classified. We therefore expected that the algorithm from [8] might
be applicable to our data. However, this was not the case.
The classifier did not make any positive predictions. Possible
reasons are that the MSER [9] approach employed in [8]
has difficulties generating region proposals when objects are
cluttered, and that positive and negative training samples are
extremely unbalanced in our data.

C. LMBI detector + SVM classifier
We trained the classifier on part 2 and report the performance on part 1 for which segmentation masks are available
for evaluation. Figure 4 shows qualitative results indicating
good detection and segmentation performance.
Quantitative results are summarized in Table II. Regions
with a Dice coefficient > 0.5 were counted as correctly detected. We report precision and recall separately for different
labeling strategies from Section III-B. For all variants, precision and recall were in the order of 70%. Dice coefficients
between 70% and 75% demonstrate good segmentation performance. Nematode cyst counts are between 395 and 448,
the true count being 435.

Fig. 4. Qualitative segmentation results (the OL+kernel case) shown as
colored masks. Ground truth: red contours.

D. Generalization to other dataset
While we have designed LMBI for a particular application
case, our method does generalize to other data types. We
applied LMBI to the cervical cancer cell data used by [8],
which consists of 11 training images and 11 test images.
Each image contains an average of 101 cervical cancer cells
marked with dots (Figure 5). Figure 5 shows the segmented
cervical cancer cells by our method. For evaluation, each
segmented instance containing only one single annotation
dot is counted as true positive. Our method achieves 87.05%

V. C ONCLUSIONS
We have proposed an instance segmentation approach as
the basis for automatic quantitative analysis of nematode
cysts in soil samples. Our novel region proposal method,
LMBI, achieved a high recall, while a subsequent classification step could separate nematode cysts from organic debris.
In a difficult scenario with considerable object contact and
many distractors, the combined method could still achieve

Fig. 5. Left: Phase-contrast image of cervical cancer cells of the HeLa
cell line. Right: Segmented instances of the cervical cancer cells by our
approach (yellow), red dots are the ground truth.

good performance with only moderately sized training data
and dot annotations.
Nematode classification is a difficult problem, as the soil
samples contain organic objects that resemble the nematode
cysts with respect to brightness, color, texture and shape.
Apart from improving classification performance, future
work will be focussed on evaluating phenotypic features of
nematodes, enabling characterization of nematode populations by quantitative means, which goes beyond the visual
inspection approaches currently performed by nematologists.
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