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Abstract
Digital pathology is an emerging field which requires dedicated algorithms for the

automated analysis of digital histopathological images as presented in this thesis.
Histopathological workflows analyze biomedical tissue samples on macroscopic
and microscopic level, which requires e.g. cell nuclei counting, morphological in-
spection of cells and cell nuclei, or the analysis of the tissue composition. These
analysis tasks are necessary for both the diagnosis of cancer and research related
to a better understanding of tumor characteristics, growth and immune system in-
teraction. Previously applied analog histopathological workflows may suffer from
a subjective rating resulting from different levels of experience of the pathologist
as well as fatigue (of the visual system) during the analysis of large amounts of
brightfield microscopy images.
Facilitated by the availability of whole-slide scanning systems, digitized mi-

croscopy images can easily be obtained and utilized to automate tasks. Current
challenges arising from whole-slide images (WSI) are the massive data size which
are usually in the range of gigapixels, color variations due to the staining proce-
dure, and the inherently strong biological variance of biomedical tissue. The meth-
ods presented in this work address these challenges in order to provide scalable
and reliable solutions for an algorithmic analysis of tissues and immune responses.
Specifically, this thesis addresses the questions how to handle the data and file
sizes, how to appropriately deal with inherent sources of variation, how to achieve
fast and reproducible analysis results, and how to communicate the reliability of
the algorithmic results to the medical expert.
Regarding the massive data file sizes, this thesis presents an adaptation of a new

compression scheme that achieves superior compression ratios compared to the
standard used in current WSI file formats. For accelerating the processing, a fast
and reliable foreground segmentation is introduced, which prevents brightfield mi-
croscopic background patches from entering computationally complex processing
steps.
Moreover, a stain normalization algorithm is developed that incorporates deep

features from a pre-trained neural network, which results in excellent normaliza-
tion performance. However, the simultaneous development of stain augmentation
raises the question if normalization as a pre-processing step is still required in con-
junction with deep learning. As this work heavily builds on modern deep learning
algorithms, challenges regarding the amount of labeled data needed for training
have to be addressed. To this end, a method for texture augmentation via im-
age quilting is introduced that performs an unsupervised realistic rearrangement
of image patches and ground-truth labels. It is shown in a classification scenario
that this augmentation can lead to an improvement of tissue classification accu-
racy for underrepresented classes. Further contributions are workflows for tissue
classification and cell nuclei detection. In both cases classical approaches and deep

xvii
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learning methods are considered and evaluated. At the price of high training times
and expensive hardware, the deep learning approaches clearly outperform classi-
cal methods. On large and diverse tissue datasets, the prediction of tissue maps
with deep learning achieves an F1-score of 84% exceeding the classical baseline
method by nearly 28%. Besides a superior performance, the presented deep learn-
ing architecture offers probabilistic predictions via runtime dropout that can be
utilized as a quality control for the result. This partially alleviates the black-box
decision making that neural networks are often criticized for, as it improves the
indication of reliable and unreliable predictions.
In the cell nuclei detection and localization task, F1-scores of up to 88% are

achieved, with a less pronounced, but still notable, difference of 8% in favor of
the deep learning approaches. In this task, the main contribution is a novel aug-
mentation that enables the transformation of a very basic ellipse model for cell
nuclei simulation into realistic cell nuclei images. Herein, the challenge to pre-
serve the classes “standard cell nuclei” and “immune cell nuclei” is crucial to train
networks for immune response quantification. This is achieved by a novel loss
function which provides a trade-off between enforcing consistency of the trans-
form and the freedom to adapt the nucleus model locally. Furthermore, a broader
view on cell nuclei localization is provided, where an attempt to generalize the
concept to other microscopy modalities and stains is made by defining network
layers and architectures that are capable of adapting to the respective modality or
WSI stain. However, it is shown that these additional capabilities do not further
improve the results of cell nuclei analysis in histopathology, while tasks in other
image processing domains benefit from the approach. Together with the consider-
ations regarding stain normalization and augmentation, this indicates a necessary
shift in the way tasks have to be approached when working with deep neural net-
works.
Finally, this thesis incorporates the different methods into a digital pathology

workflow and exemplifies their intended use in a single-mouse-trial study. This use
case defines a potential application and showcases a setup comprising preprocess-
ing, probabilistic classification, visualization and quality assurance, the definition
of meta-features and methods for the graphical and quantitative assessment of tu-
mor characteristics. This finally illustrates the benefits of the proposed approaches
in a real-world preclinical research application.
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1
Introduction

This work aims to contribute novel ideas, workflows and algorithms to the field
of digital pathology. In this first chapter, a general perspective is taken to motivate
the topic. The research contributions are briefly introduced and an outline of the
thesis is given.

Histopathology in Diagnosis and Research
Histopathology refers to the study of diseases, injuries, and maladies on a cellular

or tissue level aiming to provide insights into the causes and effects [192]. Diagno-
sis and prognosis of tumors and cancerous diseases are tasks that fall into this field.
The high prevalence and mortality of these disease types [161] justify a substantial
effort in the search for improved medication and treatment strategies. Histopatho-
logical research can for example study tumor behavior and progression in the con-
text of its biological environment to identify the underlying biological mechanisms
leading to new approaches that may prevent tumor growth or induce remission.
A relatively recent example of such a research success is the re-activation of the
patients own immune system via immunotherapy [31, 80]. Herein, the mecha-
nisms inside the biological environment in which a tumor grows are manipulated
by the treatment such that the tumor cannot longer exploit them to interfere with
the immune system.
As tumors grow from mutations of cells, there is an inherently high degree of vari-

ance to the composition of the tumor and its interaction with the immune system.
Furthermore, obtaining tissue samples from the patient itself, e.g. via biopsy or tis-
sue resection, is only possible within the sensible limitations of responsible patient
care. To increase the range of options for pharmaceutical research and treatment
exploration, so called "’patient-derived xenograft models"’ have been established
as a platform capturing the biological properties of the patient’s tumor inside an
animal model [28, 87, 106, 171]. In essence, these models allow the growth of
tumor cells from a patient in the animal model and thereby drastically increase the
amount of data that can be gathered. This enables to scale experiments to various
needs, for example to simulate a patient cohort (each animal representing a differ-
ent patient), or to screen different potential treatments for a patient (each animal
representing the same patient, but obtaining different medication).
Researching and understanding the biology implies accurate and reproducible

quantification of the characteristics of the many contributing components. Hence,
as many of the effects occur on cellular and sub-cellular scale, microscopic analysis
plays a central role in histopathology [192]. Therefore, the field comprises differ-
ent techniques to treat and stain the tissue to enable the observation of the disease

1



Figure 1.1 Examples showing Hematoxylin & Eosin (HE) stained microscopic tissue (up-
per) and immunohistochemically (IHC) stained tissue (lower). For both images, a low-
resolution thumbnail and a detailed excerpt are depicted. HE gives an overview about
the tissues which compose the specimen, while IHC highlights specific immune system
components.

by means of tissue composition and immune response quantification. Stains not
only provide the necessary contrast to the tissue under the brightfield microscope,
but also allow to denote cell components or important biomarkers. Figure 1.1
illustrates the two stains that contribute the majority of data to this work. The
Hematoxylin and Eosin stain is used to obtain an overview of the tissues in the sam-
ple, and immunohistochemical stains enable the quantification of immune system
components by highlighting specific cell types. Note also that the detailed views,
presented in Figure 1.1, give an impression about the actual size of microscopic
images.
Manual inspection of microscopic samples can be a time-consuming, subjective

and fatiguing task. For a human observer many tasks, for example the counting of
cell nuclei, imply to concentrate on a very bright field-of-view and counting many

2



1. Introduction

similar appearing objects over a long period of time; potentially, with multiple
regions-of-interest per patient. Herein, subjectivity is introduced in the selection of
relevant regions, the experience of the pathologist, and the concentration that may
all influence the reliability and reproducibility of the diagnosis or the analysis in a
research task. The result is inter-rater variability (different raters name different
results) and intra-rater variability (the same rater names different results when
asked at different time instances).

1.1 Digital Histopathology
Whole-slide images (WSI) are microscopic slides scanned at a very high resolu-

tion that typically store gigapixels of information. This digitization of histological
images allows to automatize important analysis tasks in histopathology. Facilitated
by the commercial availability of digital whole-slide scanning systems [39, 67, 110,
202], it enables engineers and computer scientists to develop algorithms that ad-
dress some of the challenges for human observers.

• Redundant and highly fatiguing tasks, e.g. cell nuclei counting, are good
candidates for an algorithmic approach, as computer algorithms do neither
fatigue nor loose concentration in redundant tasks.

• Advances in parallel computing and the availability of Graphics Processing
Unit (GPU) acceleration allow to analyze entire WSIs rather than focusing
on selected regions-of-interest, which increases the statistical quality.

• Computer algorithms do not change their behavior over time, unless explic-
itly designed to do so. Hence, a digital analysis is reproducible independent
of the experience of the expert.

• Except for the preparation of the microscopic slide, image analysis is non-
destructive. The rest of the specimen, e.g. a resected tumor or biopsy mate-
rial, stays intact instead of being consumed during the process, as it would
be the case for alternative options; for example, a biochemical DNA mea-
surement by Quantitative Polymerase Chain Reaction (qPCR, [131]).

For a given specific task, the algorithm provides a benefit in terms of analytical
quality if it performs on a par with, or even superior to, the inter- and intra-rater
variability. However, obtaining redundant annotations from different experts for
the same task, which is required to estimate the variabilities, is often hindered
by the factors of time, money, or a combination thereof. Additionally, the idea of
super-human performance in image analysis and machine learning – a narrative
sometimes adapted by public sources – falsely suggests that the goal is to find
a replacement for human expert, a digital pathologist. Such an overemphasized,
direct comparison between human and machine performance is naïve, as it ignores
the downsides of digital analysis that may potentially introduce its own biases and
inaccuracies. For example, the generalization to complicated cases, that were not
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covered in the design or training of algorithms or the consideration of alternative
diagnoses, commonly exceed the current capability of machine learning.
Instead, the intended contribution of automated image analysis is to provide mea-

sures, computed directly on the data to support the human pathologist. These
measures can either be used to immediately solve a task, e.g. by predicting a diag-
nosis (which constitutes a second opinion), or providing visualizations and other
techniques that help to form a more informed decision. For example, the systems
could suggest critical regions to inspect, provide measures on the distribution of
certain tissues or cell-types, or show similar cases from a database to provide an
easy way to compare the current case to reference cases.
In summary: the goal of this thesis is to advance novel pathology workflows with

image-based quantification of biomedical markers that characterize the proper-
ties of and the interactions between tumor and immune system. Thus, we aim
to contribute innovative image processing and machine learning methods to the
field of digital pathology, which are evaluated in preclinical settings, such as treat-
ment screening applications in the context of immunotherapy. In the context of
this work, studying of the effects of disease on a microscopic level can be translated
to characterizing tumor growth and behavior with the goal to predict a treatment
outcome. Specifically, this thesis addresses the questions how to handle the data
and file sizes, how to appropriately deal with inherent sources of variation, how
to achieve fast and reproducible analysis results, and how to communicate the
reliability of the algorithmic results to the medical expert.

1.2 Contributions
This work expands across a broad variety of topics related to these open questions

in the digital pathology field and presents approaches with a focus on pattern anal-
ysis and deep learning methods.

• WSI compression is the first challenge this work addresses by utilizing the
Scalable extension of High-Efficiency Video Coding (SHVC) [17]. The ap-
proach incorporates a fore- and background separation to steer the quality
parameters, as well as an adaptive rate control in the foreground, which
results in average rate savings of up-to 54% compared to the compression
standards JPEG and JPEG2000 that are currently deployed in vendor for-
mats.

• Foreground Extraction from Structure Information is a method based on
Laplacian and Gaussian image filtering to select the WSI foreground fast and
reliably [19]. As this algorithm utilizes structural information, it provides ex-
cellent results on many histological stains and is a component in nearly every
method and workflow in this work. This strongly reduces the amount of data
that is processed in the subsequent time consuming steps of the pipeline and
is also the approach to fore- and background separation in the SHVC-based
compression.
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• Feature-Aware Normalization aims at a robust normalization of the color
distributions of histological stains [24]. It incorporates a pretrained deep
neural network as feature generator and restricts the normalizing opera-
tions to each individual pixel. The algorithm shows excellent performance
compared to established and state-of-the-art stain normalization approaches.
However, indications for better options in conjunction with deep learning
based classification workflows are discussed.

• Image Quilting is a well-known technique for the generation of realistic tex-
tures from limited source material. The original method is adapted to be
utilized for histological images and textures [23]. For small datasets, it is
shown that the adaptation can be deployed as an augmentation to improve
the training of a tissue classifier by shifting the class balance in favor of un-
derrepresented histological tissues.

• Tissue Classification is one of this works core challenges which drives the
characterization of tumors through their tissue composition [20, 25]. This
work researches classical feature-based machine learning methods, intro-
duces new features, and evaluates numerous combinations of classifiers and
features from the color and texture domain. Moreover, a deep learning ar-
chitecture is presented that realizes a probabilistic classification model which
enables the communication of a confidence to the medical expert. On a large
histological image dataset, the results show that the tissue classification with
deep neural networks achieves performances far superior to the conventional
feature–classifier combinations.

• Cell Nuclei Detection (CND) realizes the immune response quantification by
detecting, localizing and counting cell nuclei [21, 22]. To this end, a classical
image processing method is introduced that can be utilized for CND, but also
provides stain area measures as a robust, intermediate step. This part also
contributes a deep learning approach that realizes a domain-transfer from a
simple cell nuclei simulation via random ellipse to very realistic virtual tissue
patches. In an augmentation scenario, it is shown that this transfer enables
to drastically reduce the amount of data annotations required to train high
performing deep neural networks on CND tasks.

• Multimodal Cell Nuclei Detection extends the task of CND to different
stains and modalities [18]. As in each stain and modality, e.g. fluorescence
or brightfield microscopy, CND has common aspects, such as detecting differ-
ent types of blobs, a network suited for a domain/modality adaptation is de-
fined. However, the adaptation capacity does not result in relevant changes
of performance for the CND task, whereas other biomedical tasks show im-
provements. This is seen as an indication that current network architectures
already are capable of learning the necessary adaptations.
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• A Single Mouse Trial Study is conducted to showcase the integration of the
presented tissue classification and immune response quantification methods
into a digital pathology workflow [20]. The workflow incorporates semi-
automatic quality control and communicates model (un)certainty at different
stages of the processing to ensure the validity of the analysis and to provide
interpretable reasoning in conjunction with the high performance of deep
learning techniques. The resulting visualizations allow to observe the char-
acteristics of various tumors in context. As a theoretical concept, a decision
support classification is evaluated that shows that the defined features are
indeed predictive for the treatment outcome.

1.3 Outline
This work is organized as follows:
Chapter 2 gives a brief introduction into the field of deep learning. While the

basics are kept very short, we focus on the description of modern deep learning
architectures as a pragmatic approach to show how the different building blocks
of networks interact. Chapter 3 introduces the medical context of this work in
more detail. It provides some insights into PDX models, slide preparation, the data
acquisition, and continues with an overview of the different datasets that are at
the heart of the learning tasks in this work.
After these introductions, we continue with the contributions, starting in Chapter 4

with the Scalable HEVC compression. Given the enormous amounts of data in
WSIs and the strict requirements for accessibility and storage of medical data by
institutions and regulators, this topic is of high practical relevance.
Thereafter, Chapters 5, 6, and 7, can be summarized under the common themes

of preprocessing and data preparation. In Chapter 5 the foreground extraction is in-
troduced. Chapter 6 proposes a deep learning based normalization of histological
stains and compares the performance to various state-of-the-art algorithms. The
normalization can be deployed as preprocessing, but also incorporates a stain aug-
mentation algorithm that can be utilized in neural network training. An approach
towards the generation of virtual histological tissues is described in Chapter 7, with
potential applications in training augmentation and intra-rater experiments.
Chapters 8 and 9 introduce the central topics of this work of tissue classifica-

tion and cell nuclei analysis. Chapter 8 explores classical and deep learning based
approaches for the classification of histological tissues. In the classical method,
an in-depth analysis of different feature-description and classifier combinations is
performed, while the deep learning approach focuses on semantic classification.
Chapter 9 analyzes strategies for the detection, localization and quantification of
immune-cells and immunological markers. A comparison of blob-based nuclei de-
tection, stain-area quantification utilizing destaining techniques, and deep learning
detection and segmentation is provided.
The final chapters of this work present a more general perspective on digital his-

tology. Chapter 10 introduces a method to incorporate multiple datasets into the
learning procedure, in order to enable the use of (combinations of) smaller datasets
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to learn a solution to a common (or at least similar) task. The results provide in-
teresting insights into the capabilities of modern architectures for the histological
field and allow to reflect on the structure of the deep pipeline that is, in many ways,
still influenced by the classical thinking. Finally, Chapter 11 presents a large-scale
study of a preclinical screening trial. This study is very close to the intended use-
case for the algorithms in this work and thereby constitutes a proof-of-concept for
the applicability of our research.
We conclude this work with a meta-discussion on the progress, application and

future potential of machine learning in the field of digital pathology in Chapter 12.
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2
Deep Learning for Medical Images

Neural networks have evolved from the classical Multilayer-Perceptron to the
state-of-the-art deep learning architectures. In this chapter, we briefly introduce
the basics of neural networks and explain the concepts of convolutional layers,
backpropagation and a few prominent architectures that are relevant throughout
the rest of this work.

2.1 Neural Networks
The most basic element of a neural network is the model of a single neuron, as

shown in Figure 2.1. Although there is some biological motivation behind the con-
cept of neural networks [128], the model is a mathematical one, foremost. A single
neuron performs a linear mapping with the parameter vector w and the input vector
x in the form wT x + b, where b is an offset parameter. The result of this compu-
tation, sometimes called the pre-activation, is fed into a non-linear function, the
activation function α. A network is formed by grouping several neurons together in
a layer. This means that each input is connected to all neurons in the layer, while
each neuron has its own set of parameters. Mathematically, the computation of the
layer can be formulated in matrix notation, with each row representing a neuron

A= α
�

W T x + b
�

,

where W , together with the offset vector b, forms the layer’s parameter set, and
A is the vector of activations. If higher dimensional inputs, such as images, are
processed, they are vectorized to abide this model. By sequencing multiple lay-
ers after one another we obtain the Multilayer-Perceptron. Through the repeated
concatenation of non-linear mappings, the MLP can model very complex relations
between inputs and classes (categorization problems) or distributions (regression
problems).
Typical activation functions are the Sigmoid, Tanh, or Rectified-Linear Unit func-

tion [63, 135]. A special case of non-linearity is the Softmax function that often
appears as the output function of the last layer of a neural network

softmax(x) j =
exp(x j)

∑C
c=1 exp(xc)

= P̃(y = j|x).

This function computes the activation for each neuron j by normalizing across all
C neurons of the layer and thus, the activations sum to 1, which allows for an
interpretation as pseudo probabilities P̃.
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…

w0
w1

wn−1
b

wT x + b
A

Figure 2.1 Model of a basic neuron. Inputs are multiplied with the weights w and added.
An additional offset b shifts the linear function before the application of the nonlinearity
to compute the activation A.

The characterizing property of the Multilayer-Perceptron is the dense connectivity:
each neuron is connected to all its inputs from the previous layer. Particularly in
the domain of image processing, in conjunction with the vectorization, this causes
challenges for very basic desired properties, such as translation or rotation invari-
ance. Even minor translations and rotations of objects in a classification problem,
may result in substantially different input vectors and require different parame-
ter sets to be recognized. Furthermore, research on comparatively simple datasets
has already revealed that dense connectivity often needs a strong regularization
to perform well, which in turn collapses many of the parameters to values close to
zero.
The idea of sparse connectivity motivates the use of a different operation to replace

the matrix multiplication in the dense layer and is the foundation of all modern
architectures.

2.2 Convolutional Neural Networks
Convolutional layers are known since 1995 and were developed by [107], but only

scarcely used until the availability of GPU hardware acceleration [102]. Replacing
the matrix multiplication, the convolutional layer realizes the model function

A= α (W ∗ x + b) .

Herein, the parameter tensor W represents the different kernels of the layer’s neu-
rons. Instead of a vector multiplication, each neuron represents a convolution with
a single kernel, see Figure 2.2. As the convolution can be formulated for arbitrary
dimensionality and usually performs a mapping from RN → RN , the result is not a
single activation per neuron, but rather an activation map (for 2D problems), or an
activation volume (or tensor) for higher-dimensional tasks. These maps will have
similar spatial sizes as their input layer, with the regular rules of the convolution
operation regarding kernel size and zero padding options applying. Note that still
every neuron is connected to all feature maps of the previous layer, at least for the
standard convolutional layer. The kernel size defines what spatial input field the
network may work with to learn features from the input data. While a single layer
has a very limited field-of-view, the concatenation of layers to a network enables
very large and hierarchical fields-of-view.
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w * x + b
A

Figure 2.2 Model of a convolutional neuron. In this example, the weights w represent a
3× 3 dimensional kernel for a 2D input.

Modern architectures utilize many extensions of the basic convolutional layer,
e.g. [33, 200]. For this work, the only relevant extension is the strided convo-
lution. While the standard convolution is computed in a sliding window on each
possible overlapping position, the stride defines the step size of the convolution.
As a result, the feature maps decrease spatially by a factor defined by the stride.
This is used to decrease the amount of computations in the network, by decreas-
ing amount of data to be processed. Justified with the idea to minimize spatial
redundancy, most architectures incorporate a form of subsampling. Alternatives to
the strided convolution are Local Maximum and Local Average Pooling that both
realize the subsampling by either forwarding the local maximum or average of a
strided sliding window.

2.3 Prominent Architectures
In the following, we introduce architectures in deep learning applications that

illustrate common setups and utilization of layers and training strategies.

AlexNet

In 2012, the AlexNet architecture [102] won the ImageNet Large Scale Visual
Recognition Challenge (ILSVRC, [153]) by a large margin as the first convolutional
based network design implemented on a GPU. The architecture is heavily inspired
by the CNN designs suggested in [38, 107], but benefits from the implementation
for multiple GPUs allowing for a larger parameter set to be trained.
AlexNet comprises parameters from five convolutional layers, two dense layers,

and another densely connected output layer. Due to hardware restrictions at the
time, the kernels of the five convolutional layers were split across two GPUs. In
the dense layers the features from both GPUs were merged together again. Fig-
ure 2.3 illustrates the architecture and lists in detail all relevant dimensions of the
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Figure 2.3 AlexNet architecture. Layers are denoted with applicable parameters: kernel
size (e.g. 3× 3), type (e.g. conv), number of kernels (e.g. 48), and stride (e.g. /4). Non-
linearities are not shown. The gray boxes indicate a concatenation of features computed
on different GPUs.

data flow. By todays standards, AlexNet can be considered a very basic network
architecture. It has a very high number of parameters given its depth of only seven
hidden layers. AlexNet starts with an 11× 11 convolution of stride four, split into
48 kernels on each GPU. Compared to other architectures the kernel size starts
with a relatively large field-of-view, while the stride helps to keep the memory
costs very low. In the subsequent convolutions the kernel size decreases to 5× 5
and finally 3× 3 and subsampling is performed via local maximum pooling. With
the reduction of spatial information through subsampling the number of features is
increased in exchange. Finally, the dense layers conclude the network similar to an
MLP, but with the convolutional features as input. These dense connections in the
final layers contribute approximately 75% of the parameters of AlexNet, which ex-
emplifies the role of sparse connectivity for the amount of parameters the network
has to train.

VGGnet

VGGnet [162] is another popular architecture that has similar properties like
AlexNet, but can also be seen as an advancement with many more convolutions
and introducing a block-based architecture into network design. Block-based de-
sign refers to repetitive patterns of layers that form the computational path, which
helps to break down the architectures for the implementation of the network. A
VGG block is defined by a sequence of two or three convolutions and a pooling
layer. Each convolutional layer uses a 3×3 kernel and the RELU non-linearity. The
argument to use repeated 3×3 convolutions is that they increase the field-of-view,
but use fewer parameters compared to the full kernel size, e.g. replacing a 5× 5
convolution by a sequence of two 3×3 convolutions, and have stronger non-linear
properties due to the extra RELU in the sequence. Figure 2.4 shows the VGG-16
network and highlights the block structure. Similar to AlexNet, VGG is concluded
by a set of dense layers to compute the class decision.
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Figure 2.4 VGGnet architecture. The structure is built from very basic blocks that only
vary in the number of convolutions.
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Figure 2.5 Standard residual block, as defined in [69]. Networks are built by replacing
regular convolutions along the path with one or more blocks leading to very deep archi-
tectures.

ResNet
A major challenge in the training of deep neural networks is that the gradient com-

putation needs to reach all parameters. If a network, during an arbitrary state of
the training, has parameters very close to zero, the gradients are unlikely to effect
any parameters before those zero values. The concept of residual learning [69]
offers a way to train very deep networks without worrying about this vanishing
gradient problem. In a residual block, the function ρ(x) computes the deviation
from the identity and the block function is stated as

y = x +ρ(x).

Thus, ρ(x) = y − x is the residual of the path, see Figure 2.5. This setup has
certain advantages: while there is the option to learn a feature manipulation along
the path, the identity path always exists and ensures that gradients can be passed
on to previous layers. Hence, with a large data set, deep networks with many
convolutional layers and non-linearities can be trained. For example, [69] reports
ILSVRC challenge evaluations for ResNet architectures with 34, 50, 101, and 152
layers. Regarding object recognition, ResNet is maybe the current best architecture
to realize the deep learning philosophy of a universal approximator that can train
millions of parameters in a highly non-linear function, on a variety of problems,
and without further adaptation.
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Figure 2.6 DAGnet architecture. The network learns deep features and computes a densely
sampled semantic output map for the entire input image or patch.

However, not every problem can be formulated as an object classification task.
While for all introduced architectures, there are good reference implementations
with the option to pre-load parameters from the ILSVRC challenge, their applica-
bility to texture classification in medical images is limited, as they are designed to
compute one output per input region. Spatially, this means mapping from N×N×3
to 1× 1× C , where N is the input patch size and C the number of classes. For a
texture classification that operates in pixel-level detail, this would require to apply
the (costly) network function in sliding window fashion to every position in the in-
put image, i.e. the whole-slide image’s foreground. Even with GPU support this is
highly inefficient. A more suitable framework for the generation of spatially dense
class maps is semantic segmentation. Herein, we compute a mapping from a patch
size of N × N × 3 to M × M × C , where M ≤ N , M ≈ N depending on the use of
zero padding in the convolutions and other factors.

Structures, that compute semantic annotation maps, can typically be divided into
a part that computes features in a contracting path and a part that expands those
features again to compute the semantic map. Exemplifying the concept, we intro-
duce the fully convolutional DAGnet [119] and Unet [148] both important repre-
sentatives of semantic segmentation networks.

DAGnet

DAGnet builds on the VGG pipeline and predicts semantic output maps for each
existing class at various detail levels. Due to the various resolutions of the deeper
features, the network relies on upsampling the predictions by backwards strided
convolution [52, 119], as a parameterized upsampling that is trained along with
the network. Predictions from different layers are combined by summation after
upsampling the features from all layers to the highest contributing resolution. This
network is visualized in Figure 2.6.
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Figure 2.7 The Unet architecture closely resembles VGG in the feature and reconstruction
blocks. Its main characteristic are the short-cut connections to concatenate features (gray
boxes) from early layers with the upsampled deep features.

Unet

Unet is a popular architecture for detailed semantic image segmentation. Its defin-
ing characteristic are short-cut connections from the contracting feature path to
the expanding path across all detail levels. Figure 2.7 shows the layout of a stan-
dard Unet as defined in [148]. The building blocks are very similar to VGG: two
convolutions including non-linearities followed by a downsampling via local max-
imum pooling. However, the convolutions of the expanding path are preceded by
a concatenation of the upsampled features from the previous block and the corre-
sponding resolution of features from the contracting path. Thus, the computation
of the semantic map incorporates upsampled deep features, but has also access to
the high-resolution details of the upper network blocks. The popularity of the Unet
and its derivates originates in the method’s success in a variety of challenges [77,
148], its clear structure, and its adaptability to higher dimensional problems [35,
130].

2.4 Training Strategies
Neural networks can feature millions of parameters that are adjustable through

training. Error backpropagation as learning algorithm is the backbone of neural
networks.

Error Backpropagation and Gradient-Descent Learning

Starting with a random (non-zero) initialization of all the parameters, the network
iterates over the data in batches and predicts labels or values. A loss function is
defined between the network prediction and the actual ground truth label. If the
prediction is correct, nothing happens. However, if an error is made, the gradient
for each trainable parameter of the network is computed and used to update the
parameters. Backpropagation utilizes the computational trick that the errors can

15



2.4. Training Strategies

be computed recursively via the chain-rule of the gradient. The exact computation
is found in various teaching materials [11, 63, 146] and besides the purpose of this
introduction.
Backpropagation is a form of gradient-descent learning implying that

• the solution we obtain can at best be expected to be locally optimal

• the quality of the solution may depend on the initialization of the network
parameters

• hyper-parameters of the learning procedure are themselves object of an op-
timization process

Furthermore, there is a variety of methods regarding the update rules of the back-
propagation. At the core, all modern methods are based on Stochastic Gradient-
Descent (SGD)

θ
(n)
k = θ (n−1)

k −λ
∂L
∂ θk

,

which updates the parameters θk, using the learning-rate λ to weight the gradient
∂L
∂ θk

, wherein L is the loss function. Stochasticity herein refers to the iterative
processing of batches of input samples from the dataset and multiple iterations
of the dataset – potentially with random augmentations of the samples. As this
is a very slow process, implementations of SGD already enable the addition of
a momentum term. Momentum in physics represents the inertia of a system in
motion and the same idea is utilized to rephrase the learning algorithm as a first
order system. With the parameter update

∆
(n)
θ
= θ (n)k − θ

(n−1)
k = −λ

∂L
∂ θk

,

the update is rephrased as

∆
(n)
θ
= −λ

∂L
∂ θk

+µ∆(n−1)
θ

.

The momentum weight µ ∈ [0, 1) determines the strength in which past gradients
influence the learning. Momentum helps to speed up learning by removing noise
from the gradient computation and the sampling due to the batch-wise processing
and has proven its practical value. However, pure momentum tends to overshoot:
as soon as the minimum is reached there is still a strong contribution to the pa-
rameter update from past gradients that will drive the learning exceed the optimal
value for a while. Ideally, this effect wears off and the local optimum is reached,
but the risk of divergence due to aggressive learning-rate and momentum combina-
tions exists. Thus, learning-rate and momentum are part of the hyper-parameters
that are typically optimized.
Other related methods to better control the learning behavior influence the learn-

ing rate of the algorithm, also referred to as adaptive step-size algorithms. The
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idea is to rescale the learning rate (of the individual parameters) based on the in-
verse magnitude of the gradient. In effect, this regulates the learning by slowing
down the effect of very large gradients and accelerating the learning for very small
gradients. The AdaGrad algorithm [50] bases this scaling on a history of all past
gradients

ρ(n) = ρ(n−1) +
∂L
∂ θk
�
∂L
∂ θk

,

∆
(n)
θ
= −

λ

ε+pρ
�
∂L
∂ θk

,

wherein ρ is the accumulator and ε is a constant added for numerical stability to
avoid zero-divisions. A drawback of this approach is that sometimes the learning
stagnates, when large gradients accumulate and draw the learning rate towards
zero. RMSProp [174] alleviates that issue by an exponentially weighted moving
average, replacing the accumulator equation

ρ(n) = ξρ(n−1) + (1− ξ)
∂L
∂ θk
�
∂L
∂ θk

,

∆
(n)
θ
= −

λ

ε+pρ
�
∂L
∂ θk

,

where ξ is the exponential forgetting factor that determines the considered length
of the history of gradient information. Note that by changing the update rule for
∆
(n)
θ

, momentum can easily be added to both algorithms.
A slightly different approach to learning rate adaptation is taken by Adaptive Mo-

ments (ADAM) [92], where first and second order momentum terms are estimated
and thereby, implicitly cover momentum

σ(n) = ξσσ
(n−1) + (1− ξσ)

∂L
∂ θk

,

ρ(n) = ξρρ
(n−1) +

�

1− ξρ
� ∂L
∂ θk
�
∂L
∂ θk

.

Particularly during the early phases of the training, the estimates of σ,ρ will be
biased from the initialization and therefore, a correction takes place before the
update step

σ̂(n) =
σ

1− ξn
σ

ρ̂(n) =
ρ

1− ξn
ρ

∆
(n)
θ
= −

λσ

ε+pρ

As the training step n progresses, the accumulators contain more reliable estimates
of the true first and second order moments and hence, the correction decays with
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time 1/(1−ξn)→ 1 as n→ inf. The decay factors ξσ,ξρ ∈ (0, 1) are suggested by
default as ξσ = 0.9 and ξρ = 0.999.
In practice, there is no convergence in the deep learning community regarding the

use of these optimizers. While AdaGrad is only scarcely used due to known prob-
lems, RMSProp, ADAM and SGD (with and without momentum) are all deployed
in state-of-the-art training.

Dataset Sizes and Annotation
With millions of parameters to optimize, neural networks require large datasets

to train and finally, to evaluate the generalization. There is no definitive rule-of-
thumb for the amount of training data, except: "more is usually better", as larger
datasets tend to represent more of the real-world variability of the task. Even the
established MNIST dataset [108] and the much larger ILSVRC dataset [153], de-
spite being staples in the field, are often criticized to be too narrow for research
regarding the generalization of network architectures and training methods. In
the medical domain, building large well-annotated datasets is a particularly tough
challenge, as many task require annotations from highly skilled experts in the
field. However, there are strategies that interpret the above rule-of-thumb "more
is usually better" as a conditional. Just increasing the size of the dataset with any
data may create useless redundancy, as networks exclusively learn from mistakes.
Adding samples, that would be categorized correctly at a certain level of general-
ization, does not provide any new information as they do not lead to parameter
updates. Thus, iterative semi-supervised training methods, such as the Suggestive
Annotation scheme [198], help to filter raw data for samples that introduce novelty
to the training and are the foundation to create large datasets with an acceptable
amount of workload.
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3
Histological Data

This chapter eludicates the medical context of this work as well as the creation
of histological data. A short introduction to patient-derived xenograft models is
given, along with a description of the processing of tissue towards a histological
slide. Aspects of the scanning process and image properties are discussed. Finally,
we introduce the datasets that were generated and used throughout this work.

3.1 Histopathology
Pathology is the medical field studying disease, its causes and effects on the hu-

man body specializing on methodology and techniques to diagnose and research
diseases, injuries, and maladies. It sets the goal to identify the underlying causes by
observing the changes on both macroscopic and microscopic level utilizing meth-
ods, such as biochemical, immunologic and molecular examination of biopsies and
resections of organs or tissues. Within the pathological field, histology forms the
subcategory specializing on the examination of tissues and the microanatomy of
cells under the brightfield microscope [192]. Histology comprises many practical
aspects of slide preparation, staining and microscopy, as well as the knowledge of
tissues and diseases. Consequently, the term histopathology emphasizes the study
of the effects of disease on cells and tissues. It is thereby closely connected to the
study of cancer and tumor biology and behavior, as the diagnosis for these classes
of disease involves an analysis on microscopic level. Besides the diagnostic analy-
sis, the motivation behind the study of diseases, their mechanisms and effects is the
development of novel treatments. The understanding of the underlying principles
of the biology that causes disease is often key in finding an approach to stop the
disease progression and to induce the recuperation of the patient.
Immunotherapy is a recent example in which research on the tumor mechanisms

lead to the discovery of potential new treatments [31, 80].

Immunotherapy
"How does a tumor actually manage to grow?" is the initial question to approach

the concept behind immunotherapy. This question implicitly asks why the immune
system of the patient does not act against the uncontrolled mutations of cells – as
it usually would – that result in tumor growth and the development of cancer. A
logical explanation is that the mutations of the tumor have developed a microen-
vironment, in which the immune system does not longer recognize the tumor as
dangerous [31, 169]. In a way, this idea suggests that this tumor microenvironment
(TME) tricks the immune system into inactivity. The research based on this hypoth-
esis has led to the identification of PD-L1 as a trans-membrane protein that regu-
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lates the immune system and has an increased expression in growing tumors [31].
Immunotherapy is the approach to counteract the conditions in the TME, for exam-
ple, by the inhibition of PD-L1 [80, 169]. Hence, the immune system is re-enabled
to target malign mutations. Additionally, the increased expression of PD-L1 that
correlates with tumor growth allows to use PD-L1 as a potential biomarker carrying
information useful for prognosis.

3.2 Patient-Derived Xenograft Models
Researching the conditions in TMEs and their effects in the interaction with the

immune system requires biological models that capture as many details of TME and
interaction as possible. To this end, tumor samples from human patients can be
cultivated in rodent models which are prepared to simulate a human immune sys-
tem. These so called patient-derived xenograft (PDX) models are well-established
in preclinical research [28, 87, 106, 171]. A PDX is the engraftment of a sample
of patient tumor tissue into immuno-deficient mice. This engrafting can proceed
in multiple generations from mouse to mouse in order to expand the tumor tissue
[87] and, depending on the type of tumor engrafted, an according deficiency of
the immune system might be required for a success of the engrafting [87, 171].
In a first step, immune-suppression removes or (at least partially) incapacitates

the host immune system, followed by a humanization – the application of human
immune cells to the host. This setup aims at providing a close resemblance of the
TME and it has been shown [169, 171] that the TME reveals indicating factors for
the success or failure of a treatment can be extracted from the TME. Fields of ap-
plication for PDX models are typically biomarker development, drug screening and
co-clinical trials, eventually enabling personalized precision medicine [87, 106].
A strong advantage of PDX models is that they preserve the intrinsic heterogene-

ity and retain the 3D architecture of the original tumor tissue. In order to grow, a
tumor needs to develop ways to compromise the host immune system into inactiv-
ity. As individual mechanisms may vary between models, the microenvironment
of the tumor is a crucial characteristic closely connected to the success of potential
treatments, as the above example of immunotherapy indicated.
Besides the intrinsic tumor characteristics, many external factors influence the

interaction of tumor and host system. A particular criticism of raw PDX models is
the inaccuracy in the interaction with human tissue, as the host system is entirely of
murine origin. Humanized PDX models provide a solution by co-cultivating human
immune system components and stroma cells along with the tumor engraftment.
In essence, this procedure involves the transplantation of human hematopoietic
stem cell into the immuno-compromised mouse, leading to a mouse with a variety
of human blood cell lineages [28, 87]. Further improvements were achieved by
establishing genetically modified immuno-compromised mouse strains [106].
Humanized mouse PDXs provide a suitable animal model to study the human

immune response as the interactions between the tumor and the immune environ-
ment. The first step in the data generation is the humanization of an immuno-
compromised mouse. Thereafter, tumor tissue is engrafted in the model by inject-
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Figure 3.1 Slide preparation pipeline. Each of the steps contributes its own sources of
variance that may influence the resulting stain quality. In some cases, consecutive slices,
e.g. (2) and (3) in the figure, are cut to evaluate different quantities with a comparable
tissue distribution.

ing tumor cells in the fat pad and left to grow. During the experiment, the growth
is monitored to trace the tumor volume and determine biomarkers, such as the
growth rate. The experiment is terminated as soon as the host expresses signs of
suffering from the growing tumor, determined by behavioral indicators for pain,
such as changes in nutrition, apathy, or other salient changes in social interactions.
Finally, the tumor and some of its surrounding tissue is resected and prepared for
microscopy.

3.3 Slide Preparation
The preparation for microscopic inspection encompasses multiple steps. As visual-

ized in Figure 3.1, the process starts with the resected tumor sample and undergoes
the following stages:

1. Fixation provides structural stability and prevents the biological degradation
of the tissue. For example, formalin-based buffers or pure methanol can be
applied, to prevent tissue autolysis and putrefaction. The fixation has to be
planned considering the subsequent steps of the staining, as it can potentially
influence the micro-structure’s ability to bind to stain components.

2. Embedding provides stability for the cutting process by enclosing the sample
in a harder medium. Paraffin wax is commonly used, as well as epoxy resins
for very thin slices.

3. Sectioning of the block is performed with a microtome, which cuts the tissue
into slices with a few micrometers in thickness.

4. Thereafter, the sample is drawn onto the glass slide in a warm water bath.
The water stretches the embedding medium and tissue and helps to mount
the tissue flat and without wrinkles.

5. Staining provides contrast to the otherwise mostly transparent tissue. De-
pending on the desired analysis different types of stains exist and are com-
monly used. In the course of this work two types of staining are of particular
relevance:
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• Hematoxylin and Eosin (HE) is one of the most common stains, as it
provides an excellent overview of the structures of tissue. Hematoxylin
is a natural blue dye that binds to basophilic structures, such as the cell
nuclei with their contained DNA and the rough endoplasmic reticulum,
while the synthetic red Eosin dye binds to various components in the
cytoplasm and the collagen contained in the extracellular matrix. In
combination, the dyes generate a pink/violet appearance of the tissue
and cell structures in the slide. In this work, the HE stain is used for
tissue classification, generating highly detailed semantic maps of the
tissue patterns presented in an image.

• Immunohistochemical (IHC) Stains is a class of stains that use an an-
tibody to couple the brown 3,3’-Diaminobencidine dye to very specific
cells expressing a corresponding protein. This enables the highlighting
of particular components or subgroups of cells of the immune system,
for example general immune cells (CD45), t-cells (CD3), or cytotoxic
t-cells (CD8). As many different antibodies may be applied in IHC anal-
ysis, the binding characteristics can differ depending on the location of
the corresponding protein in either the cell nucleus, membrane, or the
cytoplasm. In all cases, a hematoxylin counter-stain colors all remain-
ing cell nuclei in blue.

The result is a glass-slide with a stained tissue sample that can be observed un-
der the microscope. While this is part of any classical pathology workflow, digital
pathology requires a scanning of the slide to form a digital image for further algo-
rithmic processing.

3.4 Imaging and Digital Representation
A scanning system essentially consists of a microscope body, a camera and a mov-

able object table. The scanning process then takes a sequence of high-resolution
pictures from an overlapping sampling grid, by iteratively moving the table, auto-
focusing, and image recording. All pictures in the sequence are then registered
in software to blend the image boundaries together with minimal visual artifacts.
The resulting full-resolution pictures are called whole-slide images (WSI). Typi-
cally, the optical path of the scanning systems provides a magnification factor of
100×, while the objective magnification may range from 20× or 40×, up to 68× or
higher, if an oil immersion is used. It is common in literature to only mention the
objective magnification, when the dataset is explained. Depending on the size of
the tissue sample, these enormous magnifications result in images in the gigapixel
(Gpx) range. Image dimensions in the order of 40,000 × 70,000 = 2.8Gpx are
common for histological WSIs. These image dimensions constitute some limita-
tions regarding the handling and processing.
As a first hindrance to consider, these dimensions cannot be loaded into memory at

once. Instead, the software requires access strategies to extract regions-of-interest
from the WSIs. Also, this makes necessary to have different accessible resolutions
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Level 0

Level 1

Level 2

Figure 3.2 Multi-scale pyramid representation in the TIFF container used by most vendor
formats. The different resolutions allow a random access across scales for a microscopy-
like experience when zooming in and out of the WSI.

available to inspect or process images at certain intermediate resolutions. In prac-
tice, most vendor formats store WSIs in a multi-scale pyramid, see Figure 3.2,
using tiling strategies to make sub-images accessible from the outside. Further-
more, the memory consumption of the raw data is allayed by employing the JPEG
or JPEG2000 compression standard. Typically, compression qualities between 70%
and 80% preserve a sufficient image quality without major artifacts.
For processing, the large dimensions motivate choices to work with image patches

and adapt the resolution to the level required in the task.

3.5 Datasets
In the following, the datasets for training and evaluation of the various machine

learning algorithms are introduced. The number behind the abbreviation indicates
the number of classes in the dataset, with ’1’ indicating a binary labeling problem.

3.5.1 WSI Compression Dataset (COMP-0)
COMP-0 comprises twelve WSIs that were scanned and saved in the lossless LZW

compression format. By extracting the images, the raw data is recovered and can
be used in compression experiments. Four WSIs are stained with HE and eight WSIs
are stained with IHC stains, so that differences between the stains can potentially
be observed. On this dataset, the achieved Peak-to-Peak Signal to Noise Ratios
(PSNR) are evaluated in the RGB space of the different algorithms at different
bitrates. For a qualitative evaluation, the four images (two HE and two DAB), were
extracted from the dataset and compressed with different algorithms at different
quality settings, such that the resulting PSNRs between algorithms are comparable.
The various image qualities are used in a subjective user experiment to identify the
settings that lead to the strongest compression, in which the distortions are not
noticeable for the participants.

3.5.2 Image Foreground Dataset (IFD-1)
This set comprises 43 WSIs of mixed stains (HE, various IHCs: CD3, CD14, CD34,

CD45, KP-1, ...) with binary label maps denoting the foreground region(s)-of-
interest, with some examples shown in Figure 3.3. The detail of the label maps
corresponds to the second level of SVS files. Herein, the slides are scanned at
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Figure 3.3 Extracts from the foreground segmentation dataset. The upper row shows
examples of IHC (KP-1) stain, HE stain, and IHC (CD3) stain, while the lower row depicts
the corresponding ground truth masks.

20× objective magnification and an image pyramid with downsampling factor
four is stored. Thus, the binary maps correspond to a downsampling factor of 16,
i.e. 1.25× objective magnification. Ground truth labeling was achieved by prela-
beling the foreground with a manually thresholded Gaussian of Laplacian (effec-
tively measuring the edge-density in the image) followed by manual correction of
segments with particular care at the foreground boundaries.

3.5.3 Stain-Normalization Dataset (SND-0)
This set comprises a selection of five blocks of tissue (PDX tumors) and does not

contain any classes. Each block is sliced consecutively nine times to form nine WSIs
with similar tissue content.
Each WSI is then stained in a particular stain protocol varying the parameters:

• Slice thickness (T) low: 1.5µ, medium: 3µ, high: 6µ

• Hematoxylin Concentration (H) low: 1 : 20, medium: 1 : 10, high: 1 : 5
(liquid component)

• Eosin Concentration (E): low: 0.3g/200ml, medium: 0.6g/200ml, high:
1.2g/200ml (powder component)

Testing all 27 possible combinations was considered too expensive, time consum-
ing, and unnecessary. Instead, the following protocol variations were generated:
1. HET↑, 2. HET↓, 3. standard HET protocol, 4. HE↑T, 5. HE↓T, 6. H↑ET, 7.
H↓ET, 8. H↑E↑T, 9. H↓E↓T, where ’↑’ and ’↓’ denote high and low parameter
values, respectively. Examples are given in Figure 3.4. The slides were digitized
on an Aperio AT2 Scanner (Leica Biosystems, Wetzlar, Germany) at a 20× objec-
tive magnification and five manually registered regions-of-interest with a size of

24
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Figure 3.4 Examples from the stain-normalization dataset. Herein, the rows vary the block
of origin and the columns iterate the protocols, as listed in the dataset description.

1, 000×1, 000px were extracted per WSI. Hence, the total number of images from
this set amounts to 5× 9× 5= 225 images.
Crucial properties of this dataset are the controlled protocol deviation along with

the relatively uniform distribution of the tissue classes throughout the regions-
of-interest of the different protocols due to the consecutive slicing and manual
registration. Only if the distributions match, the evaluation of color distributions,
before and after normalization algorithms are applied, is legitimate.

3.5.4 ILUMINATE-9 (ILU-9)
This is the initial tissue classification dataset comprising polygon annotations

across five HE stained WSIs of Breast Cancer PDX models. Breast Cancer was ac-
cepted as an early available substitute for the NSCLC data, as the tissue classes
are very similar in appearance. The nine labeled class instances of histological
tissue are: tumor, mouse-stroma, necrosis, connective-tissue, vacuoles, muscle,
blood vessels/cells, technical artifacts, and background. An excerpt is shown in
Figure 3.5.
While the first seven classes label tissue patterns, technical artifacts and back-

ground are auxiliary classes. Technical artifacts are, for example, stain artifacts or
ruptures in the tissue resulting from the cutting. Background covers every instance
of brightfield-microscopic background that has not been filtered out by the fore-
ground selection, including sometimes inner lumen structures, e.g. in case of large
blood vessels. This data was digitized on an Aperio AT2 Scanner (Leica Biosys-
tems, Wetzlar, Germany) at a 20× objective magnification. Polygon annotations
were performed with a custom annotation software, enabling also the extraction
of patches and features for classical machine learning workflows. For statistically
reliable evaluations, this dataset was not considered sufficient, as well as the de-
velopment of deep neural networks indicated superior processing capabilities with
semantic networks, see Chapter 8. Therefore, the annotations were converted into
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Figure 3.5 The ILU-9 dataset for patchwise classification comprises the tissue classes:
tumor (TUM), mouse-stroma (MST), necrosis (NEC), connective-tissue (CNT), vacuoles
(VAC), muscle (MUS), blood vessels/cells (BLC), technical artifacts (TAR), and background
(BGR).

a semantic format and extended to the ILUMINATE-8 dataset.

3.5.5 ILUMINATE-8 (ILU-8)

The ILU-8 dataset is the extensive tissue classification dataset. It comprises 123
regions-of-interest extracted from 25 HE stained WSI, including samples from the
initial Breast Cancer dataset ILU-9 that are extended 20 WSIs of NSCLC. For the
labeling, it was decided to merge the connective-tissue class into the mouse-stroma
class, as both classes have very similar biological functions, rendering the distinc-
tion irrelevant. The remaining eight classes are: tumor, mouse-stroma, necro-
sis, vacuoles, muscle, blood vessels/cells, technical artifacts, and background, and
have the same characteristics as in ILU-9. However, this dataset is labeled for se-
mantic classification, rather than a patchwise approach, see Figure 3.6. The 20
NSCLC WSIs were digitized on a Hamamatsu Scanner at a 40× objective magnifi-
cation and saved in the NDPI format. Herein, the image pyramid provides down-
sampling levels by a factor of two.
For the annotations, extracts of multiple regions-of-interest of size 2,000 ×

2, 000px were taken at 10× magnification. This corresponds to downsampling
level two in NDPI slides (10×) and level zero in SVS slides (20×) followed by a
manual rescaling, using a Gaussian anti-aliasing filter and spatial downsampling by
a factor of two. All regions-of-interest were annotated in the open source software
GIMP (v2.10.10), generating a colored tissue map in which each pixel has a dis-
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Figure 3.6 Example of a semantic tissue map including annotation from the ILU-8 dataset.
From left to right: input image, overlap with ground truth labels, and ground truth anno-
tation. The most common classes are tumor (red), stroma (blue), and necrosis (yellow).

tinct class label. For indeterminable areas, a don’t care (DNC) label was optionally
provided. The semantic maps are color coded, using the following protocol:

TUM: red #FF0000 RGB(255, 0 , 0 )
MST: blue #0000FF RGB(0 , 0 , 255)
NEC: yellow #FFFF00 RGB(255, 255, 0 )
VAC: cyan #00FFFF RGB(0 , 255, 255)
BLC: green #00FF00 RGB(0 , 255, 0 )
MUS: magenta #FF00FF RGB(255, 0 , 255)
TAR: black #000000 RGB(0 , 0 , 0 )
BGR: white #FFFFFF RGB(255, 255, 255)
DNC: grey #4C4C4C RGB(76 , 76 , 76 )

3.5.6 Cell Nuclei Dataset (CND-2)
In cell nuclei analysis, a dataset comprising seven IHC stained WSIs of Ovar-

ian Carcinoma is deployed, which are stained with the cytoplasm-binding marker
CD45. The reason for using the Ovarian Carcinoma slides was the high expres-
sion of CD45 cells in the data. By comparison, the NSCLC slides typically feature
only a handful of cells per image, whereas in the Ovarian Carcinoma up to 30%
of the cells are CD45 positive. Each slide was digitized with an Aperio AT2 Scan-
ner (Leica Biosystems, Wetzlar, Germany) at a 40× objective magnification. From
each WSI, five regions-of-interest were extracted and all cell nuclei objects were
labeled by denoting the centroid position either in blue (normal cell nucleus /
CD45 negative) or red (immune cell nucleus / CD45 positive). Furthermore, in
three on the regions-of-interest per slide, the stain color area belonging to CD45
positive (dark brown color), CD45 weak positive (light brown color, often repre-
senting cross-reactions with necrotic tissue), CD45 negative (blue, equal to the
hematoxylin stain area), and background (white, everything else) were labeled se-
mantically. In total, this dataset comprises approximately 15, 000 CD45 negative
cell nuclei and 3, 000 CD45 positive immune cell nuclei.
With the cytoplasm-bound CD45 antibody, this stain represents a comparatively

complicated case of IHC analysis, as this stain can result in several different visual
appearances of an immune cell. The different labels of centroids, classes infor-
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Figure 3.7 Excerpt from the cell-nuclei detection dataset. The annotations denote back-
ground cell-nuclei objects (blue ’x’) and highlighted immune cell-nuclei (red, ’o’). Addi-
tionally, the stain-area labels from left to right are blended in as overlay.

mation, and stain area semantics allow for various evaluations in detection, local-
ization, counting and area quantification tasks. An example from this dataset is
depicted in Figure 3.7.

3.5.7 Single-Mouse-Trial Data (SMT-1)
The single-mouse-trial dataset comprises 71 slide pairs of H&E stained WSIs of

NSCLC PDX models and consecutively sliced CD45 IHC images (142 WSIs in total).
Moreover, these WSIs can be grouped by the xenograft tumor model, as this set
captures the responses of a tumor to three treatment options. For each tumor
model, there is: 1. an untreated isotype case, 2. an anti-PD-L1 treated case, 3. an
anti-CTLA4 treated case, and 4. a case treated with a combination of anti-PD-L1
and anti-CTLA4. With 17 different tumor models this amounts to 68 cases, while
the remaining three comprise two extra isotypes and one additional CTLA4 treated
case.
A biomedical expert assessed the success of treatment and labeled the treated

models as either responding or non-responding and in two cases uncertain. The
assessment was supported by an established workflow considering tumor volume
measurements during the animal experiment and post-experiment analysis with
flow-cytometry, reference values of the stroma content via quantitative polymerase
chain reaction (qPCR) measurement, and visual inspection of the histology under
the microscope.
This dataset is part of a meta-evaluation combining image features from the tissue

classification and cell nuclei analysis for a prediction of treatment success.
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4
SHVC for the Compression of Histological

Whole-Slide Images
Digitizing histological and immunological views into whole-slide image represen-

tations enables the computerized analysis in digital pathology applications. How-
ever, the data sizes may hinder a widespread use, as raw files can easily exceed
10-20GB. Most vendor formats incorporate compression by the JPEG and in some
cases the JPEG2000 standard to reduce the file sizes. Since the implementation of
these standards, the compression community has established superior techniques
in more recent standards and recommendations. This work, previously published
in [17], researches Scalable High Efficiency Video Coding (SHVC) as a replacement
for the JPEG standard currently found in most vendor formats. Besides a compar-
ison of the compression rates, a user-study is conducted to estimate SHVC quan-
tization parameters (QP) and JPEG quality level that threshold the just-noticeable
distortions (JND). Herein, the goal is to find the optimal trade-off between a strong
compression, while maintaining an imperceptible distortion.

4.1 Background and State-of-the-Art
WSIs are formed by scanning tissue at a microscopic scale patchwise and merg-

ing it virtually at a very high magnification. For example, the fully digitized
2.3cm×1.7cm tissue section in Figure 4.1 at 40× objective-magnification amounts
to approximately 18.4GB of raw pixel data (considering a three channel RGB-
image with 24bit at a size of 91k×67k pixels).
With lossless compression, ratios up to 3:1 can be achieved, which is insufficient

for WSI storage or transmission. A strong indication for the acceptance of lossy
compression in the field is that most vendor formats, e.g. NDPI (Hamamatsu) or
SVS (Leica), actually employ lossy compression by default. To handle the large
image sizes in a standard compatible way, the images are processed and stored in
tiles and, in order to achieve a microscopy-like experience, e.g. zooming in and
out, multiple resolutions are stored per file. Examples of the WSI tiles are depicted
in Figure 4.2.
HEVC [79] is a recent standard for video, which utilizes prediction and transform

coding and can also be applied to compress 2D images. Compared to the JPEG
standard, HEVC benefits from flexible block partitioning, enhanced intra predic-
tion, residual coding, and inloop filters that address the blocking and ringing ar-
tifacts that are otherwise common to block-based codecs. The scalable extension
SHVC [13] was added to the HEVC standard in 2015, allowing spatial scaling from
an image pyramid input that acts as a natural representation of a multi-resolution
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Figure 4.1 Digitizing this section of tissue results in 18.4GB of raw data. Without com-
pression, the storage requirements for digital pathology applications would be prohibitive.

Figure 4.2 Examples of WSI tiles: Hematoxylin & Eosin stain (violet/pink) and Hema-
toxylin & Diaminobencidine stain (blue/brown). These tiles are deployed in the subjective
experiment (Section 4.3).

image. Image pyramids realize a prediction coding from lower to higher scales,
which inherently results in well-conditioned residuals.
Liu et al. [118] present a comparison across various compression standards in

medical applications, also including Hematoxylin and Eosin stained WSIs. In this
study, with the WSI samples as exception, HEVC outperforms the other algorithms.
The weaker performance in the compression in histological WSIs is attributed to an
unsuited rate allocation algorithm. However, HEVC allows to adapt the rate alloca-
tion strategy in a standard compatible way, which offers the possibility to overcome
this issue. Two works by Tuominen et al. [177, 178] research the JPEG2000 stan-
dard for WSIs. In [177], the native scaling support of JPEG2000 is evaluated and
precincts (sub-divisions in the wavelet domain) are found to be an excellent so-
lution for partitioning and random access. Furthermore, this paper applies rate
control using fixed-rates between 1:25 and 1:30, which is reported to have decent
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quality. In [178], an Interactive Protocol for telepathology based on JPEG2000 is
introduced. An interesting work by Helin et al. [70], reports large gains in com-
pression by optimizing the JPEG2000 compression settings and formulates a cus-
tom JPEG2000-WSI protocol. Most importantly, they deploy a fore-/background
subdivision and apply different compression qualities, while [177, 178] treat im-
age fore- and background with the same settings. Sanchez et al. [159] apply a
lossless HEVC-intra compression to the segmented image foreground, while lossy
compression is used on the background with a remaining rate budget.
The contribution is a SHVC-based format that leverages spatial scalability and pro-

vides fast random access to regions-of-interest at arbitrary scale. Furthermore, an
adaptive quantization, well suited for WSI encoding, is introduced.

4.2 Method
For the compression of histological WSI, this work proposes to utilize a scalable in-

tra configuration for SHVC [13]. This supports arbitrary downsampling and works
with Inter Layer Prediction (ILP) to encode all higher resolutions above an HEVC-
intra encoded Base Layer (BL) as residuals to the prediction. Thus, for all larger
layers above the BL, only the residuals are encoded. Downsampling filters are pro-
vided up to a ratio of 1:4 and the interpolation methods were designed for a ratio
of 1:2 [13]. Note that this standard enables to decode the image pyramid only
as far as needed and can stop at intermediate resolutions, which is very useful to
achieve a fast access regarding the image scale.
Random access to a specific region of the WSI can be realized by determining the

according Picture Order Counts (POC), i.e. the position of the region’s data in the
bitstream, from a parameter set comprising the x , y coordinates of the largest layer
L − 1 and the width w and height h of the region. Together with the size of the
largest layer WL−1, HL−1 as side information, the POC of all tiles in this region that
need to be decoded can be computed as

POCdecode =
d(x+w)/DL−1e

⋃

i=bx/DL−1c

d(y+h)/DL−1e
⋃

j=by/DL−1c
i + jdWL−1/DL−1e, (4.1)

where DL−1 is the tile size of the largest layer. The bitstream of HEVC and SHVC
files is organized in terms of Network Access Layer (NAL) units, which can always
be located in the bitstream due to a unique identifier. At the start of the bitstream,
NAL units, containing the parameter sets for video (VPS), sequence (SPS), and
picture (PPS) specific information, are transmitted for the HEVC decoding, which
also contain layer sizes and downsampling factors. Additionally, a Supplemental
Enhancement Information (SEI) unit is inserted right after the PPS to store the total
resolution WL−1, HL−1 of the largest layer, which is required for the POC computa-
tion (Equation 4.1). All tiles on the BL are intra-coded as Clean Random Access
(CRA) pictures and the pictures on higher layers are CRA-P frames, which commu-
nicates that no intra-layer dependencies exist and only ILP is used. Furthermore,
an Instantaneous Decoder Refresh (IDR) unit reinitializes the decoder at POC0.
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Figure 4.3 Bitstream structure and order of Network Access Layer (NAL) units for the de-
coder. The picture order follows a row-wise serialization of the tiles in the image pyramid.
Each tile is identified by a corresponding Picture Order Count (POC).

In terms of NAL addresses, Equation 4.1 does not directly reference the correct
NAL unit, as the initial units result in an offset o, as depicted in Figure 4.3, which
can directly be computed from the number of layers L and the current layer l as
o(L, l) = 3l + 1+ L.
The biggest potential in lossy WSI compression is to drastically decrease the bitrate

spent on brightfield background in the WSI. Following this idea [70], our first step
is to divide the WSI into fore- and background region, employing the FESI algo-
rithm [19] (Chapter 5), to identify the WSI foreground. For the background, a fix
QP= 46 is used, while an adaptive quantization is deployed to control the fore-
ground bitrate. The goal is to remove irrelevant content via a foreground activity
F in order to reduce the bitrate spent on flat-white regions that may still be present
at the border of the specimen or inner tissue structures, e.g. as the lumen (=white
area) of blood-vessels. We start by calculating an auxiliary term that defines a
variance based criterion for image structure

χ = σ2
Y + eα(β

22BD·2−σ2
Y ), (4.2)

where σ2
Y is the luma variance in the Y-Cr-Cb color space, BD is the encoder bit

depth, and α= 0.4, β = σ̂Y/256 are tuning factors, with the reference luma devi-
ation σ̂Y to determine the minimum of χ. This function χ, visualized in Figure 4.4
for a BD = 8bit, realizes a cutoff for low luma variances as well as a tolerance re-
gion, defined by α,β , around the empirically chosen minimum. As the colorization
in WSIs plays an important role for the inspection by human experts, it was found
important to include chroma (Cr and Cb) information into F . Consequently, the
chroma range Ri is considered for a given HEVC Coding Block (CB) by:

F = 1+
χ

p

max(RC b, RC r)
, with Ri =max(CBi)−min(CBi).

Furthermore, F undergoes a normalization in the encoder software1 that would
be corrupted if the white regions were included in the computation. Thus, low

1Software and Documentation: https://hevc.hhi.fraunhofer.de
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Figure 4.4 Function χi j‖BD=8bit from Equation 4.2. This function acts as a cutoff discarding
low variance regions and provides a small tolerance region around the minimum.

variance blocks are excluded with a threshold based on β by computing a weighted
average instead

F̄ =

∑

k wk · Fk
∑

k wk
+ ε, with wk =

¨

0, if σY ≤ β · 2BD

1, otherwise.

Herein, ε is a small constant to avoid zero division for all-white coding blocks.
Finally, the normalization Fn and the QP adjustment ∆QP is derived as

Fn =
γF + F̄
γF̄ + F

, with γ= 2
∆QPmax

6 and ∆QP = round[6 log2(Fn)],

where ∆QPmax is the largest allowed QP adjustment.

4.3 Evaluation
The evaluation uses the dataset COMP-0, which was introduced in Section 3.5.1.

1. For a quantitative evaluation, the COMP-0 dataset is used, which comprises
four Hematoxylin and Eosin (HE) WSIs and eight immunohistochemical
WSIs stained with Hematoxylin and Diaminobencidine (DAB).

On this dataset, the achieved Peak-to-Peak Signal to Noise Ratios (PSNR)
are evaluated in the RGB space of the different algorithms at different bi-
trates. A better compression implies a high PSNR at a lower bitrate. This
rate vs. PSNR is computed at varying QP ∈ {23, 26,29, 32,35} for HEVC and
SHVC, quality levels 30-90 for JPEG, and Qstep ∈ {2, 2.7,3,4, 5,7, 9} · 0.01
for J2k. For a comparison with alternative HEVC-based encoding, a HEVC
Simulcast (HEVC-SimC) format is defined that compresses each layer indi-
vidually in HEVC-intra mode. HEVC-SimC and SHVC are both evaluated
with 1:4 and 1:2 downsampling between layers.

2. For a qualitative evaluation, the four images (two HE and two DAB), shown
in Figure 4.2, were extracted from the COMP-0 dataset and compressed with
different algorithms (SHVC, HEVC and JPEG) and different quality settings
(five per algorithm), such that the resulting PSNRs between algorithms are
comparable.
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Here, N = 13 people (3 pathologists, 5 researchers in digital histology, 2
compression researchers and 3 students) were asked to identify the com-
pressed image in a forced choice experiment, the parameter thresholds for
the just-noticeable distortion (JND). The JND is defined as the setting at
which 75% of the raters correctly recognize the compressed image [78].
The forced choice experiment implies that the participant has to decide
which one out of two presented images is the compressed image. Hence,
a 50% recognition would indicate a random guess and correspond to per-
fectly imperceptible distortions. The 75% threshold is the recommended tol-
erance for this experiment [78]. As compression levels, HEVC and SHVC
use the QP ∈ {23,26, 29,32, 35} and JPEG was run with quality level Q l ∈
{85,70, 50,30, 10}. Note that in all cases, a higher compression level cor-
responds to stronger distortions and that this setup, comprising three algo-
rithms with four images and five settings each, already forces 60 choices from
each participant.

4.4 Results
Figure 4.5 shows two representative cases of Rate Distortion Curves (RDC) for

the qualitative evaluation of IHC- and HE-stained WSI compression. We observe
that the HEVC-based algorithms outperform the established JPEG compression.
However, HEVC-SimC requires extra bits to store the increased layer count when
comparing the 1:2 downsampling to the 1:4 downsampling curves. SHVC shows
only slight differences in the RDCs, but overall, has superior performance for most
images in the dataset across both settings. As average rate saving for the com-
plete set of WSIs, 54% (SHVC compared to JPEG) and 12% (SHVC compared to
JPEG2000), were measured.
In Figure 4.6, the results of the subjective experiment are shown in terms of rater

performance and decision times of the participants. For HEVC and JPEG, the low-
est compression level (=highest quality parameter) is already the limit. HEVC just
barely touches the 75% threshold, while JPEG is not reliably recognized by the
participants. At compression level two and higher, the median curves are consis-
tently above the threshold for both algorithms. The proposed SHVC with adaptive
quantization tolerates compression level two as well, but is very close to the limit.
Particularly, it appears that HEVC artifacts can be spotted even at higher quali-
ties, as nearly all participants were able to spot the distortions very reliably above
level two. Interestingly, JPEG had outliers, indicated by the blue background of
the curve in the min/max plot, where some participants did not spot errors at level
three (JPEG quality 50%), which can be expected to suffer from severe compres-
sion artifacts.

4.5 Discussion
Our assessment of different WSIs in HE and IHC stain leads to the conclusion that

rate savings strongly vary depending on the utilized stain and magnification, as
well as the type of tissue. The inferior performance of JPEG compression is caused
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Figure 4.6 Subjective JND experiment. Left: participant performance versus compression
level showing the median performances as dashed lines and indicating the performance
range as transparent areas, right: decision times.

by the fixed block size of 8×8, which constitutes a severe limitation to the savings
that can be achieved through the entropy coding. Surprisingly, the JPEG artifacts
were generally perceived at a much lower quality (=stronger compression) com-
pared to HEVC and SHVC. It can be suspected that those algorithms result in more
easily visible blurs in low contrast regions if larger blocks are used. Enforcing
a smaller block size to reduce blurring is possible, but requires additional invest-
ments in terms of rate. From this experiment, the following settings as JND thresh-
olds for the compression were identified: QP < 23 (HEVC), QP = 26 (SHVC), and
Q l = 85% (JPEG). These JND thresholds are highlighted in Figure 4.5. Observing
the decision times in Figure 4.6 (right), the raters need much more time to spot
the distortions compared to the more obvious cases at higher levels. This might
be an indication that the settings at compression level two are acceptable for JPEG
and HEVC in practice, as well.
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We present a SHVC-based format for the compression of histopathological WSIs
that achieves excellent compression rates, which saves 54% compared to JPEG and
12% compared to JPEG2000, on average. The proposed method utilizes the spatial
scalability inherent to WSIs, features a novel adaptive quantization dedicated to
histological WSIs, and provides an efficient random access to image regions. In
terms of the PSNR metric, SHVC-based encoding has proven to be very efficient
for this application, but we also found indications that HEVC-based encodings may
introduce blurring artifacts, which are easier to spot for a human observer than the
typical JPEG blocking and ringing artifacts. However, the adaptive quantization is
an efficient way to counteract this problem. As a final remark, it is to note that
our study with 13 participants and four test images has to be taken as preliminary
estimate.
Future work may research the currently most recent standard Versatile Video Cod-

ing [16] as a potential improvement. Furthermore, the application could be ex-
tended to other histological data sources, such as multiplexed/multispectral im-
ages, or fluorescence data. As most of the rate savings in this work originate in
the utilization of scale via inter-layer prediction, the correlations between densely
samples spectral spaces could allow to incorporate the video-coding features of
SHVC/VVC by interpreting the different spectral channels as video frames.
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5
Foreground Extraction from Structural

Information
5.1 Background and State-of-the-Art
Whole-slide images contain a full scan of the slide more often than a selection of

the actual tissue area. The immense size of these images suggests a preprocessing
to detect the foreground regions before the actual analysis. Herein, it is assumed
that despite the capabilities of neural networks or even simpler machine learning
approaches that could well identify the background themselves, the preprocess-
ing is computationally more efficient and can be done on a low resolution. This
assumption is quite realistic, as we will see, since typically 60− 70% of the slide
does not contain any relevant information. Instead of a high-resolution analysis
with a classifier, the method attempts to safely exclude as much non-tissue area as
possible in a low-resolution preprocessing.
Extracting the image foreground is effectively a segmentation task with binary

classes. The goal is to convert the image space NxMx3 into either a binary mask
NxMx1, representing fore- and background, or to compute a polygon denoting the
contour(s) of the foreground area.
Previous work proposes several general purpose segmentation strategies. Otsu’s

thresholding method [62, 141] is one of the most popular segmentation ap-
proaches. It assumes a bimodal intensity distribution and computes the optimal
threshold for the separation of the modes. While foreground segmentation already
forms a more complex task, which violates the bimodal assumption due to the
mixture of dark artifacts and brightfield microscopic background, Otsu’s method
serves as a simple baseline. GrabCut [150] and its backbone algorithm GraphCut
(GC) [14] are among the more modern segmentation algorithms, while Watershed
(WS) [62, 185] is commonly applied in cell-segmentation with a reputation of over-
segmenting objects. GC has the advantage of incorporating a-priori information on
the color or grayscale distribution that belong to fore- and background regions. For
both algorithms computationally efficient implementations are available that can
potentially provide very acurate segmentation boundaries.
Level-sets [27, 30, 125] formulate the segmentation as an optimization of an

energy function that potentially regards intensities, enclosed area and contour
properties. However, their solution is usually more time consuming to compute.
In this work, the morphological geodesic active contours were used as Level-
set implementation [125]. A more advanced method are Markov-Random-Fields
(MRF) [196]. Belonging to the class of model-based approaches, they are trainable
segmentation and classification hybrids that implicitly model a-priori knowledge.
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However, MRFs require an iterative training and inference that makes them time
consuming and thus unsuited for a preprocessing task.
In this chapter, a computationally efficient preprocessing pipeline utilizing basic

filter functions is introduced. This results in a faster and more reliable foreground
selection that is tolerant to image artifacts, such as scanned edges of the glass
slide, dust particles or writing on the periphery of the WSI. As baseline references
for evaluation Otsu, WS, GC, and LevelSets are used. In a later work, the algorithm
has been compared to a network based foreground detection [7], which contributes
to the discussion. The method and large parts of the evaluation have previously
been published in [19].

5.2 Method
Visually, the colors and textures are good criteria to distinguish between fore- and

background. As both stains are in the brightfield microscopic domain, it can very
safely be inferred that high intensities, up to a certain noise surrounding, form the
background. The darker and more structured a region is, the more likely it belongs
to the image foreground. However, the brightness of a region can be misleading
in several cases of IHC stains, where tissue reacted only faintly to the stain.
Texture or structure, as we refer to it in this context, is not mathematically de-

fined and thus, texture is usually described by property measures. In this work,
structuredness is measured in term of a density of edges in the image, which can
be computed via the Laplacian operator followed by a strong Gaussian blur. Al-
though other, more precise edge detectors could be used, but considering that the
actual edges or their exact positions are not the target of this method, the Laplace
operator is a very efficient trade-off for this task. Furthermore, the isotropic char-
acteristic performs the edge detection in a single convolutional pass, as compared
to e.g. the Sobel operator.
The consecutive steps of the algorithm are a concatenation of basic methods, such

as filtering, thresholding, erosion, and dilation.

Foreground Extraction from Structure Information
For a given H&E or IHC stained image at 1.25×magnification, the fore- and back-

ground are segmented with the pipeline proposed in Figure 5.1.
As backbone of the algorithm, an edge density estimate is utilized. First, the im-

age is filtered with the Laplace operator and then the absolute value of the result
is strongly blurred to spread or smear the edge information. The ratio behind this
approach is that tissue has plenty of high-frequent texture information in larger
compartments, whereas background artifacts, even if they appear as noise, do not
form compartments. Thus, applying the Gaussian after the Laplace operator, em-
phasizes foreground regions.
Next, candidate regions are identified by thresholding, median filtering and mor-

phological operators to obtain an initial foreground mask. A safe background seed
is computed using an inverse thresholding operation to identify very bright pix-
els. From this seed, a flood-filling in the initial mask determines a background
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Figure 5.1 Flowchart of the proposed feature extraction including visualization of inter-
mediate steps.

region that can safely be excluded. This step also has the consequence that the
final segments do not contain any holes.

In this cleaned-up mask the sizes di of all potential foreground objects are com-
puted with a distance transform. The selection of the final foreground objects is
now based on a simple heuristic: It is assumed that the foreground candidate ob-
ject with the largest size dmax = maxi(di) defines the size of all objects of interest
on the slide. If multiple objects are present, only objects that are at least di ≥ dmax

large are kept. However, sometimes ruptures may happen inside the tissue as a
result of the mechanical processing or the personnel places residual tissue on the
same slide. To cover these cases, the tissue is also preseved as foreground if it is
relatively close to a large, accepted tissue segment. More precisely, the smaller
object j is kept if the Euclidean distance between the centers of it and the larger
object i satisfies the condition ‖ si − s j ‖2< 1.5di, wherein s represents the seed, or

39



5.3. Evaluation

object center coordinate.
In practice, the algorithm starts with the largest segment and iterates downwards,

using a copy of the mask to keep track of the visited segments. The used seeds si

and region sizes di are stored in a list for bookkeeping. If a segment is too small,
the seed is compared against the list using the Euclidean distance and kept only if
the above criterion is met.

5.3 Evaluation
The test dataset, IFD-1, comprises 43 whole-slide images stained in either H&E or

IHC and scanned with an Aperio AT2 Whole-Slide Scanner. The digitized format
contains different resolutions up to a downsampling factor of 16 corresponding
to a 1.25× magnification. For the task of foreground selection this resolution is
considered sufficient, since no tissue details are necessary for the recognition. Each
WSI has a corresponding expert segmentation as a ground truth for the foreground.
For evaluation, the performance of the algorithm is assessed in terms of the

Jaccard-Index [81], i.e. intersection-over-union-ratio r = F∩G
F∪G , with the final seg-

mentation F and the according ground truth mask G. This ratio equals 1 if the
segments overlap perfectly and 0 if the segments are non-overlapping.
The proposed method is compared to other established segmentation strategies

applying the settings descibed below. All methods operate on grayscale converted
images to preserve some independence of the stain. The given intensity intervals
and other settings were determined empirically.
Otsu Thresholding is computed directly on the grayscale images, with a single
threshold. Given that the histological stain absorbs light in brightfield microscopy,
intensities below the threshold are considered foreground.
Watershed Segmentation operates on a grayscale image, which is processed with
a wide Median Blur. Only the intensity interval 40 < I < 200 is processed by Wa-
tershed, while the higher and lower intensities I outside the interval are masked
into the background. Watershed segments subregions based on local minima in
the potential foreground, which can then be merged, based on their average inten-
sities to form a consistent fore- and background selection.
GrabCut Segmentation uses the intensity references: 1. I > 245 and I < 35 for
definite background, 2. I > 200 and I < 45 for probable background, and 3. the
interval 45 < I < 200 for foreground. Note that the shifted lower boundary com-
pared to Watershed reflects the probabilistic nature of GrabCut.
Level-set Segmentation deploys a grayscale converted image at a pyramid down-
scaling with a factor of six. This is a compromise to compensate for the extensive
computation times. An initial boundary was set at a margin of ten pixels to the im-
age boundaries and then shrunk as an active contour, which is solved via a level-set
approach.

5.4 Results
Figure 5.2a shows the results of the Jaccard-Indices. Furthermore, the computing

times of all algorithms are recorded, as there are significant differences to the ap-
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proaches, as shown in Figure 5.2b. As sometimes the type of error matters, whether
a true foreground pixel has been falsely labeled background or vice versa, the
Receiver-Operator-Characteristic (ROC) is computed, which plots the true-positive
rate (sensitivity or recall) versus the false-positive rate (fallout), see Figure 5.2c. In
this work, the sensitivity needs to be high in order to capture all foreground regions
for the subsequent analysis. However, accepting a very high fallout rate diminishes
the advantages of the computational speedup this foreground segmentation aims
to provide.

Otsu Watershed GrabCut LevelSet FESI
Algorithm

0.2

0.4

0.6

0.8

1.0

Io
U

a) Jaccard-Index

Otsu Watershed GrabCut LevelSet FESI
Algorithm

0

10

20

30

40

Ti
m

e 
(s

)

b) Computation Time

0.0 0.1 0.2 0.3 0.4 0.5 0.6
False Positive Rate (Fallout)

0.75

0.80

0.85

0.90

0.95

1.00

Tr
ue

 P
os

iti
ve

 R
at

e 
(S

en
si

tiv
ity

)

c) Receiver-Operator-Characteristic per Sample

Algorithm
Otsu
Watershed
GrabCut
LevelSet
FESI

Figure 5.2 Comparison of results for the different algorithms.

Characteristics of the different algorithms are shown in Figure 5.3. Otsu-threshold
segmentation and GrabCut share the characteristic to operate pixelwise and with-
out an additional postprocessing, there are no spatial relationships considered.
While the Otsu method considers a single threshold, GrabCut offers various pixel
clusters that can be sorted into foreground, background, or the two intermediate
classes probable foreground and probable background. This flexibility leads to a
slightly better performance averaging to 85.8% (±9.0%) in the Jaccard-Index of
GrabCut versus 80.1% (±9.8%) for the Otsu segmentation. In the ROC plot, we
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observe that Otsu does not provide a good sensitivity compared to the other algo-
rithms, while GrabCut outranks most competitors. Both algorithms show fallout
rates averaging around approximately 2%. However, the computational time of
the GrabCut algorithm averages to 21.1s per image, which makes it the slowest of
the algorithms apart from Level-sets, while Otsu is the fastest algorithm with an
average of 0.12s per image.
Level-sets yield very inconsistent performance in almost all metrics. They achieve

the lowest average Jaccard-Index 78.8% with extremely high standard-deviation of
21.8% and the processing time of 9.4s on average is still high despite the reduction
of resolution with an additional downsampling of factor six. Level-set segmenta-
tion suffers from severe fallout, as the ROC reveals. In the segmentation examples,
the Level-set method reveals this as large foreground segments that bleed-out to-
wards artifacts at the image borders.
Watershed obtains an average performance of 82.3% (±8.9%). Both types of er-

rors, false positives and negatives, are present to a measurable degree. In terms of
computational speed, Watershed is comparably fast with an average of 0.73s per
image. The examples in Figure 5.3 show that inner tissue structures are sometimes
missing in the foreground.
FESI manages to segment a high ratio of images with almost no visual difference in

the segmentation, obtaining a Jaccard-Index of 95% (±3.3%) on average. Further-
more, the algorithm has the lowest fallout rate of all algorithms: 0.6% on average.
The processing time was measured at an average of 0.65s per image.

5.5 Discussion
Otsu thresholding was performed as a baseline experiment due to the popularity

of the method. However, the assumption that a single threshold can sufficiently
remove the background already seems naïve, in practice. Herein, the low sensitiv-
ity of the algorithm is the most severe challenge, as it is hard to develop strategies
to re-include missing tissue sections after removal. Other algorithms allow for a
better initial segmentation that can more easily be refined in subsequent steps.
While the GrabCut algorithm does not suffer from false negatives as much, it in-

cludes more false positives that add to the amount of data that will be processed
only to be later on classified as irrelevant. Although this might not lead to mistakes
in the analysis, the influence on the computational time and the relatively high pro-
cessing time of GrabCut itself constitute limitations for its application. Note that
the performance of GrabCut could potentially be increased, if appropriate color ref-
erences for all relevant stains and their variations along with an RGB input image
were deployed. However, this would probably increase the computing time.
Level-sets perform worst in terms of segmentation quality and computational over-

head. Even after tailoring the parameterization to the task, the contours of the
Level-set tend to get stuck at artifacts to the borders. The problem is to find a good
initialization that circumvents these artifacts. However, this initialization itself
would probably be a good approach for foreground segmentation. Thus, Level-
sets actually cause the same problem they are supposed to solve in this task.
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As initially assumed, Watershed does not perform well on the foreground extrac-
tion task. Although from the reputation of WS an over-segmentation was expected,
the mistakes are actually not exclusively false positives, but many false negative
regions, as well. The algorithm correctly identified regions with a strong contrast
to the background, but lacks particularly faintly stained stroma regions at the bor-
der of the PDX tumor model. Machine learning algorithms for the analysis of tissue
can easily learn to identify the background class themselves. As initially motivated,
the preprocessing is mostly relevant for computational speed. Consequently, false
positives can be accepted to some degree, since the subsequent processing will
handle this class correctly. False negatives, on the other hand, remove relevant
information from the processing and hereby introduce errors to the analysis in the
very early stages.
FESI outperforms the other algorithms in both, computational speed and segmen-

tation performance. If mistakes are present, a tendency towards false positive er-
rors was observed. Thus, FESI provides excellent initial conditions for subsequent
processing steps of PDX models in the H&E or IHC stain.
In 2017, FESI was compared to more modern methods based on deep machine-

learning [7]. More specifically, the proposed algorithm was compared against a
fully convolutional network [7] and a U-net [148] architecture. It was shown that
the learning based methods easily outperform FESI, particularly in cases of faint
stains and structures with a strong background resemblance. While we generally
agree that this result can be expected, the cases presented in [7] are somewhat
misleading, as these examples violate explicit assumptions of the algorithm. Thus,
some misunderstandings are addressed here:

• FESI is explicitly designed to segment all inner tissue and non-tissue struc-
tures as foreground. Hence, large blood-vessels that other algorithms might
classify as background will remain foreground with FESI. This is actually a
desired feature, as this avoids false foreground exclusions.

• Missing segments on very faint tissue may occur, because the presence of
structure is the basis of this algorithm. As our dataset is taken from a single
institution, there was no opportunity to research the influence of various
staining protocols on FESI. However, the threshold to determine the initial
mask ϑ = mean(S) can be replaced by ϑ = λ ·mean(S) with λ ∈ [0, 1] as
sensitivity parameter, where S is the edge density image. Furthermore, it can
be assumed that this is a protocol specific parameter, as the staining protocol
determines the contrast in the foreground regions. Consequentially, there is
no need to adapt this parameter for each individual slide, as assumed in [7].

• Our evaluated PDX tissue samples have the property of a relatively compact
shape, but for general tasks this might not be the case, e.g. colon tissue or
long-stretched needle biopsies. Thus, the tolerances for the iteratively se-
lected smaller regions might need to be adapted to the tissue type, which is
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possible without much complication and again likely not slide specific, but
task specific.

In terms of runtime, the FESI algorithm is reported with 5s versus 2min to 4min
for the deep learning networks [7]. Whether this is acceptable certainly depends
on the use-case, but considering the motivation of FESI – to exclude background
regions to prune unnecessary subsequent processing – the deep learning based
computation times can be a severe limitation.
Retrospectively, this algorithm has proven its worth in the course of the project.

The foreground selection from structure information in its default implementation,
including its setting, is part of nearly every workflow in this work that processes
whole-slide images.
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Figure 5.3 Showcases of examples that were relatively easy segmented across algorithms
(left), that achieved medium results (middle), and that showed poor performance in sev-
eral cases (right).
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6
Stain Normalization using Deep Feature

Aware Normalization
Human observers easily cope with variations in the appearance and the color in

histological stains. Digital pathology algorithms, in contrast, commonly require
a well-normalized setting to achieve state-of-the-art results. Furthermore, the
amount of available training data influences how well the real-world variance in
the data is covered and represented during learning.
This chapter covers the contents of the publication [24], where Feature-Aware

Normalization (FAN) is introduced as an end-to-end trainable, fully automated,
learning-based setup for the normalization of histological stains. The framework
extends the concept of Batch Normalization and combines it with elements from
Long Short-Term Memory units for a context sensitive normalization of tissue. A
pretrained deep neural network acts as a feature generator for this context infor-
mation and steers the processing of pixel-wise operation. Providing a method that
is designed to ensure a consistent representation of colors and textures, excellent
results are achieved in terms of color distribution, structural similarity index and
color volume.

6.1 Background and State-of-the-Art
Histological tissue samples undergo fixation and embedding, sectioning and stain-

ing and are digitized via whole-slide scanning systems. Each of these individual
steps has the potential to introduce a new source of variance, resulting in a differ-
ent color encoding of the histological textures. In addition to these inherent and
probably unintended sources of variation, the staining protocols differ between
institutions. Medical experts, or even untrained human observers, are able to han-
dle most of the resulting variability, while computer algorithms will typically suffer
performance repercussions, particularly if the variability at test-time (application)
exceeds the variability seen during training.
The core challenge of any normalization task is to derive a transformation that

maps the distribution of color values in an input image with an unknown (or arbi-
trary) staining protocol to a known reference distribution.

Reinhard et al. (REI) One of the first approaches for color normalization in im-
ages that has been transferred to the histological domain [145] realizes a rough
normalization by matching first and second oder statistics in the LAB color space.
For a successful normalization the tissue compositions of the source image and the
target reference image must at least be similar, as the method does not regard any
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6.1. Background and State-of-the-Art

texture information to compute the normalization. The advantage of this method is
in its predictable behavior and comprehensibility, as well as the low computational
complexity.

1. Convert an image or image patch to LAB color space.

2. Match the statistics of source and reference image:

msrc =mean(Isrc), σsrc = std(Isrc)
mref =mean(Iref), σref = std(Iref)

P̄norm = mref +
σref

σsrc
(Psrc −msrc) .

Herein, Isrc and Iref are (downsampled) representative views of source and
reference whole-slide images, e.g. the WSI foreground, and Psrc and Pref the
patches that are normalized for processing.

3. Convert the image or patch back to RGB space.

Note that non-local statistics have to be used in order to achieve a good normal-
ization quality. This is the case for many algorithms that work without context
information.
Macenko et al. (MAC) An advancement is the introduction of a stain model [121].

This method decomposes the stain, following [152], using the Beer-Lambert model
of light attenuation in traversed materials to convert the colors into an optical
density (OD) space. Hence, this allows to link the observed amount of light in
the brightfield microscope to the chemical concentrations of the contributing stain
components. With the decomposition matrix obtained from [152], the normaliza-
tion is performed in the optical density space by projecting OD color components
onto the eigenvectors of the reference target.
Vahadane et al. (VAH) Another form of decomposition is learned in [181], where

dictionary learning [109, 124], which in essence is a sparse coding algorithm sim-
ilar to the Lasso approach [172, 173], is used to solve the following problem:

α∗, D∗ = arg min
α,D

1
2
|Y −αD|22 +λ |α|1 ,

where |Dk|2 = 1,

k ∈ [0, 1, . . . , N − 1] .

Here, Y is the vectorized image, D is called the dictionary, which encodes N com-
ponents, and α is the code. λ is a weighting factor. The important effect of the
L1-regularization on the code effectively assigns pixels to a single stain component.
Mixed assignments are relatively expensive in this cost function and will therefore
be avoided by the optimizer.
Bejnordi et al. (BEJ) So far, all methods have operated on pixels and the distri-

bution of colors, thereby disregarding the spatial context of the pixels. WSICS [9]
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6. Feature-Aware Normalization

introduces heuristics based on the Restricted Randomized Hough Transform [34]
to distinguish between cell-nuclei candidates and cytoplasm and brightfield back-
ground. The algorithm is HE oriented and therefore utilizes this distinction to
normalize the color distributions of cell-nuclei (H component) and cytoplasm (E
component) separately, ignoring the background of the image.
Janowczyk et al. Additionally, the autoencoder framework StaNoSa [84] earns

mentioning, which was developed to incorporate pixel context for the normaliza-
tion procedure. Autoencoding has the advantage of training unsupervised and
hence, a large database without manual annotation effort can be included to train
context features. In this particular case, a sparse autoencoder [10, 186] is de-
ployed, which also incorporates elements from the denoising autoencoder [187]
during training. The generated context features are used to cluster the image pix-
els and the normalization is performed by shifting the clusters to the cluster centers
of a reference space. This work is not included into the evaluation due to a lack of
reference code to implement and train the neural network and parameterize the
clustering accordingly.
The papers [9, 170, 181] all give a good overview of the available stain normaliza-

tion methods and compare their approaches with several of the referenced meth-
ods.

6.2 Method
Stain normalization has the declared goal of adapting the image color distribution

based on the context information according to visually relevant features in the
image. This is similar to the requirements found in Artistic Style Transfer [51, 60],
in which a particular artist style, e.g. Monet, van Gogh, or Picasso, are transferred
to an arbitrary image. A change in style usually effects the spatial relations between
pixels, i.e. edges and corners, which is not desirable for image normalization in
digital pathology. Instead, the goal is to limit the changes to the image colors and
preserve the structures of the histological texture.
Another general category this undertaking fits in, is domain adaptation, wherein

image data from an arbitrary source domain is transferred to a defined target do-
main. The setting is used when algorithms in the target domain exist and should
be made available for similar data, but from a different domain.
In the stain-normalization this problem can be formulated in the following way:

• Images from different staining protocols form a manifold ξi.

• As all images show histological data, an underlying latent representation Ω
is assumed.

• The process of image staining and acquisition is an unknown function gi :
Ω→ ξi, which represents the mapping from the latent space to the stained
color image.

• A single staining protocol k is defined as reference ξref := ξk and all other
protocols are treated as elements of a noise dataset ξ̃ :=

⋃

i 6=k ξi.
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Figure 6.1 Center: Flow-chart of the feature-aware normalization module. The image
path y to ŷ is attenuated a factor based on the feature path and a sigmoid non-linearity
and a corrective term is added derived from the feature path with a rectified linear unit.
Left: input samples y from the redundant color feature space (after the transform with T ).
Right: corresponding output feature maps ŷ.

• Color normalization is the algorithmic function fθ : ξ̃ → ξref that maps the
noisy color distributions into the reference space.

In the following, a novel unsupervised learning method is proposed that is capable
of computing fθ using only samples from the fixed reference protocol k, such that
any latent feature representation z ∈ Ω, given that xi = gi(z) and xk = gk(z), can
be transformed to the reference protocol via xk = fθ (xi).
Herein, the function fθ is realized via a deep artificial neural network, wherein
θ summarizes all network parameters. From style transfer networks, the idea of
two parallel network paths – one for feature generation, and one for (pixel-wise)
operations is adapted. As the methods aims to restrict the normalization to effect
only pixel colors, but not structures, the processing path of the network consists of
a transformer network T and its inverse T −1, which utilizes 1×1 convolutions to
augment the color space into a latent representation (note that this is not the latent
z ∈ Ω, but an additional auxiliary latent space). On the parallel path, a feature
extractorF generates the context information for the normalization, i.e. the latent
representation z.
Feature-Aware Normalization (FAN) units are introduced as a novel mechanism to

couple the processing and feature-generating paths together in the normalization
framework, see Figure 6.1 for a flow-chart of the module. Essentially, this com-
bines the ideas from Batch Normalization (BN, [75]) and Long Short-Term Mem-
ory (LSTM, [71]). In particular, as a transfer to multiple styles can be realized in a
single network [51] by adapting the BN parameters β , the output mean, and γ, the
output deviation, stain protocols are treated as a specific form of style. However,
instead of using fixed parameter sets of β and γ, the adaptation is computed dy-
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6. Feature-Aware Normalization

namically based on the latent feature representation z. This dynamic computation
resembles the gating units of LSTM networks and assumes that β and γ can be
determined with relatively simple operations from z. For the output mean β , we
compute the ReLU a matrix transformation of z:

β =max

�

∑

j

W ( j)
A · z

( j) , 0

�

,

where j iterates the feature channels of the latent representation z and WA defines
parameters of an addition gate.
For the output deviation γ, the sigmoid function is used as a non-linearity:

γ= sigm

�

∑

j

W ( j)
M · z

( j)

�

,

where j again iterates the channels of z and WM defines parameters of a multipli-
cation gate.
After transforming an input image x̃ into the feature spaces y = T (x̃) and z =
F (x̃), the normalization algorithm for any feature map k is specified as

y(k) =
y(k) −µ(k)(y)
Æ

σ2
k(y) + ε

· γ(k)(z) + β (k)(z),

wherein µ(k)(y) and σ2
k(y) are the mean and variance of the feature map k, which

are computed across the spatial dimensions and the batch dimension. The small
value ε prevents zero division and has no other function than numerical stability.
FAN units operate like an error correction: the sigm(x) ∈ (0,1) output of the

multiplication gate attenuates errors and removes them from the signal, while the
additive ReLU output max(x , 0) ∈ [0,∞) provides a corrective term. The param-
eter matrices WA and WM have the function of mapping the number of features in
z = F (x̃) to the number of channels in y = T (x̃). In order to match the spatial
dimensions of the channels, the normalization parameters β and γ have to be in-
terpolated to the input size. Furthermore, multiple FAN units are meant to be used
in sequence to incorporate features from various levels of resolution, as shown in
Figure 6.2.
Theoretically, there is no restriction on the choice of the feature generator F . In

this chapter, a VGG-19 network is deployed using pretrained parameters from the
ILSVRC Challenge [153]. This configuration is commonly used in a number of clas-
sification tasks and is a popular choice for style transfer tasks. As such, the learned
features from the ILSVRC Challenge can be considered a good generic representa-
tion, which were learned on a dataset with a very large color variation in natural
images of objects. An implicit assumption when using a preexisting model is that a
transformation z′ =W ·z can be found, such that the latent representation is inde-
pendent of the staining protocol. Although the parameters were not optimized in
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Figure 6.2 Feature normalization workflow utilizing multiple FAN units to incorporate
multi-resolution feature context into the normalization. T is a learned mapping to a latent
redundant color representation and T −1 its corresponding inverse mapping to RGB values.

this work, we stress the fact that this is an option to further finetune the model to
the domain of histological stains. Instead, throughout this work, the parameters of
F were kept constant and only the matrices WA,i and WM ,i were trained by gradient
descent along with the parameters of T .

PCA-based Stain Augmentation
The challenge of training the network fθ : ξ̃→ ξref is that no corresponding pairs

of samples (x̃,x)with matching latent representation z are present. Inspired by de-
noising autoencoder (DAE) training [187], a noise model p(x̃|x) is assumed that,
during training, disturbs an image x from the reference distribution to model a
different (noise) distribution x̃. As in the DAE, the training of fθ minimizes the
mean-squared error between the reconstructed sample fθ (x̃) and the input sam-
ple x:

θ ∗ = arg min
θ

N
∑

i=0

|| fθ (x̃i)− xi||2, x̃i ∼ p(x̃i|xi).

If the probability distribution p(x̃|x) is centered around x, the optimized parameter
set θ maps all disturbances back to the reference space. We use a normal distribu-
tion for the noise generation, which leaves the question of how the variances are
modeled. As this approach aims at representing the distribution of stains in our
dataset as closely as possible, the variances are augmented according to the axes
of variance in our data. These axes are computed using the principal component
analysis of the pixel colors in ξ̃. The complete noise model is then given as:

x̃∼N
�

x, WΣW Tε
�

,

where W and Σ, with W,Σ ∈ R3, describe the transformation from RGB colors to
the principal components (W ), the transformation back to RGB values (W T ), as
well as the explained variance of the individual components (Σ). A noise magni-
tude ε ∈ (0,1) is used to control the severity of the disturbance. This parameter
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Input

RGB Augmentation - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -

HSV Augmentation - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -

PCA Augmentation - - - - - - - - - - - - - - - - - - - - - - - - - - - - - -{
Figure 6.3 Examples for different augmentation approaches. Adding random color shifts
in RGB or HSV space leads to unrealistic color artifacts, while the PCA based augmentation
provides more realistic pseudo stains.

can be determined empirically by inspecting samples x̃ from the distribution of dis-
turbed images. In Figure 6.3, examples for different augmentations are provided.
RGB and HSV based augmentations add a random color-shift to the input image,
which may lead to unrealistic stain artifacts, while the PCA based augmentation
maintains realistic appearances of the samples (herein ε = 0.33).

6.3 Evaluation
The performance of our stain-normalization is evaluated on the dedicated SND-0

dataset (Section 3.5.3), comprising five blocks of tissue from which nine slices of
tissue were prepared in different stain protocols. These protocols vary the con-
centrations of Hematoxylin (H), Eosin (E) and the thickness (T) of the slide by
doubling and halving the standard values of these protocol parameters. For each
block, the parameters were iterated, yielding the following staining protocols: 1.
HET↑, 2. HET↓, 3. standard HET protocol, 4. HE↑T, 5. HE↓T, 6. H↑ET, 7. H↓ET,
8. H↑E↑T, 9. H↓E↓T, where ’↑’ denotes a doubled and ’↓’ a halved concentra-
tion or thickness, with the standard values being H @1:10 (liquid component),
E @0.6g/200ml (powder) and T @3µm. From the digitized WSIs, five regions
with 1, 000 × 1, 000 pixels were extracted and manually registered, resulting in
225 images, that largely share the distribution of tissues across the nine different
protocols.
The normalization algorithm was trained multiple times with each protocol as the

normalization reference (target) protocol ξref. For the training, a separate set of
approximately 15,000 patches of the size 192×192 was extracted from the slides
of the respective target protocol. The testing then uses the extracted 1,000×1, 000
patches from the remaining protocols to evaluate the normalization output.
We define three quality measures to assess the normalization performance and
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compare our proposed algorithm to previously presented normalizations for histo-
logical tissue: Reinhard et al. (REI, [145]), Macenko et al. (MAC, [121]), Vahadane
et al. (VAH, [181]) and Bejnordi et al. (BEJ, [9]). For each of these methods,
the entire evaluation process of normalizing to each staining protocol as reference
protocol is iterated. The only exception here is BEJ, where instead the defined
reference provided with the method [9] is used. Wherever applicable, the quality
metric for the unnormalized images are provided as baseline case, denoted as BAS.

1. Matching Color Distributions
As the main goal of color or stain-normalization is to obtain virtually identical color

distributions for identical tissue structures, our first quality assessment measures
the distances between the distributions of the registered patches in consecutive
slices of tissue. As an estimator for the true color distribution, a kernel-density es-
timate on a histogram with 256 bins is computed on each color channel in RGB. As
a kernel, a binomial filter of length seven is deployed to smoothen the histograms.
Let, in the following, xi be a patch from protocol i and f j the normalizing function
(a network or any of the competing methods) to the reference protocol j. Using
H (k)(•) to denote the histogram bin k, the metric is computed as

li, j =
∑

k



H (k)
�

f j(xi)
�

−H (k)(x j)




2
,

which is the sum of squared differences over the histograms of f j(xi) and x j, re-
ferred to as SSDH in the following. Furthermore, the SSDH metric is accumulated
across the dimension of input protocols i and represent each normalizer f j by the
mean and standard-deviation of the distribution mismatches li, j. Note that for this
computation to be meaningful, a very similar distribution of tissue material in the
patches xi is required. Thus, the registration of patches and a high quality of the
selected regions with nearly equal tissue distribution across nine consecutive slices
is obligatory.

2. Preserving Structural Similarity
A secondary goal of the normalization is to effect only pixel colors, but not the

histological texture. Any introduction of context to the normalization has the risk
of introducing texture artifacts. Although our method is designed to minimize
this risk, a feature path via F along with the interpolation in the FAN units may
potentially change groups of pixels. Thus, the structural index (SSIM, [190]) is
used to quantify the perceptual deviation of the texture. Based on three measures
to compare luminance, contrast and structure of an image, the SSIM is defined as

SSIM(u,v) =
(2µuµv + c1)(2σuv + c2)

(µ2
u +µ2

v + c1)(σ2
u +σ2

v + c2)
,

wherein µu,µv are the average values of the compared regions u and v, while
σ2

u,σ2
v , and σuv denote their respective variances and their covariance. The ad-

ditive components c1 and c2 have a stabilizing effect on the division. Note that
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this equation is typically applied using a sliding window approach with block sizes
between 8× 8 and 11× 11. An image is then characterized by the average of the
block-wise results. We obtain the metric

li, j = SSIM
�

f j(xi), x j

�

, li, j ∈ [0,1),

which yields values in the range of [−1,1], where 1 indicates identical intensities
and 0 indicates no similarity. The range from 0 to −1 indicates negatively corre-
lated intensities with the special case of inverted intensities at −1 itself.

3. Color Richness
Finally, a metric to measure the amount of colors that is present in the images after

normalization is implemented. In theory, a normalization with optimal results in
the other two metrics can be achieved in a lowly saturated subspace, leading to flat
colors or, in the extreme case, a grayscale-like appearance. Therefore, this metric
reassures a valid normalization. We measure the volume of colors that is character-
ized by the product of the standard-deviations in the LAB color space. This space
is developed to mimic characteristics of human perception with decorrelated com-
ponents, which makes this approximation of the perceived color volume possible.
We compute the metric as

li, j = std
�

L
�

f j(xi)
��

· std
�

A
�

f j(xi)
��

· std
�

B
�

f j(xi)
��

,

wherein L,A,B denote the computation of the LAB color components. In contrast
to the other metrics, a large LAB color volume is desired.

6.4 Results
All results are summarized in Figure 6.4 and Figure 6.5, showing examples from

all protocols and algorithms. In terms of SSDH the proposed FAN units with VGG-
19 feature extraction outperform all other methods by half an order of magnitude.
The histograms in the normalized space resemble each other (for similar tissue
distribution) with a mean in the order of 10−3 and at similarly low variance. Other
methods achieve average SSDH scores ranging from 3 · 10−3 to 8 · 10−3, with the
upper limit quite close to the unnormalized case with a median SSDH of 8.5 ·10−3.
FAN pays a small price in terms of structural dissimilarity. While purely pixelwise

methods such as REI and MAC maintain median SSIM values of 0.96 (MAC) and
0.98 (REI), FAN has a median SSIM of 0.93, and VAH is even lower at a median
of 0.91. BEJ achieves the lowest SSIM values with a median of 0.15, which is
connected to the noise that the algorithm introduces, as can be observed in the
detail views of Figure 6.5 (last column).
In the LAB color volume, we observe that FAN spans a slightly larger range of mean

color volumes than the other methods, but is generally more consistent, as the
variance remains very low, throughout. MAC achieves high volumes as well, but
has a large variance, which is explained by color artifacts that result from a failed
estimate of the color components – leading to unrealistic colors in the supposedly
normalized image. The highest color volumes are obtained with the BEJ method
and the FAN method normalizing to the HET↑ protocol as reference.
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Figure 6.4 Quantitative results of the stain-normalization approaches measured by his-
togram deviation (a), structural similarity (b), and volume in the LAB color space (c).

6.5 Discussion
FAN is able to match color distributions much better than other normalization

methods. Context information from the feature generator F provides a good sup-
port for the normalization and enables to adapt the normalization parameters to
the tissue content of the image input. As expected, the path from F through the
FAN units to the output can still lead to minor structural changes. These show as
very faint tiles in the normalized output. However, visual inspection shows that
these artifacts may be considered negligible.
The volumes of perceivable colors achieved show that the color richness depends

on the target protocol. In some cases, FAN produces outcomes with a slightly
desaturated color space. However, the HET↑ protocol proved to be a very good
reference in all methods and moreover, achieved the highest LAB color volume
together with FAN.
As a more general remark, it is worth pointing out that REI and MAC both strongly

depend on a similar distribution of tissue in source and target image. In applica-
tion, this is not guaranteed. Instead, the methods are applied with a target image
that has a representative tissue distribution, i.e. all tissue classes are at least present
to some degree. The influence on mismatching distributions has been criticized in
previous works [91, 181]. As FAN does not require reference images at runtime,
but instead models the complex color distributions of different tissues implicitly,
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6.5. Discussion

it can safely be concluded that it does not suffer from this problem. The com-
plex mapping fθ : ξ̃→ ξref is modeled through the network parameters θ during
training. As the method achieves a low variance in all quality metrics, the normal-
ization characteristics encoded in the FAN units and the transformation T exceed
the capabilities of previous methods.
Furthermore, this research has shown that a change in slice thickness in the pro-

tocols 1-3 contributes a strong source of variance that should be covered in studies
on stain-normalization.
Separating the feature extraction and the processing into different paths has the

advantage of modularizing the network. Consequently, the feature extractor can
be exchanged with other network structures and can easily be kept up-to-date with
the quickly emerging field of network architectures. Since the transformer T and
the FAN units contain only a few parameters, retraining and adaptation to the new
features works without excessive resource requirements. On the other hand, the
joint training of feature extractor, transformer, and FAN units, might be a promising
step in advancing the approach.
Looking back onto the motivation for this approach, it can be assumed that artistic

style transfer might benefit from the modularization of the network into functional
paths as well. We hypothesize that an artistic style transfer would be realized by
our architecture simply by providing larger and probably more filter kernels in the
transformer T , enabling an aggregation of spatial relations on this path.

New Perspectives on Stain-Normalization
Up to this point, method, results and discussion were following the research pre-

sented in [24]. In addition to the presented research, the application of the stain-
normalization to deep learning settings was investigated. Particularly, the method
was included in the preprocessing of tissue classification tasks. With the provided
datasets and including analyses of our own data, this did not produce particularly
strong effects. On the CRC-8 dataset from [88], normalization does not provide a
notable difference, even when the proposed texture features are replaced by color
features. Similarly, the ILU-9 and ILU-8 dataset do not seem to require extensive
normalization to achieve good classification results. With the extract from [36],
an improvement in the transfer task from colon tissue to the CRC-8 test set could
be reproduced, mimicking the scenario in [36]. However, the measured increase
in performance after normalization was only about 10−12%, whereas [36] report
a margin of 20− 25%.
This result is taken as indication that, in modern deep learning settings, normal-

ization is no longer a vital preprocessing element. A possible explanation might
be that neural network classifiers are themselves capable of modeling the data
variance internally if this variability is represented during training. In fact, many
normalization approaches work with projections of color vectors onto reference
components. MAC and VAH both use a deconvolve – rescale – project pattern.
While a singular value decomposition and dictionary learning, respectively, are
used to deconvolve the stain colors, a large redundant space of convolutional ker-
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nels, as provided in the initial layers of convolutional networks, could likely realize
the same function. Subsequent network layers could incorporate rescaling of the
components or, more likely, operate in a redundant latent space, instead of a spe-
cific back-projected reference space.
Furthermore, the chapter so far avoided the issue of computational efficiency.

While the normalization quality is excellent, the lack of benefit in various clas-
sification scenarios raises the question if investing GPU time for a VGG-19 feature
generator plus some extra units just for the sake of normalization. We leave the
answer to the reader.
What remains of this work is the impression that with the advances in deep learn-

ing the classical machine learning pipeline has to be reconsidered. Deep learning
establishes the concept of integrating goals and solutions into the parameter-space
of the network, instead of an explicit handcrafted solution. Augmentation comple-
ments this concept by providing an artificially increased variance during training,
which the network needs to overcome for a successful learning process. This can
be thought of as a strategy for increased robustness. We hypothesize that external
removal of the variance instead may even create fragility, as the network never sees
the variance and can potentially cause a failure in the preprocessing to result in
a cascade of erroneous decisions inside the network. Hence, instead of following
the normalization approach, the PCA-augmentation that was used to train the FAN
units should be incorporated in the training of deep neural networks – maybe in
combination with a weaker, but computationally efficient normalization as a safe-
guard. This augmentation is fast to compute and can indeed be applied on-the-fly.
Moreover, the computation of the PCA model itself is not particularly demand-
ing and even unsupervised, allowing for a low-cost adaptation to growing medical
datasets including labeled and unlabeled data.
Recently, the effect of normalization versus augmentation has been researched in
[170]. Herein, different normalization and augmentation algorithms were eval-
uated in a histopathological multi-site multi-organ classification task, either stan-
dalone and in combination. While the best ranking algorithm incorporates both
normalization and augmentation, all high ranking algorithms (Top-10) employ
augmentation during training, whereas many perform well without normalization.
Their results and conclusions align with the assumptions above that with deep neu-
ral networks augmentation becomes increasingly relevant, while the importance of
normalization is in decline.
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7
Histological Texture Synthesis through

Image Quilting
Applications in digital histopathology often require costly expert labels for the

training of modern machine-learning approaches. In this chapter, previously pub-
lished in [23], an adaptation of the image quilting algorithm for texture synthe-
sis [53] is introduced that is utilized to virtually multiply the tissues and labels as
an augmentation of the dataset. We evaluate this method in a subjective expert
trial and a quantitative augmented learning scenario.

7.1 Background and State-of-the-Art
Histological images are different from many large scale datasets, as their classes

are not represented by objects, but rather textures that, in turn, sometimes incor-
porate certain object types, such as cell nuclei. Related literature presents methods
for the synthesis of histological textures in [3] with region-synthesis methods aim-
ing to create realistic large-scale tumor models. In [61, 72], similar methods are
developed with the goal to learn nuclei segmentation tasks from synthetic ground
truth. In [61], an extension to classical texture synthesis is developed, while [72]
apply modern generative adversarial techniques.
In this work, the concept of texture formation through image quilting [53] is

adapted. This technique recombines patches by computing minimum cost bound-
aries (MCB) in overlapping border regions. The overlapping regions are randomly
selected from a set of well-matching images after an exhaustive template search.
As the textures are synthesized from existing image material, the corresponding
label maps can be reassembled with the same boundaries. Thus, image quilting
allows us to present annotated image data in reoccurring new contexts.
While the original method was designed to generate large realistic textures from a

small selection of primary texture images, this work propose an adaptation for the
histological field by a faster search for matching texture candidates, an improved
cost function to compute the MCB and improvements to blend in image patches
along the MCB. The adaptation is necessary to account for the higher diversity and
specific challenges found in WSIs.

7.2 Method
Image quilting recombines existing image patches by determining a minimum cost

boundary (MCB) in an overlap area. The synthesis starts from an initial patch
and continues iteratively by finding matching patches with a high similarity in the
overlapping area. For the computation of the MCB, the sum of squared difference
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Figure 7.1 Left: Minimum Cost Boundary computation, right: iterative image synthesis
process with a new patch in green.

of the RGB pixels is considered. An example of this process is shown in Figure 7.1
(left).

Identification of Matching Candidates
As a first step, the algorithm needs to find candidates for the overlap regions in the

dataset. If images from multiple WSIs are combined, a required preprocessing is
stain normalization [122]. However, an intra-image synthesis – from a sufficiently
large input image – is possible, too, and circumvents normalization challenges. The
huge size of histological images motivates to restrict the search to a random subset
of images or regions. In order to prevent a cyclic reuse of patches, the search algo-
rithm has to keep track of the patches already extracted and their respective neigh-
borhoods. Without this bookkeeping, the best matches would always be found at
the border to the original neighbors of the current patch. In [53] the authors sug-
gest to randomly draw from a set of well-matching regions, rather than taking
the best match. We follow this approach, as these randomizations leave room for
different outcomes of synthesized textures and ensure that the initial patch does
not fully determine the synthetic image. To increase the speed of the search even
further, we consider downsampled and grayscale-converted images for the search.
While this seems quite restrictive, the algorithm does actually not depend on a
candidate match, as the MCB computation is capable of compensating many of the
potential inaccuracies.
Mathematically, the Frobenius was chosen norm as similarity measure and apply

the norm in a sliding window across the image

FC(u, v) =
∑

i, j∈R

(ai j − bu+i,v+ j)
2,

where R is the overlap region, A, B denote the current patch and the reference
texture, and ai j, bi j index the pixels of A and B.
Implicated by the iterative synthesis, different overlap constellations have to be re-

garded: horizontal, vertical and a combination of both in the corner case, see Fig-
ure 7.1 (right). For the matching of the corner cases, this means to simply add
shifted versions of the horizontal and vertical window, without any further com-
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putations, as FC is a summation. After the selection of a matching candidate, the
minimum-cost boundary can be computed and blend the patch into the synthetic
image.

Minimum Cost Boundary (MCB)
Utilizing the Dijkstra algorithm [47], the MCB is computed following the dynamic

programming paradigm. Herein, the sum-squared-error of the RGB channels is
used as cost function Ci j Ci j =

∑

r,g,b(ai j − bi j)2, with r, g, b referring to the color
channels and ai j, bi j denoting the overlapping patch regions.
In several cases, it was observed that this cost function leads to visible straight

edges at the border of the overlapping regions. To compensate this effect, a term
is added to create a cost-sink in the center of the overlap region

C ′i j = Ci j +λ
�

2i
N
− 1

�6

and C ′i j = Ci j +λ
�

2 j
M
− 1

�6

,

depending on the computation of a horizontal (left) or vertical (right) border. In
this equation N and M are the width and height of a region and λ is a cost factor,
accounting for the range of values in the images.
Starting from an initial pixel at the short end of an overlap region, the minimal

costs is propagated in a graph, where each pixel is connected to the horizontal
or vertical neighbor (depending on the region) and the diagonal neighbors in the
direction of the path.
After completing the first row in a row-wise synthesis, and after inserting the first

patch of the second row, we have to compute vertical and horizontal boundaries for
each new patch. In order to avoid the risk of visible edges in the image, all MCBs
should connect in the area where all four patches overlap. For the MCB computa-
tion, the initial pixel either is the lowest cost pixel at the short edge of the region,
or the end point of a previously computed MCB. For the example in Figure 7.1
(right), we: 1. compute the vertical boundary, 2. continue from the end point
of the previous horizontal boundary and compute the current horizontal boundary
left/backwards (connecting the point to the previously computed boundaries), and
3. to the right/forward, which fully blends in the current patch into the image and
leaves a new endpoint for the next patch.
To obstruct the MCB boundary even further, it is blended over linearly from one

patch to the other as follows: on the MCB itself, the RGB values are mixed at a
ratio of 1 : 1 from A and B, while the neighboring pixels use the ratios 3 : 1 and
1 : 3, respectively. Figure 7.2 shows examples of the final result of such a quilted
histological texture, boundaries and the according labels.

7.3 Evaluation
This study comprises a qualitative and quantitative evaluation of the proposed

image quilting synthesis for histological images.
For the qualitative assessment, three sets of 1,000× 1, 000px WSI extracts were

sampled from the ILU-8 and CND-2 datasets (Section 3.5.5 and Section 3.5.6)
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Quilting ResultQuilting BordersInput Image (+ Patch Selection) Label Synthesis

Figure 7.2 Examples for the synthesis of H&E (upper) and IHC (lower) patches. A single
input image is used in both cases.

at high resolution (0.5mpp): stained 1. strongly by immunohistochemical (IHC)
stain with saturated colors, 2. by Hematoxylin and Eosin (H&E), and 3. weakly
by IHC with faint colors. Each set contains ten images: four original images, three
synthesized images with patch size 200 × 200px at an overlap of 50px, and an-
other three images synthesized at 100× 100px and a 30px overlap. These images
are used in an expert observer study with a panel of three experienced patholo-
gists and two computer scientists working in digital histology. Each rater votes,
whether he would rate the presented image as an original or synthesized. This
vote is complemented by a confidence rating on a scale from one (uncertain) to
five (convinced). It was known to the experts that the set contained a mixture of
original and synthesized images, but not at what ratio. The images were presented
in random order.
For a more quantitative evaluation, a dataset of 40 image extracts from eight dif-

ferent WSIs was deployed. Again, these image extracts are a subset of the ILU-8
dataset. Each image has corresponding expert annotations for the tissue classes:
tumor, stroma, necrosis, and other. This dataset is deployed in an eight-fold cross-
validation setting across patients (i.e. whole-slide images of origin), utilizing image
quilting as augmentation technique. Each time, a vanilla Unet architecture [148]
was trained and the performance was assessed in terms of the average class con-
fusions.

7.4 Results
Figure 7.3 shows the ratings of the experts for each presented image and highlights

the correctness of the given vote. Overall, most original images were recognized
correctly as such, with only a few exceptions in the faint IHC stain. Misclassified
originals were consistently rated with low confidence values, typically: uncertain
(one).
Considering the H&E samples, only occasionally one of the experts mistook a syn-

thetic image as original and these votes are mostly at the lowest confidence score.
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Figure 7.3 Results of the expert rater trial. Each bar reflects a vote and confidence score
of an expert. Confidence scores range from one (uncertain) to five (convinced).

Furthermore, the confidence ratings for all synthetic images are slightly lower than
for the originals for the H&E samples. An exception is image nine with 3/5 expert
voting for original, one even with a high confidence score of four.

Regarding the IHC stained images, we observe a far higher ratio of synthetic im-
ages that passed as originals and the confidence ratings are generally higher than
in the H&E case. Comparing the influence of the patch size as synthesis parameter
(indices 5-7 versus 8-10 in Figure 7.3), there are no notable differences.

Figure 7.4 presents the results of the quantitative evaluation, the augmentation
scenario. Herein, we observe minor changes in the stroma and necrosis class across
the different augmentation settings. The most prevalent effect is the reduced mis-
prediction of necrosis as tumor that drops from 0.36 to 0.26. As a result, the class
recalls after a 5x augmentation (Figure 7.4, right) increase by 13% (stroma), 8%
(necrosis), and 4% (other), with large benefits already at twice the data amount
(Figure 7.4, middle).
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Figure 7.4 Results of the augmentation for texture classification. On average in an eight-
fold cross-validation the augmentation slightly increases the performance between the
classes, with important gains in stroma and necrosis classification.

7.5 Discussion
The evaluations show that image quilting can be adapted to synthesize realistically

looking histological textures. From the comparison of the common histological
stains IHC and H&E, it can be concluded that the artifacts are more easily spotted
in H&E than in IHC. Additionally, the communicated feedback by the experts can be
summarized as follows: while the images can still be considered realistic, there are
some subtle and local artifacts that reveal the origin by synthesis. These artifacts
mainly consist of visible boundaries that occur in constellations, where no good
candidate match is found and even the most well-correlating patches are bound to
introduce visible transitions between patches. If the synthesis uses multiple input
WSIs, an insufficient normalization is one of the major sources for this. Particularly
in white background areas, a stain mismatch that effects an area along the border
is easily perceptible.
The introduced method is meant for the synthesis of large tissue patches, but a

generalization to global tissue structures, such as typical formations found in tu-
mors (e.g. stroma surrounding tumor tissue with a necrotic center) is likely possi-
ble. To this end, a pre-selection based on a reference label map is deployed and
guides the synthesis of the desired structures.
The proposed method implements an offline augmentation for neural network

training. Our quantitative evaluation indicates that the new context of patches
provides additional value to the training and creates a measurable benefit, even if
this benefit is not very large.
Another potential application for image quilting in histological texture synthesis

might be intra-rater trials. Herein, an expert labels the same image multiple times,
usually with long interval breaks in between, to evaluate the consistency of the
annotation. Our proposed method allows the flexible and intermediate recombi-
nation of previously annotated images to obscure the fact that the same data that
has already been labeled before. Thus, intra-rater evaluations can be included very
easily into the regular annotation routine.
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8
Histological Tissue Classification

One of the central goals of this work is to measure the interaction of tumor models
and host immune systems.

8.1 Background and State-of-the-Art
Regarding recent developments in immunotherapy, research has identified the

tumor-micro-environment (TME) as an important factor with the potential to re-
veal predictive factors for tumor progression and treatment success [87, 106].
In literature, the classification of different tissues is traditionally approached

by texture analysis [46, 49, 90, 116, 140, 189]. Typical approaches to de-
scribe histological textures are Haralick features [46, 49, 116], Local-Binary Pat-
terns [116], and Wavelet features, such as the Gabor-wavelets [49, 90, 116], or
Riesz-wavelets [45, 140]. Amongst the more recent methods, dedicated features
for the histological domain are learned from the data. For example, techniques for
unsupervised feature learning are realized by Topographic Independent Compo-
nent Analysis [5, 74, 140], a Bag-of-Visual-Words representation [26, 41, 42] ,or
by sparse Autoencoders [5, 41, 126, 140, 144].
These various feature descriptions are then used to compute discriminants in

the feature space with boosting classifiers [46, 49], Support-Vector Machines [26,
41, 42, 116], convolutional neural networks [140], or class segmentations using
Markov-Random-Fields [189].
Ordering the different tasks by organ, the literature comprises research in the field

of prostate cancer histology [46, 48, 49, 134], basal-cell carcinoma [26, 41, 42],
breast cancer [90], medulloblastoma [140], and tissue-micro-arrays of lung [189]
and colorectal cancer [116].
In most cases, the proposed algorithms realize a cancer detection, i.e. the clas-

sification of cancer versus non-cancer tissues [41, 49, 116, 140]. An addi-
tional distinction of stroma regions is classified in [46, 90], while [26, 42] at-
tempt more elaborate tissue classification in terms of tumor, stroma and lym-
phoma/inflammation/necrosis [42], or even 18 different tissue patterns [26]. Two
applications in prostate cancer [48, 134] predict the Gleason score to grade the
cancer. Herein, defined patterns correspond to the different grades and are rep-
resented in terms of regional features after a segmentation of characteristic tissue
patterns.
More recent approaches utilize deep learning methods from the class of convolu-

tional architectures. For example, [96] evaluates various architectures in the task
of breast cancer grading and prognosis, related to the BACH challenge [4], and uti-
lizing other publicly available data for pre-training purposes. In the same context,
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[191] evaluate deep features in an interactive transfer learning scenario. Herein,
the grading and classification of relevant regions-of-interest is predicted from the
features of a pre-trained convolutional architecture. An earlier work [195] deploys
a deep CNN architecture close to AlexNet and VGG for the distinction of epithe-
lial and stroma regions. To overcome the challenge of working with a patchwise
classification (non-semantic), they classify image segments of a SLIC Superpixel
Segmentation [1] and extend the predicted label to the segment. Another example
of deep learning applications in the histological field is the cancer region detection
in [64]. Here, a low resolution map of cancer regions in histological breast tissue
samples is predicted with an Inception_v3 architecture [167].
As initially motivated, the goal is to achieve a comprehensive characterization of

the tumor-micro-environment. To this end, this abstract task of analyzing tissue
composition is reformulated as a multi-class single-label problem. Our selection of
tissue classes is representative for several different specimen of tissue. For example,
the initial evaluation on classical machine learning considers data collected from
breast cancer images, while the dataset for the later deep learning approach is
extended by non-small-cell lung-cancer samples.
In total, nine mutually exclusive classes are defined:

• Tumor (TUM): mutated nuclei, typically oversized, with inner structures and
densely arranged.

• Mouse-Stroma (MST): healthy tissue from the host, dense and fiber-like, di-
rected appearance with occasional small elongated nuclei.

• Necrosis (NEC): dying cells, or disintegrating tissue, may show signs of in-
flammation, nuclei appear small, intensely colored and round.

• Muscle (MUS): round segments packed in brick-like arrangement, typically
in the tumor periphery, as this is residual host tissue.

• Vacuoles (VAC): cell-plasma, bright, round holes in the tissue, sometimes
filled with gray plasma, other times translucent, no epithelium.

• Connective Tissue (CNT): healthy tissue from the host, fiber-like, directed
appearance with occasional small elongated nuclei, less dense than MST and
typically located in the periphery of the tumor.

• Blood-Cells/Vessels (BLC): bright, translucent holes in the tissue, sometimes
filled with red blood cells, surrounded by an epithelium layer.

• Technical Artifact (TAR): collects all types of artifacts, e.g. blur, dust particles,
tissue folds, tissue ruptures, stain artifacts, and more...

• Background (BGR): brightfield-microscopic background.
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Figure 8.1 Classical machine-learning workflow showing different options for the various
steps. This work regards configurations in the highlighted central processing blocks. Al-
ternative options are listed as reference to other common choices at the various processing
steps.

These classes are found in the ILU-9 and ILU-8 datasets, see Section 3.5.4 and
Section 3.5.5, with examples for each class shown in Figure 3.5 and Figure 3.6.
The classical approach presented in this chapter has previously been published
in [25].

8.2 Classical Machine Learning
8.2.1 Method

We follow a processing pipeline as shown in Figure 8.1 comprising the steps pre-
processing – feature extraction – standardization – classification – postprocessing.
The preprocessing consists of the patch extraction for training, which during de-

ployment is replaced with the FESI algorithm (Chapter 5) for foreground extrac-
tion. A second part of the preprocessing usually is a normalization method for
the stains [76, 101]. However, as the single-site dataset ILU-9 is quite small and
homogeneous, this degree of freedom can be disregarded in this evaluation.
From the reference literature on digital pathology image processing, it can be

assumed that relevant information is captured in the stain-color and the texture
of the sample. Hence, color and texture features, or combinations thereof, are

69



8.2. Classical Machine Learning

60° 60°

60° 60°

Figure 8.2 Left: Sierpinski-triangle, constructed from six iterations. Right: construction of
the Koch-curve from the geometric primal shape at the top in two iterations shown below.
The geometric primal shape is scaled down and copies are positioned at each of its own
line segments, some under rotation. Reiterating this procedure forms the fractal curve.

extracted from each patch of the WSI. From the color domain, histogram fea-
tures were extracted in the RGB, HSV and LAB color representation. To this
end, each of the channels is linearly reduced to 85 bins and the corresponding
channels are then concatenated into one feature vector of length 255. As tex-
ture features, Local-Binary-Patterns [138], Hu-Image-Moments [73], Local-Phase-
Quantizations [139], Histograms of Oriented Gradients [44] and Daisy [175] are
computed. Furthermore, this chapter introduces an adaptation of gray-level co-
occurrence matrix (GLCM, [68]) features and contribute a novel feature that is
based on fractal dimensions and the box-counting algorithm [113].

GLCM adaptation

Usually, the gray-level co-occurrence matrix is used to compute statistical meta-
features [68]. However, all classification methods applied in this work have the
capability to abstract such measures during the learning process. The computation
of the GLCM meta-features is very time consuming and actually hides many details
of the true gray-level distribution. This is why a subsampled version of the GLCM
is used directly as feature for classification.

We compute the symmetric GLCM for the angles k · π2 k ∈ {0, ..., 3} and at the
pixel distance of 1 and 3. The resulting tensor of dimension 256× 256× 4× 2 is
reduced by a maximum over the four angles in order to make the feature more
robust against rotation. The two different distances are remapped to a tensor of
dimension 512 × 256. Interpreting this tensor again as an image we blur and
subsample it to size 32×16, which can be vectorized into a feature of length 512.
Thus, this feature represents a kernel-density estimate of the GLCM.

Fractal Dimension Estimate

Fractals, such as the Sierpinski-triangle (Figure 8.2, left) or the Koch-curve (Fig-
ure 8.2, right), are often composed by an iterator that follows the pattern of re-
placing a given structure with N down-scaled copies of itself at fixed relative dis-
placements.
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If the downscaling factor is given as s, a fractal dimension can be defined

fD =
log(N)
log(1

s )
.

For the Sierpinski-triangle, each iteration places three copies of half the size in the
new image. Thus, the fractal dimension is fD,Sierpinski = log(3)/log(2) ≈ 1.58. For the
Koch-curve, the compositional rule places four copies at scale 1/3, which results in
a fractal dimension of fD,Koch = log(4)/log(3)≈ 1.26. The Koch-curve has a dimension
that is mathematically slightly higher than one – the usual dimension for a line,
while the Sierpinski-triangle – a 2D structure with holes – has a fractal dimension
that is below two.
If instead the compositional rule is unknown, the box-counting algorithm [113]

can be used to estimate this dimension. Box-counting uses a binary input image
B, where 1 denotes the foreground, the pixels that belong to the shape, and 0
denotes the background. A box of fixed size then slides over the B, and all positions,
where box and foreground fully overlap, are counted. This process is repeated for
different box sizes si, resulting in different box counts Ni. In the two dimensional
space (si, Ni) the slope of the line, which these points define, is the estimate of
the fractal dimension. Alternatively, grid positions can be used for a speed-up
or strided sliding window approaches can be used as a compromise. While the
fractal dimension will not be exact in either case, the relations of different shapes
in terms of their pattern complexity are graded by this feature. Note that close to
the size interval borders, the description as line is not quite suitable, as the graph
becomes non-linearly distorted. This distortion, i.e. the deviations from the linear
fit, provides considerable information on the shape, as well. Instead of compressing
the texture information into a fractal dimension, the whole vector of fD,i = −

log(Ni)
log(si)

is proposed as feature in machine learning.
In order to process the histological textures from the WSIs, the grayscale con-

verted images are binarized using overlapping percentile ranges (pmin,i, pmax,i) =
{(10,50), (20,60), (30,70), (40,80), (50,90)}. The result is a collection of seven
binary images to each of which the box-counting is applied. For reasons of com-
putational efficiency, the box sizes are not checked linearly, but following the Fi-
bonacci series 1, 2,3, 5,8, ... up to a maximum of 1/3 of the patch size. The series is
well suited, as it provides a good coverage of the lower box sizes without too much
computational overload in the upper range of box sizes. In practice, the width of
the binarization intervals influences the required maximum box size. Narrow in-
tervals lead to finer structures in B, thus, large boxes of foreground are inherently
unlikely. The concatenation of all computed fD,i, i.e. across the collection of bi-
narized images and all box sizes, is the novel proposed feature Fractal Dimension
Estimates (FDE).

Classifiers
As classification models in the final step of the classical processing pipeline, each

feature is evaluated standalone with a Multilayer-Perceptron (MLP, [11, 132]),
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AdaBoost with a linear base-classifier (ADA, [55, 132]), a Random-Forest Clas-
sifier (RFO, [15, 132]), and a Support-Vector Machine with radial-basis function
(SVM, [11, 40, 132]). However, due to the quadratic growth in terms of the num-
ber of training samples for the SVM, the training uses only a subset of the available
data. All combinations apply class weights that are anti-proportional to the respec-
tive class frequency in order to compensate for the strong class imbalance. ADA
and RFO were trained with 400 base classifiers, which is an empirical value, but
was not explicitly optimized. Both datasets were cross-validated with five-folds for
the evaluation of the individual features. After performance assessment by means
of Accuracy and F1-score, the best performing features from the color and texture
domain were evaluated in combination. For this, the number of base classifiers
in ADA and RFO was increased to 800 to compensate for the larger concatenated
feature spaces and the cross-validation was expanded to ten folds.

8.2.2 Evaluation

The classical machine learning workflow is evaluated on the ILU-9 dataset (Sec-
tion 3.5.4), showing samples of breast cancer xenografts at a 20× objective-
magnification. All samples originate from PDX models grown in immuno-
compromised mice and are stained with Hematoxylin and Eosin. In terms of
classes, the dataset’s distribution is highly imbalanced: TUM (44%), MST (14%),
NEC (14%), MUS (2%), VAC (2.2%), BLC (0.2%), TAR (1.6%), BGR (20%). A total
of 160,000 patches were extracted at the patch sizes 32×32, 64×64, 80×80. For
the larger patches, the extracts overlap partially and hence, some information cor-
relates. The estimates computed from this subset of data (referred to as SET-large)
are therefore seen as optimistic. A second subset (referred to as SET-small) is ex-
tracted at a fixed sampling grid size of 80×80 with non-overlapping patches. The
low number of resulting samples (30,000) likely underestimates the performance
and is therefore considered conservative. Both sets realize a patient-wise separa-
tion for cross-validation. We assess the performance in terms of Accuracy (ACC)
and average F1-score. While the ACC measure is influenced by the imbalance of
the data and is therefore biased towards the classes with strong representation, the
F1-score is computed per class and averaged, which considers each class equally –
ignoring its frequency in the dataset.

8.2.3 Results

In Table 8.1, the results are listed for SET-large and Table 8.2 shows the same
evaluation for SET-small. Both tables display color features in the upper section,
followed by the texture features and finally the combination of texture and color
features. For each feature, only the best performing classifier is listed. The perfor-
mance ranking among the classifier–feature combinations was usually consistent
across all three patch sizes. In the few conflicting cases, the classifier with the
highest overall performance is preferred.
The F1-score is only defined if a classifier actually predicts each single class. Due

to missing predictions, several features indicate the number of missing classes in-
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Table 8.1 Performance for classifier and feature combinations at different patch sizes in
SET-large. ACC is the overall Accuracy and F1 the average F1-score of the nine classes.
Note that for each feature only the best performing classifier is listed. *Negative numbers
denote how many classes were not predicted with this feature. Bold numbers highlight
promising configurations.

SET-large 32x32 64x64 80x80

160.000 patches ACC% F1% ACC% F1% ACC% F1%

RFO+RGB 79.3 60.1 85.0 67.6 85.9 67.2

RFO+HSV 81.4 63.5 85.8 69.8 86.3 68.1

RFO+LAB 81.3 63.1 86.0 69.5 86.6 67.8

RFO+LBP 68.5 -2* 72.0 -2* 73.3 -1*
MLP+HOG 65.6 -6* 71.1 -3* 72.5 -2*
MLP+DSY 65.8 -5* 75.6 -2* 75.5 -2*
RFO+HUM 70.4 -1* 73.7 42.5 74.5 42.5

RFO+LPQ 69.2 -2* 74.6 -2* 75.6 -2*
RFO+FDE 76.1 45.3 81.4 55.8 82.3 56.6

RFO+GLCM 77.9 49.8 84.1 62.1 85.4 63.2

RFO+HSV+FDE – – 81.8 56.8 82.8 58.3

RFO+LAB+GLCM – – 84.6 63.2 85.8 64.3

RFO+LAB+GLCM+FDE – – 81.8 57.0 82.8 58.3

stead.
In both dataset, we consistently observe that the performance increases with the

provided patch size. While there is a notable difference between 32 × 32 and
64 × 64, the performance saturates towards 80 × 80, as the differences become
quite small. Furthermore, we can observe very good results for the color features
in the HSV and LAB color spaces. The performance exceeds the RGB color space
by a few percent. In Table 8.3, the performances for the individual classes are
listed for the RFO classifier utilizing LAB features. Here, we can observe a cor-
relation of the performance measures and the class representation in the dataset:
underrepresented classes achieve a much lower performance.

8.2.4 Discussion

These results are discussed regarding the choices of classifier, patch and dataset
sizes, and choice of features.

Classifier Characteristics

MLP and RFO classifiers performed similarly with a difference in F1-score and
Accuracy that remained below 2% with a small advantage for the RFO. The perfor-
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Table 8.2 Performance for classifier and feature combinations at different patch sizes in
SET-small. ACC is the overall Accuracy and F1 the average F1-score of the nine classes.
Note that for each feature only the best performing classifier is listed. *see Table 8.1.

SET-small 32x32 64x64 80x80

30.000 patches ACC% F1% ACC% F1% ACC% F1%

RFO+RGB 76.7 55.9 81.7 63.9 82.9 65.6

RFO+HSV 78.7 59.9 83.2 68.0 84.1 68.7

RFO+LAB 78.6 68.3 83.2 67.5 84.2 69.2

RFO+LBP 67.4 -2* 70.4 -2* 71.2 -2*
MLP+HOG 63.3 -6* 67.2 -4* 65.7 -4*
MLP+DSY 47.3 -6* 70.1 -4* 70.1 -4*
RFO+HUM 68.0 -1* 70.3 -1* 71.1 -1*
RFO+LPQ 66.7 -2* 72.5 -2* 73.9 -2*
RFO+FDE 73.1 -1* 78.5 -1* 79.6 -1*
RFO+GLCM 75.3 -1* 81.4 60.3 82.7 62.4

RFO+LAB+FDE – – 83.6 68.3 84.5 70.0

RFO+HSV+GLCM – – 83.7 67.8 84.6 69.6

RFO+HSV+GLCM+FDE – – 83.6 67.7 84.5 69.3

mance trends across the different features were consistent among the classifiers,
i.e. a strong feature with RFO would perform well with ADA relative to the other
features. However, the AdaBoot classifier was usually outperformed by all other
classifiers by a margin of approximately 10%, which explains its absence in Ta-
ble 8.1 and Table 8.2. Due to the sequential optimization of ADA to previously
mispredicted samples, the classifier suffers less severely from missing class predic-
tions compared to MLP and RFO, which tend to overpredict the high frequency
classes as a result of the imbalance.
The computational complexity of the SVM limited the evaluation to the SET-small,

where it performed slightly worse than MLP and RFO (typically in the range of
−3%), but with the characteristic of making predictions for all classes, similar to
ADA. With texture feature, the SVM produced a strong outlier in combination with
HOG, where only 31.9% Accuracy was achieved. The best performing texture fea-
ture for SVM was GLCM with an Accuracy of 71.9%.

Datasets and Patch Sizes

Our datasets SET-large and SET-small differ mainly in the number of samples and
the presence of overlap. Both evaluations are consistently indicating a beneficial
larger patch size. However, there is a saturation effect that can be explained by
the accumulators in the feature computation, typically in the form of a histogram.
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Table 8.3 Per class measures for the strongest classifier in the experiment. The classes are:
tumor (TUM), mouse-stroma (MST), necrosis (NEC), muscle (MUS), vacuole (VAC), blood
cells (BLC), connective tissue (CNT), technical artifact (TAR) and background (BGR).

RFO+LAB TUM MST NEC MUS VAC BLC CNT TAR BGR

Precision 85.9 85.6 75.5 97.6 59.3 52.3 60.6 84.3 99.7

Recall 95.6 72.3 67.2 92.5 43.9 08.7 52.3 39.5 99.8

F1 Score 90.5 78.4 71.1 95.0 50.5 14.8 56.1 53.8 99.8

Since large patch sizes are more likely composed of different tissue classes, the
features become less discriminative if the patches exceed a certain size. Chosen
too small, the patches do not contain the necessary information to reliably classify
the tissue.
In terms of the feature performance relative to each other, both sets show consis-

tent results. However, the lower number of patches in SET-small or the missing
overlap, seem to cause an increased number of classes that remain unpredicted in
case of the texture features.
The combined color and texture features lead to minor improvements on SET-

small, but in SET-large appears to be limited to the performance of the weaker
texture feature.
It is to note that the prominently used feature descriptors HOG and DSY, which

are densely computed on the images, result in over-quadratically fast growing fea-
ture spaces. This implies long computation times in training and application and
constitutes a severe limitation. The proposed GLCM and FDE measures grow more
slowly along with the patch size, making them comparatively efficient to compute.
Moreover, FDE has the benefit of adapting the length of the feature vector accord-
ing to the patch size by design.

Features and Classes
We formulated the working hypothesis that combinations of color and texture

features are well suited to classify histological tissue. However, the results indi-
cate that color features alone achieve better classification rates than their combi-
nation with texture features. Within the subset of color features, the converted
color spaces HSV and LAB were superior to RGB data, which may be related to
the functional interpretation of the channels. HSV separates the channels into an
independent hue, saturation, and value channel that encode the information on
color tone (hue), intensity (saturation), and brightness (value). Particularly, it is
assumed here that having a dedicated color channel independent of the illumina-
tion contributes valuable information, as often brightness is the strongest source
of variance in terms of the histological stain. LAB separates the channels into lu-
minance and two color components A and B, which are designed to resemble the
human perception of colors. Histological stains are basically designed for the same
reason, to give contrast to the tissue in a way that human observers can interpret
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the tissue structures in the image.
Another factor in the success of color features is likely the size of the dataset.

This evaluation comprises the initial dataset of only five whole-slide images which
were prepared and stained in one batch. Thus, this dataset comprises little of the
variance that is to expect from larger datasets or multi-institution data. For the
transfer to clinical (diagnostic) application this imposes a limitation.
Surprisingly, the established texture features LBP, HUM, DSY, HOG are incapable

of representing the whole set of classes. For example, BLC remains undetected
using LBP and HUM and even with the more suited features GLCM and FDE, BLC
continues to be a challenging class. However, the low class frequency (0.2%) also
accounts for this effect. Additionally, the BLC class covers a wide range of different
scales reaching from a fraction of the patch, indicated by a few blood cells, to
multiple patches for large vessels. For all features, the recall of the BLC class is the
lowest of all classes.
Vacuoles are mostly confused with necrosis, due to the areas in which the necro-

sis lead to a full decomposition of the tissue, leaving nothing but diffuse plasma
behind. Without the context information of the surrounding tissue, there is little
reason for a classifier to decide for the necrosis over the vacuole class.
Occasionally, a confusion between connective tissue and mouse-stroma is ob-

served. Both classes have a similar visual appearance and biological function. All
other classes (TUM, MUS, TAR, and BGR) achieve satisfying results with usually
higher precision than recall.

8.2.5 Towards Deep Learning
In this chapter, context was introduced as an increase in patch size, which in prac-

tice restraints the use of histogram features beyond a certain patch size. Alter-
natively, multiscale representations, which are present in WSIs anyway, could be
utilized to combine features from different magnifications at a very compact patch
size.
The obvious limitation of the presented study is the small patient number, with

only five WSIs. In the course of this work, the experiments were repeated with
single color features (HSV and LAB) and the relevant texture features (GLCM
and FDE) on the improved ILU-8 dataset. As a result of the increased diversity
in the data, and despite a more balanced class distribution and the addition of a
stain-normalization step into the pipeline, the performance of the classical machine
learning drops to approximately 60% F1-score. Hence, the tissue predictions are
not suited for application.
A second limitation of this patch-wise processing is the excessive computational

time. Since predictions are always made from patch (context) to a single pixel,
high resolution tissue maps are inherently expensive to compute. Thus, the typical
application follows a strided sliding window approach and yields strongly sampled
maps of tissue predictions. Optionally, these maps are interpolated to the required
resolution, with a foreseeable introduction of artifacts.
A much more sophisticated approach to achieve high-resolution tissue maps is the
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use of semantic classification. Herein, a patch is used to predict an output patch
instead of a single pixel. Depending on the setup, the prediction can have input
size, or be a cropped version to avoid artifacts at the borders. In both cases, only a
grid sampling of the input is required instead of the sliding window. Alternatively,
it could be stated that if a patch-wise prediction and a semantic segmentation use
the same strided sliding window, the semantic segmentation achieves an output
with higher resolution.
In classical machine learning, there are only few options realizing a semantic pre-

diction. However, for deep neural networks, the family of semantic classification
models exists almost naturally, as the rest of this chapter will show. The following
method heavily builds on the research previously published in [20].

8.3 Deep Learning Approach
We conclude that the classical machine learning approach of patchwise classifica-

tion with hand-crafted feature design is limited by its computational complexity
and does therefore not scale to large WSIs and WSI databases. Following mod-
ern concepts in machine learning, this work proceeds to introduce and motivate a
semantic segmentation pipeline that competes with state-of-the-art methods and
features probabilistic classification outputs for improved assessment of the segmen-
tation quality.
Switching to a deep learning approach makes it possible to leverage the capabili-

ties of graphical processing units (GPU) that have benefitted from a strong expan-
sion in memory capacity and the number of processing cores during the course
of this work. This GPU acceleration facilitates the application of large neural net-
works at a high bandwith to complex histological data and is a driving factor in
the growing influence of deep learning on the digital pathology field [117].
While digital pathology algorithms for lung cancer WSIs are not deeply covered in

literature, there is a variety of publications regarding breast cancer detection [64],
grading [96, 191], and epithelial vs. stroma classification [195]. Besides the dif-
ferences in organ, the approaches differ in the methodology, as [64] solves a binary
classification problem (versus our multi-class problem) and [96, 191] work with
ordinal data. Similar to our approach, a two-step processing involving deep learn-
ing feature generation and conventional classification is deployed in [195]. In all
four references, patchwise classification instead of semantic annotation is used,
which effectively limits the spatial resolution [96] or results in a trade-off between
network parameters and computational speed [64].
In the fundamentals in Section 2.3, semantic segmentation was established as the

prediction of an output map from an input image. Depending on the internal setup
of the network, the output map is of equal or slightly smaller size as the input.
Equal size is usually obtained if the convolutions are used with zero-padding and
the input size is a multiple of 2N , where N is the number of downsamplings the
network performs. Without the zero-padding, a few pixels around the border are
lost and the reconstruction results in a smaller image size. Compared to patchwise
processing, both versions immensely increase the computational speed and allow
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a very sparse sampling of patches from the analyzed WSI, with little to no overlap.
Established architectures for semantic segmentation are found in the fully-

convolutional network for semantic segmentation (DAGnet, [119]) and the Unet
architecture (Unet, [148]). DAGnet computes a deep feature path and concate-
nates upsampled feature-maps of various depth levels to compute the output pre-
diction at full resolution in its decoder path. Despite the excellent performance in
many tasks, it has to be criticized that the memory requirement of the DAGnet is
immense. As the feature path usually trades off spatial size against the number of
feature channels as the depth increases, the reconstruction via upsampling and in-
terpolation imposes a high memory cost. In contrast, the Unet has a very efficient
way to circumvent this. It is structurally very similar to an autoencoder, which is
extended by shortcut connections between the encoder and decoder path at every
downsampling level. This structure leads to a stepwise (re-)construction of the
output, keeping the memory requirements manageable.
In this chapter, a network structure is described, which is designed for parameter-

efficiency and computational speed, by combining paradigms from different archi-
tectures. For evaluation, the custom histological dataset ILU-8 (Section 3.5.5) is
used and the results are compared to the DAGnet and Unet architectures.

8.3.1 Method
In this section, the details of the custom network design are explained and the

design-choices are motivated. For both of our reference architectures DAGnet and
Unet, the contracting feature path is built from blocks of the pattern: double-
convolution, nonlinearity, and pooling. It is in the expanding path that recomposes
the output map that they differ. While DAGnet implements a memory expensive
upsampling to full resolution, followed by concatenation and a few output convo-
lutions as final classifier, the Unet suggests an iterative, levelwise feature upsam-
pling, concatenation, and convolution. The memory requirements of DAGnet can,
on some hardware, effect the training process by restricting the batch-size during
training, or the region-of-interest that can be classified in one iteration during ap-
plication. However, there are comparatively few parameters involved connecting
the features to the classification output. By comparison, Unet uses approximately
twice the number of parameters in the iterative convolutions of the decoder path.
Architectures that focus on efficiency usually utilize 1 × 1 convolutions as inter-

mediate layers to filter redundancies in the feature channels and compress the fea-
tures by simply providing fewer kernels than the previous layer. The opposite, to
expand the dimensions, is achieved similarly by increasing the number of kernels.
This scheme is depicted in Figure 8.3 with a residual configuration.
While 1× 1 convolutions can control the dimensionality, they do not introduce a

spatial context to the network. Hence, reduction and expansion typically embed
larger convolutional kernels 3× 3, or larger, that operate in a compressed feature
space in order to save parameters. ResNet [69] and some versions of Google’s
InceptionNet [166] deploy such bottleneck patterns:

1. a 1× 1 convolution decreases the number of features,
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Figure 8.3 Layout of the bottleneck block in a residual configuration.

2. one or more 3× 3 convolution layers introduce the spacial context,

3. a 1 × 1 convolution expands the number of features back to the original
number of channels.

Let N be the number of channels in an arbitrary input feature space. If this space
is convolved with a kernel of spatial size S × S to the equal number of channels,
the resulting number of parameters ϑ is

ϑN→N = N · S · S · N = N 2S2.

Now let C be a reduced dimensionality C < N of the intermediate compressed
feature representation according to the block pattern. This yields:

ϑN→C→C→N = N · 1 · 1 · C
︸ ︷︷ ︸

conv:1×1

+C · S · S · C
︸ ︷︷ ︸

conv:S×S

+C · 1 · 1 · N
︸ ︷︷ ︸

conv:1×1

= 2CN + C2S2

If C is now expressed differently as C = αN , α ∈ (0,1] and substituted, it can be
determined, below what factor α the compression effectively saves parameters:

ϑN→N > ϑN→C→C→N

�

�

C→αN

N 2S2 > 2αN 2 + S2α2N 2

S2 > (2+ S2α)α

0> S2α2 + 2α− S2

0> α2 +
2
S2
α− 1, with the non-negative solution

α < −
1
S2
+

√

√

1+
1
S4

.

For the most popular version of this bottleneck pattern with S = 3, a decrease in
parameters is obtained for α < 0.895, which shows that even with a very limited
contraction of the bottleneck the number of parameters can already be lowered.
However, common choices for α are {0.125, 0.25,0.5, 0.75} and lead to a much
more drastic parameter reduction.
Originally, neither DAGnet nor Unet had access to the residual learning concept
[69], which was developed to train very deep architectures. This is achieved by
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adding a bypass to each processing block, as explained in Section 2.3. Conse-
quently, the network blocks learn the residuals as a series of small deviations to an
otherwise straight and deep computational path. Problems that commonly occur
in very deep networks, such as vanishing or exploding gradients, are alleviated by
this concept. As a matter of fact, the skip connections in the Unet have a simi-
lar effect, but instead of bypassing individual blocks, the skips bypass the entire
subnetwork.
Theoretically, the activations of residual branches should be of low mean and vari-

ance. A regularization via Batch-Normalization has often been applied to ensure
this. However, an alternative approach, the scaled exponential linear unit (SELU,
[93]), has been proposed that utilizes the self-normalizing properties of a particu-
lar non-linearity. Together with L2-regularization of the network weights, this con-
tributes another way to learn a bounded distribution of residual activations, but
without contributing the extra set of parameters from the Batch-Normalization
layers. Note that SELU activations depend on the Dropout [164] derivate Al-
phaDropout [93].
With the inherent presence of Dropout layers in the network, these layers can be

utilized as a source of randomness not only as intended during training, but also at
runtime. This enables the sampling of multiple predictions with slightly varying in-
ternal feature constellations. In turn, predictions that require a specific activation
pattern will not be seen repeatedly. The idea is that these inconsistent predictions
indicate uncertainties of the network and can be used to generate a probabilistic
output that communicates a measure of confidence in addition to the class pre-
diction. It has been shown that particular regions of uncertainty correlate with
class confusions and may be used for a semi-automatic active-learning framework
[198].
Moreover, several publications in the biomedical field [32, 82, 158] found that

learning can be improved by training the network to solve more than a single task
at a time.
We will realize a simple form of this multi-task learning by utilizing the features of

the final feature extraction layer to predict the tissue distribution. This functions
as an additional motivation for the network to incorporate features representing
all classes even at the full depth of the architecture.
These considerations have given rise to the following design intentions for our

custom network structure:

• preferring residual blocks to facilitate a good gradient flow

• deploying bottleneck patterns for parameter efficiency

• inserting additional compression layers to control feature dimensions before
concatenation

• controlling parameter value ranges by regularization and self-normalizing
nonlinearities
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Figure 8.4 HistoNet architecture, utilizing various design principles found in very deep
and parameter efficient networks.

• application of multi-task/objective learning to support domain-oriented
learning

• probabilistic predictions utilizing (Alpha)Dropout at runtime

Architecture, Preprocessing and Training
As Figure 8.4 visualizes, the proposed network architecture implements two out-

put paths. The feature generating output predicts the tissue distribution in the
given input patch and the semantic network branch upsamples and concatenates
compressed feature representations at various levels of depth to generate highly de-
tailed tissue maps. Internally, the feature path comprises the described bottleneck
blocks and provides deep sequences of nonlinear operations before each spatial
downsampling.
The network’s input is a histological image patch. Samples generated from a WSI

are centered in their color distribution using the parameters for Reinhard normal-
ization [145], corresponding to their respective slide. However, to learn a stain-
invariant classification, the centered space is augmented according to the PCA stain
color augmentation, described in Section 6.2.
As loss function for the network, this work proposes to use the sum of Dice-

Distance Loss (DDL) and Categorical Cross-Entropy (CCE) for the semantic classi-
fication, plus the Mean-Squared-Error (MSE) for the tissue distribution output

L =LDDL +LCCE +LMSE, with

LDDL =
∑

i

1−
pmap,i · gmap,i

pmap,i ‖ gmap,i

LCCE = −
∑

i

Ii log(pmap,i)

LMSE =
∑

i

(pdist,i − gdist,i)
2.
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Herein, p∗,i and g∗,i denote prediction and ground truth, I is an indicator function
for the true class, and i iterates all possible classes. Furthermore, the term map is
used to refer to the semantic tissue prediction, while dist refers to the prediction
of the distribution.
Seemingly, the CCE loss influences only the true classes with the gradients com-

puted from LCCE. However, this loss is commonly used together with a softmax
output and their joint implementation, as

LCCE = −
∑

i

log

�

exp(pi)
∑

j exp(x j)

�

=
∑

i

�

−pi + log

�

∑

j

exp(p j)

��

,

reveals the coupling to all classes via the normalization term
∑

j exp(p j).

8.3.2 Evaluation
All networks were evaluated in a five-fold cross-validation using fixed splits on the

ILU-8 dataset. A manual selection of the patients per split balances the occurrence
of rare classes among all folds and ensures equal conditions for each tested algo-
rithm. Furthermore, a strict separation between the patients’ samples is enforces
for all folds. As optimizer, Adam [92] was deployed with a learning rate of 5 ·10−4,
weight-decay 10−6, and an exponential learning rate scheduling with a memory
factor of 0.985.

Baseline Experiment
Our baseline is formed by classical pipelines [25], addressing multi-class single-

label prediction in histological images. We deploy statistical moment features on
the RGB histogram [25], graylevel co-occurrence features [68], local-binary pat-
terns [175] and Tamura texture descriptors [168] combined with a variety of con-
ventional classifiers, such as support-vector machines [11, 40] and random forests
[15, 132].
As these settings require a patchwise classification, the semantic ground truth is

sampled using the median of the center pixels as target class and maintaining a
balance between classes by equalizing the sampling. In this sub-evaluation, a SVM
classifier with radial-bases function kernel, that works on the full set of features,
achieved the best results in terms of a weighted F1-score.

8.3.3 Results
As shown in Figure 8.5, all architectures achieve similar performances in terms

of classification accuracy (F1-score). The gain in performance towards classical
methods is quite significant with an increase of approximately 28% from the base-
line of 58% to F1-scores in the range 82% · · ·84%. Regarding the computational
speed, there are measurable differences with a few milliseconds advantage for the
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Figure 8.5 Results for the comparison of network architectures in terms of GPU memory
consumption (upper left), processing time (upper right), and classification performance
(F1-score, lower). Note that the classification performance was cut-off at a lower perfor-
mance of 50% F1-score.

HistoNet architecture. Significant differences exist in the memory requirements of
the networks: FCN is expectedly the most memory-consuming architecture in this
experiment, Unet takes the middle place and HistoNet ranks as the most memory
efficient network. In research, these differences do not necessarily matter, but they
can limit the bandwidth during deployment, which is yet another challenge when
large-scale analysis becomes the use-case. Moreover, HistoNet has the built-in op-
tion to draw multiple samples with randomized feature combinations by activating
Test-Time Dropout.
From the visual inspection of the predictions, particularly the tissue maps given

in Figure 8.6, we observe that the network manages to label a majority of the
tissue within great detail. The variance map reveals a noise floor at many of the
tissue transitions, predominantly at the TUM – MST border and between blood
cells/vessels and necrosis (BLC – NEC). While inaccuracies at the tissue transitions
can be expected, as it would be impossible for a human expert to provide a pixel-
accurate class label, the BLC – NEC class confusion has a systematic effect on large
tissue areas. As the variance map indicates in these regions, the confidence of the
network is rather low, as the test-time dropout leads to either necrosis or blood
cells/vessel predictions. Other erratic areas are present between the necrosis and
mouse-stroma class, but no systematic confusion is detected. Furthermore, the
variance map does not indicate uncertainty in the majority of cases of this particular
confusion.

8.3.4 Discussion
It has been shown that a semantic analysis of histological tissue is feasible with

good results and a high level of detail in the prediction.
The differences in computational speed between the architectures do not seem
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Figure 8.6 Examples of the predictions from a HistoNet. Upper and middle: excerpts of
the tiles with semantic predictions. The images show median predictions and variances
estimated from five samples in inverted colors (signal is black). Lower: after processing
an entire WSI, the tiles are merged together to obtain a tissue map and variance map of
the entire slide. The colorization is explained in more detail in Chapter 11.

much, but can be relevant, as they scale by a factor of 105 · · ·106 per WSI, and with
the number of WSIs as additional factor, when considering larger experiments. In
addition, it can be necessary to draw multiple samples per patch to utilize the
probabilistic framework, which contributes yet another scaling factor to the com-
putational time. For example, an average sized WSI with 20,000 patches and five
predictions for probability estimation is processed in approximately 15min. using
the proposed architecture on a modern GPU.
With the increasing memory available for more recent GPUs, the small memory

requirement on the HistoNet could in the future be used to draw the redundant
samples in parallel on a single GPU, effectively eliminating the additional time
factor. Essentially, this computes an ensemble prediction using probabilistic clas-
sifiers. Since the variance map, in practice, indicates relevant information with as
little as three to five samples, efficient architectures can already be deployed on
todays GPUs. For the other architectures, the memory consumption is still quite
prohibitive with the currently available GPU memory.
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Moreover, the systematic confusion of BLC – NEC, that can be identified via the
variance map, is likely the result of the initial labeling choice to annotate blood
cells in hemorrhagic areas as BLC class. Retrospectively, the often co-located cells
in necrosis lead to the uncertain class decision and cause the BLC class to represent
blood vessels unreliably. As these would be potentially relevant biomarkers for the
vascularization of the tumor, a correction for the subsequent analysis is manda-
tory. Fortunately, the visibility of this confusion in the variance map enables an
automated correction by relabeling the respective regions to the necrosis class, as
will be explained in Chapter 11 in the context of the Single Mouse Trial analysis.

8.4 Comparison and Conclusion
While the initial performance of the classical pipeline already seems to provide

a very strong F1-score, it should be noted that this result was evaluated on the
ILU-9 dataset with only a fraction of the much more comprehensive and diverse
ILU-8 dataset and considers only patch-based classification. As the assessments on
the ILU-8 dataset have shown, deep learning provides a tissue classification that
outperforms the classical approach in the classification accuracy by a 25% margin.
Our feature computation is CPU-based for the classical approach, which makes a
direct comparison of the computational speed unfair, when GPU-accelerated deep
learning is the competitor. However, while many existing frameworks provide easy
access to GPU-acceleration, an GPU-based feature computation is not (yet) avail-
able. Given the weaker performance in terms of F1-score of the classical approach,
we recommend the GPU-accelerated deep learning approach for a fast and reli-
able tissue classification. Finally, the possibility to compute a confidence measure
through Test-Time Dropout is an advantage the proposed architecture provides
compared to many other setups.
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9
Strategies for Cell Nuclei Detection,

Localization, and Analysis
Besides Hematoxylin and Eosin (HE) stained whole-slide images, immunohisto-

chemical (IHC) stains form one of the most common pathological analysis tools [2,
65, 142]. While HE characterizes tissues and is used as an overview stain, in which
the individual cells can only be assessed in a very broad sense by shape and texture
features with potential applications, e.g. [199], similar to the tissue classification
introduced in the previous chapter. IHC stains, on the other hand, reveal infor-
mation on presence, distribution, and types of immune cells through very specific
markers. Thus, IHC stains facilitate a highly detailed analysis of the immune sys-
tem activity in the specimen via a quantification of the amount of immune cell
nuclei versus the amount of non-immune cell nuclei.
In this chapter, parts of the work from [22] are included, researching the suitability

of different counting strategies, compared to an area assessment of the expressed
stain component. The deep learning approach introduces the research from [21],
exploring a deep learning based approach utilizing a virtual ground truth in order
to reduce the requirement for expert annotations.

9.1 Background and State-of-the-Art
Immunotherapy is explored in research and in first clinical trails as a promising

novel approach to treat several types of cancer that are not well responsive to
conventional radiation or chemotherapy. Instead of attempting to treat the tumor
with radiation or cytostatica – with severe side effects on the host – immunotherapy
researches ways to enable the host immune system to fight the tumor. In this
context, IHC stains are applied to visualize the interaction of the immune system
and the tumor(model).
The prevalence of nuclei counting and segmentation tasks [65, 76, 117] indi-

cates their importance as quantifying measures and for the computation of meta-
features, such as morphological features, stain-areas, or count based ratios. From
the processing perspective, the challenge of the image size is even more relevant
than in the HE WSIs, because the specificity of the IHC stain implies that for de-
tailed studies on the immune system, multiple IHC slides have to be analyzed in
sequence to detect and quantify the prevalence of immune cells.
An automation of counting tasks, however, is a very desirable goal, as it constitutes

a highly fatiguing and error prone task for humans, with a high inter-rater vari-
ability [56]. A complication of the task arises from the differing appearance char-
acteristics that IHC stained WSIs may show. Generally, dark-brown Diaminoben-
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cidine (DAB) is used as dye to highlight immune cells via an antibody, while a
counter-stain with Hematoxylin colorizes the remaining cell nuclei in blue. Overly
simplified, the image analysis task can be formulated as separating blue and brown
objects. However, depending on the antibody, the dye may bind to the proteins in
the cell nucleus, the cell membrane, or to proteins in the cell plasma.

Classical Approaches to Cell Nuclei Detection and Analysis

Many of the approaches on this subject, reviewed in [65, 76, 117], work on either
HE data [8, 95, 183] or IHC data in which the DAB compound is bound to the cell
nucleus [86, 179, 182], or do not specify a utilization of information provided by
the DAB stain [100, 188]. These methods obtain excellent results with blob detec-
tion based approaches in their processing, e.g. for a seed detection step prior to the
actual segmentation [95, 183]. For the more complex cases of cytoplasm and mem-
brane bound stain components, such an approach does not perform well, as will be
shown later on. In the related work, only two approaches [29, 94] were applied to
this stain pattern. In [29], a stain separation to identify the DAB-highlighted can-
cer regions in the image is used, followed by a regular blob detection to evaluate
the cell count. This is possible, because of a very faint DAB stain characteristic that
leaves the cell nuclei visible and countable. For our cell nuclei counting problem,
the masking effects of a pronounced DAB stain prevent a successful transfer of this
method. Furthermore, detection and localization tasks do not require a region seg-
mentation, but rather need to correctly assign the DAB stain to individual nuclei
positions in order to differentiate immune cells and general cell nuclei. In [94],
a multiplex staining technique is used in conjunction with the spectral unmixing
provided by a proprietary software. While this prevents an exact reimplementa-
tion of the method, the segmentation, based on a seed detection and evaluation
of the cell nucleus surrounding (or cell body) in the presence of other highlighted
cell or tissue features, is an approach that transfers to the cell nuclei detection and
analysis task in this work.
All of the algorithms referenced above preprocess the input images with some

form of stain separation algorithm and, more specifically, a majority applies the
stain separation introduced in [152]. Often, the subsequent application of blob
detection severely limits on the use of the method, due to the implicit underlying
model of circular or elliptic cell nuclei. However, the approach [152] and potential
alternatives, e.g. [112], also provide a way to quantify the immune response: not
by explicit object counts, but instead by quantifying the area assigned to a stain
compound.
We identify the need for improved and robust analysis tools of IHC slides, partic-

ularly the cytoplasm and membrane-binding compounds. Consequently, our con-
tribution in the classical CND approach is an area-based classification tool that can
be extended with a seed detection, which is compared to conventional counting-
based methods in the complex case of cytoplasm and membrane bound antibodies.
The advantage of area-based assessment is that no particular model of the binding
characteristics is assumed, which makes the transfer to different biomarkers easy
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Figure 9.1 Stain decomposition based on a Principal Component Analysis (PCA). The la-
bels indicate which colors are considered DAB positive (red), DAB negative (blue), and
background (green). A weakly positive class (yellow) acts as a buffer zone to the back-
ground, while unlabeled pixels appear in gray.

and robust.

9.2 Classical CND Approaches
9.2.1 Method

Destaining into the brown and blue components often is the first step in cell nuclei
analysis. From the displayed representative distribution in Figure 9.1, it can be
confirmed that a flat 2D model will describe the most important informations on
the stain components quite accurately. For example, a full 3D transformation to
the axes of a Principal Component Analysis (PCA) explains 99.65% of the color
variance with just the first two components. Interestingly, on close inspection the
first component turns out to be the gray-axis, i.e. a luminance component and
not a chroma component. Instead, both blue and brown are jointly forming the
second principal axis. The PCA and similar transforms based on singular-value
decomposition all express this characteristic. Furthermore, the 2D projection of
the principal components reveals that the separation of blue and brown component
cannot accurately be achieved by linear separation.
We resolve this restriction by learning the decomposition from a very limited
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amount of annotated data. This is possible, since the destaining is a pixelwise op-
eration and the annotation of only a few nuclei suffices to compute representative
statistics. In fact, the analysis in this chapter was conducted learning a destaining
from the single patch of 256× 256 pixels, shown in Figure 9.1.

With the intention to augment the color space, the RGB data is concatenated with
the converted color spaces HSV, LAB, and a dedicated H-E-DAB matrix decompo-
sition [152]. This augmentation has the effect of introducing various linear and
non-linear transforms, before actually applying a classifier. Similar to the kernel-
trick [11, 55], this may help to learn more sophisticated classification boundaries
with simpler classifier models. Combining these color spaces requires a normal-
ization of the different channels, as the default value-ranges naturally differ. A
mean/std-standardization is deployed to ensure a balanced influence of each chan-
nel to the learning process. The standardization is kept constant after the training –
as opposed to dynamic patch or WSI-wise computation – as it is only used to de-
termine the initial offset of the channels.

However, the concatenated color spaces will inherently contain redundancies that
still indirectly influence the balance between channels. We use a PCA decompo-
sition [11, 83, 132] to filter these redundancies, see Figure 9.2. The PCA further
decreases the number of channels, which speeds up the classification step that is
usually linear in the number of feature dimensions (color channels).

Before the application of the classifier, the input image is denoised by bilateral
filtering [176]. This filter considers spatial and color deviation simultaneously and
thereby preserves edges better than purely Gaussian denoising. We apply this filter
to reduce the amount of background structures, but also inner nuclei structures
that would lead to a noisy color classification result. However, the strong contrast
along edges between cell nuclei and image background diminishes the filtering
effect locally.

From the resulting denoised and dimensionally reduced color space, the classifier
predicts if a pixel color indicates background, Hematoxylin, weak DAB response or
strong DAB response. A weak DAB response is a backup class covering unintended
cross-reactions of the stain, e.g in necrotic areas, whereas strong DAB response
labels the intended cell nuclei, plasm or membrane bound dye. In the predic-
tions, similar results were found with a Support-Vector Machine (SVM, [40]) and
Gradient-Boosting Trees (GBT, [54]). For the SVM, the loss-penalty (C-parameter)
was optimized, while GBT proved invariant towards various hyper-parameter set-
tings. As the results are virtually the same in terms of accuracy, the SVM is preferred
for its computational speed in application.

The classifier output constitutes the proposed area measure, as reliable measures
can be derived by counting the pixels belonging to each of the classes: DAB posi-
tive, weakly DAB positive, DAB negative, and image background. This processing
pipeline is visualized in Figure 9.2.
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Figure 9.2 Learned destaining pipeline to compute a robust area measure. The input image
is already denoised by bilateral filtering and converted to multiple color channels. A PCA
then reduces the channels again down to six principal components (the pictures intensity
ranges are min/max scaled). A linear SVM classifier categorized the pixels into the four
classes.

From Area Label to Cell Count

Area measures are not as commonly evaluated in the IHC analysis as nuclei counts,
because the latter are easier to interpret. A conversion of the area labels to a
cell count is realized by computing the Euclidean Distance Transform [62] on the
Hematoxylin and strong DAB response labels. On the distance maps a local max-
imum detection is applied. We use a fast morphological approach that applies a
structural disk element with a hole at the center point. Using dilation with this
element places the maximum value from the surrounding of the current pixel at
its position. Only if the surrounding does not contain a larger element, the current
pixel is unchanged. Thus, the local maxima are identified as the pixels that have
the same value as before the dilation. To exclude local maxima that appear too
close to each other the map is dilated again with a disk of the desired minimum
distance radius size. The result runs a connected component analysis and returns
the center of gravity of each component that is not the background and the number
of components representing the number of cell nuclei.
It is to note that this Seed Detection (SD) algorithm only works, if the immune
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Figure 9.3 Conversion of area labels into nuclei count. DAB negative cell nuclei are
counted via blob detection. For cytoplasm and membrane bound stains, the DAB positive
channel is inverted to co-localize holes with the DAB negative nuclei.

cell antibody binds to the cell nucleus. In case of membrane or plasm binding
characteristics, the inverted intensities can be evaluated, as an attempt to detect
holes rather than blobs of pixels that are co-located with (blue) cell nuclei objects.
Figure 9.3 visualizes this workflow for the Hematoxylin nuclei (DAB negative class)
and the immune cell nuclei (DAB positive class).

9.2.2 Evaluation

Seed detection and area quantification are both evaluated on the CND-2 dataset,
comprising 35 images extracted from seven WSIs (patients) annotated by a
biomedical expert with seed positions at the cell nuclei centers. The annotations
distinguish between cell nuclei and immune cell nuclei objects. A subset of three
images per slide (21 in total) provides additional labels to assess the stain area. In
addition to the proposed pipelines, an adapted pipeline [182] for the free open-
source tool CellProfiler (CP) was evaluated, which operates with a Laplacian of
Gaussian blob detection [114, 115]. Furthermore, the same pipeline was deployed
with the Determinant of Hessian blob detector [115]. From the related literature,
the approach of Veta et al. [183] was evaluated, as a case of transferring an al-
gorithm designed for the HE stain to the IHC stain. This method utilizes a fast
radial symmetry transform [120] to localize the cell nuclei and proceeds with a
segmentation of the object. However, only the localization part of this approach
was implemented for our purposes.
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Figure 9.4 Example case for the benefit on linear sum assignment. The alternative nearest
assignment may cause an overestimation of false positives and negatives. Symbols and
colors: ground truth (circle), prediction (’x’), unassigned (orange), matching assignment
(green), and misprediction (red). Circles around the ground truth positions indicate the
accepted distance for assignments.

Detection and Localization Performance
In a pure detection scenario, only the number of detected cell nuclei is compared

to the true number. However, this scenario is not very descriptive as the cell nuclei
counts could result as an average of overpredicted individual cells compensated
by other missed cell nuclei. In a medical application, also the correspondences of
predictions and ground truth need to be valid. This is better represented by the
localization performance, which is measured in terms of the F1-score:

F1 =
2 · TP

2 · TP+ FP+ FN
,

wherein TP stands for true positive, FP for false positive, and FN accounts for the
number of false negatives.
This formulation requires an assignment of the predicted local positions to the

ground truth reference positions, which in itself poses a complicated problem. As
a first step, all impossible assignments are removed with a thresholded, i.e. assign-
ments that exceed an euclidean distance of half the minimum nucleus diameter
(12px). Then a linear assignment solver [103] is used to optimally combine the
remaining nuclei and resolve possible conflicting or double assignments. An ex-
ample for potentially conflicting assignments is depicted in Figure 9.4.
In addition to the F1-score, the distances between the denoted ground truth nuclei

and the assigned predictions are assessed.

Area Measure Assessment
We compare the area measures by computing the intersection-over-union ratio

(also known as Jaccard-index)

r =
F ∩ G
F ∪ G

,

where F represents the predicted area label and G is the corresponding ground
truth. Computationally, the respective binary mask for the Hematoxylin class and
strong DAB class is extracted and r is computed separately for both classes. This is
done for the proposed area prediction by classification and compared to a trained

93



9.2. Classical CND Approaches

Table 9.1 Detection results for the cell nuclei and immune cell nuclei. This table only
regards the number of predictions, not the correctness of potential assignments. Note:
Slide 2 was omitted from the computation of the average errors in case of the IC class, as the
low number of ground truth nuclei (N = 4) results in unreasonably large relative errors.

Cell Nuclei (CN) Immune Cell Nuclei (IC)

Veta et al. DoH LoG Proposed True Veta et al. DoH LoG Proposed True

Slide 1 1733 4517 4354 3227 3386 204 1365 879 359 762

Slide 2 2695 5475 5537 4636 4824 21 20 18 11 4

Slide 3 2777 4335 5176 4404 4737 34 25 23 41 13

Slide 4 2208 4404 5604 4453 5655 320 1308 1013 567 1492

Slide 5 1619 3249 4393 3677 4097 249 713 523 280 735

Slide 6 1853 5315 5313 3878 4692 302 2355 1551 789 1766

Slide 7 2407 6562 7056 5011 6215 380 2730 1973 845 2120

Avg. Error 53.9% 16.7% 12.5% 11.9% - 90.7% 41.6% 28.7% 84.6% -

Gaussian Mixture Model (GMM) and the approach of destaining [152] followed
by Otsu thresholding [141].

9.2.3 Results

In the following, the results are presented organized by the different tasks: detec-
tion, localization and area assessment.

Detection

Table 9.1 shows the cell nuclei counts for the competing algorithms. All meth-
ods predict the nuclei counts with considerable errors. Veta et al. has the highest
average errors in both NC and IC case. The Determinant of Hessian (DoH) based
approach performs average in both cases, while the Laplacian of Gaussian based
approach and the proposed method perform best on the CN class, with a slight
advantage of the proposed approach. In the IC class, the Laplacian of Gaussian
(LoG) actually achieves the best result by a large margin.

Localization

In Figure 9.5, we observe the same tendencies, this time, considering the correct
assignment of each nucleus. The radial symmetry based approach fails to reliably
localize the cell nuclei objects. Slightly better is the Determinant of Hessian ap-
proach that manages to localize CN and IC objects with median F1-scores of 68.4%
(CN) and 61.3% (IC). Laplacian of Gaussian based localization is the second best
approach in the NC class with 78.6% and first place in the IC class with 64.3%
median F1-score. In terms of CN localization, this approach is only outperformed
by our classification-based method achieving a median F1-score of 80.1%, but the
proposed approach falls short in the IC localization. However, it is indicated in
Figure 9.5e that we can easily combine the best of both worlds and utilize the
LoG-based IC detection with the superior CN localization provided by our method,
resulting in the F1-scores 80.1% (CN) and 64.6% (IC).
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Figure 9.5 Cell nuclei localization results. The plots show the distribution of the F1-scores
for the general cell nucleus (CN) class and the immune cell nucleus (IC) class: a) Ra-
dial Symmetry based localization [183], b) Determinant of Hessian based localization, c)
Laplacian of Gaussian based localization, d) our proposed algorithm, and e) a combination
of our proposed prediction for CN and the Laplacian of Gaussian based IC localization.

Area Assessment
The distributions of the intersection-over-union ratios for the two relevant classes

are shown in Figure 9.6. HED destaining followed by thresholding (’Destaining’)
does not work reliably, the respective median IoU ratios are 47.4% (DAB) and
69.4% (H). The application of a GMM already yields much better results, achiev-
ing median IoU ratios of 57.5% (DAB) and 77.9% (H). Herein, the model predicts
the label as the Gaussian component of the mixture with the most probable as-
signment (or minimal Mahalanobis distance). Finally, the proposed classification-
based method achieves the highest IoU ratios with a median performance of 64.7%
(DAB) and 84.8% (H). Both, GMM and classification-based approach, have out-
liers in their prediction. These are the result of an auxiliary class that labels ’faint
DAB stain’. While this class generally enables a better representation of the color
distribution, it absorbs the actual DAB prediction in a few cases. Technically, this
problem can be overcome by detecting strong responses in the faint DAB class with
a corresponding absence of predictions for the regular DAB class.

9.2.4 Discussion
In the detection and localization task, there is evidence that a transfer of methods

from algorithms that were intended for nuclei-binding antibodies do not translate
well to the cell membrane or plasm bound setting. This is obvious for the method
of Veta et al. and also for our own approach, judging by the performance in terms
of immune cell detection. Laplacian of Gaussian detection works well, because the
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Figure 9.6 Area assessment by intersection-over-union (IoU) ratio, comparing three ap-
proaches to estimate the DAB stain area (a), and the Hematoxylin stain area (b).

ring-like morphology of the cytoplasm and membrane bound DAB actually com-
plements the search with a LoG-kernel. The combination of the classifier-based
detection of CN objects provides a useful approach to automated cell nuclei anal-
ysis. However, classical pipelines suffer from severe error-propagations, as often
earlier steps fail to capture all relevant cases of nuclei, due to stain variability and
other influences on the appearance on nuclei objects. Additionally, dense clusters
of cells are almost guaranteed to be mislabeled, which strongly impacts the im-
mune cell class. Immune cells tend to be distributed around blood-vessels and in
stroma regions, which in themselves have a high object density.
For the issue of stain-variability the obvious resolution seems to be to apply stain-

normalization in the preprocessing. However, this is bound to fail! Most stain-
normalization algorithms are developed and evaluated on HE images. In the HE
stain, there is always a strong presence of both stain components – at least when
considering an analysis of identical tissue or specimen types, such as NSCLC PDX.
This does not translate to IHC images as the distribution of immune cells and thus,
the amount of DAB stain present in the image is not known in advance and can
be expected to vary strongly between models (of the same type). Since the IHC
images, in many cases, show extremes of little to no immune cells and many im-
mune cells, stain-normalization models that depend on these statistics cannot be
expected to reliably estimate the DAB component.
Our classification approach, on the other hand, is more robust against this varia-

tion and does not require additional normalization. Even if this learned decompo-
sition fails, the method can easily be adapted as the color classifier is trained with
very little pixel-data.
An alternative approach to the direct detection and localization of cell nuclei ob-

jects is the estimate of area that corresponds to the relevant stain components. This
method allows to indirectly infer the presence of immune cells and is independent
of the binding characteristics of the marker and is not as severely influenced by
dense clusters.
Similar to the normalization problem that depends on the presence of both stain
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components the HED destaining method with Otsu thresholding suffers from the
same issue. A fixed threshold will likely not work for arbitrary stain qualities, while
the adaptive version with Otsu’s method implicitly assumes a bimodal distribution
that is often violated in the absence of immune cells from the patch to analyze.
The GMM and SVM classification are both more robust and can be trained with

a very limited amount of data. In addition to the GMM prediction of the color
cluster, the method allows an alternative approach by predicting a probabilistic
assignment for each class and setting probability thresholds to determine the labels.
Depending on the thresholds, this allows pixels to be assigned to more than one
class, which can potentially resolve some of the detection issues in dense clusters,
where one stain component blends over another. However, the area assessment
experiment has shown that the classification method produces better results at a
notable margin that might be difficult to overcome.

9.2.5 Towards Deep Learning

Our results of the classical methods show that modeling the complex morpholo-
gies, which occur in the detection of cytoplasm and membrane bound immunohis-
tochemical stains, is still very challenging and not well captured by common cell
nuclei detection and segmentation methods. With the implicit modeling in the mil-
lions of parameters provided in neural networks, there are much higher chances
to train a suitable, well-performing classifier.
Deep networks of the CNN family are already proposed to approach cell nuclei

detection and analysis tasks [117]. Among the first works to deploy deep neural
networks is the mitosis detection in [37], utilizing 13-layer and 11-layer convolu-
tional networks. As for the classical CND methods, many approaches are designed
and evaluated on HE datasets, e.g. [85, 163, 184, 194, 197, 199]. The proposed
networks and training frameworks achieve excellent results in cell nuclei detec-
tion and segmentation tasks with different CNN architectures. For example, an
AlexNet derivate for small-scale patches is used in [85] and in [197], the authors
propose a stacked sparse autoencoder network, while [136] decide for the deploy-
ment of Unet [148] and DAGnet [119] architectures. A notable observation is the
agreement in [99, 136] and [193] to formulate the task as a regression problem,
as suggested in [111], with a learning objective based on the distance to the next
ground truth nucleus. As some of the methods, e.g. [194, 199], include a classifica-
tion of cellular subcategories, we have reason to assume that the desired detection
of IHC cell nuclei and their simultaneous classification as either normal cell nucleus
or immune cell nucleus can be realized with similar approaches.

9.3 A CycleGAN-based Approach utilizing Virtual Ground Truth
Deep learning, as a data-driven method, shifts the complexity of the problem to

the generation of a large amount of ground truth data. However, budgets on time
and money often hinder the creation of large datasets or restrict the available qual-
ity of labels. The concept of generating virtual ground truth allows to reduce or
circumvent this issue.
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With recent developments in neural network training techniques, adversarial net-
works [58] have become increasingly popular. Adversarial training deploys a gen-
erator network to create artificial samples that appear realistic, by learning to ’fool’
a corresponding discriminator network.
An example of this training is found in [160], in which the authors train the gen-

erator to create samples of the IHC marker Ki67 (a nuclei bound antibody used
to measure cell proliferation). The generator learns to translate from an artifi-
cially generated ground truth mask into background structures, cell nuclei objects
(Hematoxylin blue) and proliferating cell nuclei (DAB brown). For this kind of
training, user annotations are mandatory. Also, the transition this network learns
is likely not very complex, as the antibody is nuclei bound. Basically, all the gen-
erator has to learn is to restain the mask label for CN in blue, the mask label for
IC in brown, and then apply some smoothing filters to realistically blend over the
transitions. This ensures a low risk to confuse the classes.
A slightly more advanced method is the Cycle-Consistent Adversarial Network (Cy-

cleGAN, [203]). Herein, images are translated between a domain of origin and a
target domain. Also, this framework completes the cycle by translating back to
the original domain and enforces consistency between the original sample and
the forward-backward translated sample. CycleGANs constitute a well-performing
method for unpaired image-to-image translation. This implies that there is no di-
rect correspondence between the images of each domain, but rather a loose trans-
lation of appearances enabling unsupervised training, or the utilization of synthetic
labels.
In [123], the CycleGAN is used to generate synthetic HE images from artificial

binary ground truth maps. In this task, the network has to learn to generate real-
istic looking histological (Eosin) background and place cell nuclei objects (Hema-
toxylin) at the positions denoted in the mask. For a multi-organ cell nuclei segmen-
tation, the work proposes the use of multiple CycleGANs, each for a translation to
a different organ. However, due to the binary nature of their task formulation, this
method is unlikely to handle multi-class problems well.
Another example of CycleGAN translation in the histological domain is the stain

translation introduced in [57], where the authors transform from very different
stains to the PAS stain to deploy a classification network that has been trained on
the PAS domain. In a way, this makes virtual use of the PAS ground truth in the
other domains (= stains).
In practice, the success of the learning depends on whether the networks manage

to learn the correct correlations of objects from the training data, or not. In [57,
123] these correspondences are relatively easy to establish, as they mostly form an
adaptation of color [57] (with only minor structural changes), or a strong corre-
lation between the mask and image [123]. In contrast, the generation of realistic
cytoplasm and membrane bound characteristics is more challenging, as there are
multiple ways for a generator network to create realistic looking images that would
violate the synthetic ground truth. Therefore, synthetic ground truth generation
with multiple classes (cell nuclei and immune cell nuclei) is a lot like asking for a

98



9. Cell Nuclei Detection

paired image-to-image translation without providing any pairs.
Based on the work published in [21], the following section explains an algorithm

to enhance a basic simulation for cell nuclei and immune cell objects with a Cycle-
GAN by formulating a transform consistency loss as a replacement for the pairing.
In a more general perspective, the transfer loss aims to enable the utilization of
CycleGANs in the category of multi-class domain transfer problems. The resulting
enhanced simulation is used as an augmentation together with the CND-2 dataset,
but can even achieve a good detection performance of nuclei objects without any
expert labels. In different constellations, it is evaluated how the amount of training
data effects the detection quality of cell nuclei and immune cells.

9.3.1 Method
Advancing the ideas in [123, 203], a basic simulation model is built and a Cycle-

GAN is deployed that enhances the simulation into more realistic images of tissue.
This enhanced simulation then augments the training of a Unet classifier which
predicts

1. marker positions of cell nuclei (CN),

2. marker positions of immune cell nuclei (IC),

3. nuclei contours, and

4. image background.

Basic Simulation Model
IHC images are synthesized patchwise according to the following routine:

• Brightfield-microscopic background is simulated by iteratively adding shot
noise and applying a strong Gaussian blur to an otherwise average white
background.

• Based on randomized grid positions, nuclei objects are placed with varying
opacities. This models different z-planes of the nuclei. Herein, a nucleus is
initially modeled as a circular disk with random radius R ∈ [18,32], sampled
from a uniform distribution. A random transform allowing stretching and
rotation shapes the disk into an arbitrarily oriented ellipse. Moreover, noise
is added to mimic inner nuclei structures.

• If an immune cell is generated, the morphological gradient around the ellipse
is colorized brown.

• Finally, a random elastic transform is applied, which is recommended for
Unet training [148].

Corresponding ground truth image channels are generated by placing a small disk
at the nuclei positions. Herein, the immune cell class is treated as additional prop-
erty of a cell nucleus. Hence, all immune cells have a label in the cell nucleus
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Figure 9.7 Samples showing the virtual ground truth (top row), the basic simulation (sec-
ond row), a CycleGAN-enhanced simulation trained with an MSE loss (third row), and a
CycleGAN-enhanced simulation trained with the proposed controlled loss (bottom row).
Only the proposed loss manages to establish the desired correspondence between the syn-
thetic ground truth and the CycleGAN-enhanced samples, which enables the use of these
quasi-pairs for augmentation.

channel, but not vice versa. The nucleus boundary is computed as the morpholog-
ical gradient around the simulated object and everything else is considered back-
ground. We refer to this as our basic model and samples drawn from this model
are depicted in the first rows of Figure 9.7, along with the synthetic ground truth.

CycleGAN Enhancement

CycleGAN is a method that uses four different subnetworks to perform an unpaired
image-to-image translation. Two transformer networks map images between the
domains of the basic simulation S and the domain of real-world data R. FS2R is
the forward mapping from S to R and GR2S is the backward mapping. Additionally,
the two discriminators DS,DR predict the likelihood of a fake image sample. All
components are displayed in Figure 9.8 together with the data-flow that leads to
the loss contributions, which will be explained later.
The fact that the images are unpaired, enables us to deploy the CycleGAN method

in the first place, as there is no corresponding real-world images to the simula-
tioned samples. However, this implies that the network has various degrees of
freedom to change and manipulate the image during the transformation, which
can potentially endanger the use of our synthetic ground truth. Usually, the dis-
criminators are adjusted to ensure realistic images. However, since multiple classes
(cell nuclei and immune cells) are present and the discriminator does not have the
ground truth information (image pairs exist only for the simulations), the network
has multiple ways of producing images that look realistic to the discriminator, but
are wrong according to the ground truth, see Figure 9.7 (third row) for a simple
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Figure 9.8 CycleGAN setup, data flow, and loss computation, are shown with the cycle-
constistency losses LC , the identity losses LI , and the discriminator losses LD in their re-
spective domain [203]. Additionally, a transform-consistency loss LT is proposed that re-
stricts the generators FS2R,GR2S to produce similar images. FS2R is later on utilized as
augmentation network to train a Unet for the CND task.

graphic example with a standard MSE loss. Thus, even subtle and realistic appear-
ing transformation can render the synthetic ground truth useless.
Compared to the general unpaired image-to-image translation problem, the use

case here has the advantage that the source and target domain – basic and en-
hanced simulation – are similar to each other by design. Therefore, this work pro-
poses a translation consistency loss that alleviates the problem by linking source
and target domain, while still allowing minor manipulations to take place.
From the CycleGAN specifications [203], the three original loss contributions LC ,
LI , and LD are provided. First, the cycle-consistency loss LC , following the black
arrows in Figure 9.8,

LC = ||FS2R(GR2S(R))− R||1 + ||GR2S(FS2R(S))− S||1,

with the images from simulation (S) and real (R) domain. This loss imposes a
cost for a mismatch after transforming the image from source to target, back to
the source domain, and vice versa. Second, the identity loss LI , following the red
arrows in Figure 9.8,

LI = ||FS2R(R)− R||1 + ||GR2S(S)− S||1,

which imposes costs of the transform of an image to its domain of origin, and third,
the discriminator loss LD, computed from the discriminator decisions in Figure 9.8,

LD = ||DR(FS2R(S))− lS||2 + ||DS(GR2S(R))− lR||2,

to impose a cost on images that can clearly be distinguished as fake to the respective
domain. Note that this loss is realized by randomly mixing images from the original
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and translated domain, as indicated by the switches in Figure 9.8. The final loss is
the weighted sum of all contributions

L = λC LC +λI LI +λD LD +λT LT ,

with the weights λi as degrees of freedom or hyperparameters and LT is our pro-
posed transform consistency loss, denoted by the green arrows in Figure 9.8:

LT = αMSElog(FS2R(S), R) + βMSElog(GR2S(R), S),

wherein MSElog is the mean-squared-error computed from its logarithmic argu-
ments and the parameters α,β are additional loss weights.
The logarithm in the MSE is a design-choice that emphasizes signals in brightfield

microscopy and is connected to the Beer-Lambert model [12] that has applications
in modeling the staining process [152]. In our experience, the loss contribution
MSElog(GR2S(R), S) with the weight β does not have a critical influence on the sys-
tem. It models a consistency for the transform from the enhanced simulation back
to the basic model, which is not of particular interest for the later use and thus,
might only have indirect influence on the cycle-consistency. Therefore, a small
constant β is sufficient. In contrast, a constant choice for the parameter α intro-
duces the dilemma of constraining the change to the image that is actually desired:
we want to improve the realism of the simulation, but not at the cost of effecting
the ground truth correspondence in the nuclei class. Cell nuclei and immune cell
objects need to appear with consistent location, class and free of artifacts, such
as splitting, object shadows, or even the appearance of random new nuclei-like
objects.
To control the learning behavior, a proportional feedback is implemented which

adapts the weight α to influence the contribution of the MSElog(FS2R(S), R) loss
term dynamically:

K =MSElog(FS2R(S), R)
α=max(αref + A(K −Φref),αmin),

with the reference loss Φref, reference contribution αref, minimal loss contribution
αmin and amplification A. This feedback leads to an oscillation of α around the
reference αref, while the minimal loss contribution αmin ensures a positive contri-
bution. The parameter Φref defines the according reference loss and together with
A determines how aggressive the loss is modified. Our rational behind the use of
this formulation is that the reference point for the loss and loss contribution can be
used to set the amount of acceptable change in the image. For this work the set of
parameters {αref = 5.0,αmin = 0.5,Φref = 0.015, A= 20} was found by visually in-
specting samples of FS2R(S) from a first training, in which the according values of
LT for realistic and unrealistic samples were recorded and inspected. This choice
is empirical, but has proven its effectiveness.
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9.3.2 Evaluation
To evaluate the method, the CND-2 is used, which provides five regions-of-

interests from each of seven immunohistologically stained whole-slide images. In
the corresponding ground truth, markers for the cell nuclei and immune cell nu-
clei denote the nuclei centers. Note that no ground truth information on the nuclei
boundaries are provided.
We evaluate multiple scenarios to assess how the simulation and enhanced simu-

lation influences the learning performance:

1. Simulation Only (SIMO) This scenario evaluates a Unet trained on the ba-
sic simulation and compares it to a Unet trained on the CycleGAN enhanced
simulation. The full dataset is used for testing, exclusively.

2. Leaving-One-Out Cross-Validation (LOOCV) evaluates the opposite of the
first scenario. We make maximal use of the CND-2 dataset utilizing images
from six WSIs as training data, while the seventh WSI is used for testing.
Additionally, the use of an exclusive training on real-world data is compared
to a training that uses the enhanced simulation as augmentation.

3. One-Versus-Rest Cross-Validation (OVRCV) finally evaluates a minimum
use of real-world training data together and without augmentation. Only
images from a single slide are used in training and the remaining six slides
form the testset.

Throughout the training the number of samples per epoch is kept constant in or-
der to guarantee that the only influence of the scenario is the composition of the
training data between real and synthetic.
The performance is assessed by the F1-score. Herein, a true positive is defined as

a correct prediction within a 12px radius around a labeled nucleus, a false positive
is a prediction outside this tolerance or multiple predictions in the same radius,
while a false negative is counted if no prediction falls inside the tolerated radius
around the ground truth positions.

9.3.3 Results
In the SIMO scenario, where only simulated data is used to train the networks,

we observe a significant difference in performance between the basic simulation
and the CycleGAN enhanced simulation model. Figure 9.9 reveals an increase in
the mean F1-Score for detection of all cell nuclei, i.e. cell nuclei (CN) and immune
cell nuclei (IC), from 73.6% to 82.9%. While the detection of subgroup of IC is
rather weak in both cases, there is a notable 12% margin in favor of the enhanced
simulation.
The OVRCV scenario, see Figure 9.10 (left), models a training situation in which

the access to labeled data is very limited, which is typical for medical image analy-
sis. Here, the augmentation leads to an improvement in the F1-score from 82.9%
to 85.4% (CN) and from 42.3% to 67.0% (IC). On the other hand, the LOOCV sce-
nario, see Figure 9.10 (right), has the best achievable training conditions in this
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Figure 9.9 Results of the SIMO scenario. We observe that the GAN augmentation (right)
is far superior than the basic simulation (left) alone.

experiment, with plenty of real-world data to train on. Here, the F1-score reaches
88.8% (CN) and 79.2%, when using purely real-world data. If the enhanced sim-
ulation is used in conjunction, there is a slight drop in performance to 88.1% (CN)
and 76.8%.
For the slides two and three in Figure 9.10 (OVRCV, w/o GAN), we observe a poor

performance in the IC prediction, as these slides suffer from a severe underrep-
resentation of immune cells. Including the enhanced simulation as augmentation
increases the mean from approximately 17% to 60% in slide two and from 51% to
69% in slide three. Additionally, looking at the slides with numerous IC such as
four, six, and seven, it is to note that the performance is very close to the observed
maximum performance although only a fraction of the real-world data is used in
training. Examples of the prediction from different Unet detectors are shown in
Figure 9.11.

9.3.4 Discussion
Enhancing a basic simulation model with unsupervised domain transfer proved

to be a viable method for training from virtual ground truth in a cell nuclei de-
tection task. Our technical contribution in form of a transform-consistency loss LT

ensures the similarity and class consistency between synthetic ground truth and vir-
tual histological tissue. Through augmentation with this enhanced simulation, the
annotation workload can drastially be reduced and in the extreme case of purely
synthetic training may even work without any expert supervision. For medical im-
age analysis, the real-world data-driven training with sufficient amounts of expert
labeled ground truth is preferable, due to the improved results. However, the ex-
pert free (purely synthetic) training can help to accelerate the labeling process by
pre-generating label predictions for semi-automatic annotation that only requires
the expert to correct mispredictions. Notably, the training on synthetic data leads
to a reliable detection of CN, which are the class with dominant occurrence in IHC
images, while the IC are the class of interest. Hence, the pre-generation of labels
alleviates the task of extensively labeling background information.
At first glance, the notion that the inclusion of the augmentation model weakens

the performance of the LOOCV scenario seems odd. However, the use of augmen-
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9.4. Classical versus Deep Cell Nuclei Analysis

Real-World Data Purely Synthetic LOOCV w/ GAN OVRCV w/ GAN

Figure 9.11 CND predictions of Unets that were trained in the different scenarios: all CN
are marked in the red channel, IC are additionally highlighted in the blue channel (result-
ing in magenta). The prediction of the contours (in green) was exclusively learned from
the synthetic ground truth samples through the augmentation, as the real-world dataset
does not provide these annotations.

tation within the boundaries of training a model on the same number of samples,
means that instead of 100% real-world data, the model has now seen 50% data
from the simulation model. The observed performance decrease can be explained
as the model-error that is introduced by the augmentation. Furthermore, note that
in practice, it is usually unknown how well the dataset covers all possible samples
that may be encountered in an application. As the performance is only effected by
a decrease of−0.7% (CN) and−2.4% (IC) in the representative scenario, while the
effects are much more severe, with −2.5% (CN) and −24.7% (IC), in the under-
represented OVRCV scenario, the potentially stabilizing influence of a good model
in our opinion outweighs the risk of model-errors.
Additionally, we can observe in Figure 9.11 that the trained models are capable

of predicting the nuclei contours quite well, despite the fact that they were ex-
clusively provided by the synthetic ground truth. Although this implies that the
segmentation quality cannot be assessed quantitatively at this point, there appears
to be an extra benefit in the utilization of the simulation model.
If only limited amounts of training data are available, the use of an enhanced

simulation model helps to stabilize the training results, particularly, if underrepre-
sentation of a class is expected. Our proposed transform-consistency loss together
with a basic simulation model allows to apply this technique in multi-class sce-
narios. For the setting of meta-parameters regarding the loss-weights, a simple
empirical method was introduced.

9.4 Classical versus Deep Cell Nuclei Analysis
Comparing the best results from the classical and deep approach to cell nuclei

analysis, we conclude that the classical method, with F1-scores of 80.1% (CN) and
64.6% (IC), is outperformed by the deep learning workflow, which achieves scores
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9. Cell Nuclei Detection

of 88.8% (CN) and 79.2% (IC). As initially motivated, this difference is likely due
to the increased capacity of neural networks to model complex patterns of cyto-
plasm and membrane bound antibody stains based on the training data. Classical
methods implicitly constrain the detection by assumptions about the morphology
of a cell nucleus or its surrounding that not necessarily captures all relevant cases.
However, the black-box nature of deep learning approaches makes it difficult to
analyze the exact differences. With improvements of 8.7% in the CN class and
14.6% in the IC class, the benefit of deep learning is substantial, despite the lack
of transparency, regarding an understanding of the learned model. In a general
machine learning perspective, the proposed transform consistency loss has proven
that a transfer of domains with CycleGAN can be realized for multi-class problems
with corresponding ground truth.
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Multimodal Cell Nuclei Analysis

The re-occurrence of cell nuclei analysis tasks across different modalities, which
also refers to the various stains, motivates the implementation of a domain switch
for deep neural networks, enabling a re-weighting of convolutional kernels in a
network in order to adapt to the input domain. This incorporates multi-modal tasks
into a single, domain-spanning network. While actually no significant benefit can
be proven in terms of performance in the cell nuclei detection, measurable gains
are achieved in other applications, namely, facial landmark detection in grayscale
and thermal infrared images. However, this result indicates that state-of-the-art
neural networks are already capable of learning stain-independent features. This
chapter presents research that was previously published in [18].

10.1 Background and State-of-the-Art
For many categories of problems a common task across different imaging modali-

ties can be identified, which also applies to cell nuclei analysis. Particularly, we are
interested in counting, localizing or segmenting cell nuclei independently from the
used stains or recording modality, such as brightfield or fluorescence microscopy
(FLM). Despite the variation in appearance, the overall task remains the same and,
oversimplified, it could be stated for different common stains that:

• In HE, a blob detection with violet blobs on a pink background is per-
formed [104].

• In IHC stains, a blob detection with blue on white/gray background is per-
formed, with an optional brown blob detection for the immune cell class [22].

• In FLM, a conventional blob detection of white on black is required [127,
180].

Of course, the task of detection can arbitrarily be replaced by the other potential
tasks counting, localization, or segmentation, amongst others. Examples of each
modality are shown in Figure 10.1.
An additional example for such a modality overarching task is found in facial

landmark detection, between the RGB-converted grayscale domain [155–157] and
thermal infrared images [97, 98] that have been explored as an option for emo-
tion classification and stress-assessment under medical conditions [97]. In both
domains, the appearance is quite different, but the shapes of faces and the po-
sitioning relative to important image landmarks such as edges and corner points
share similarities, see Figure 10.2 (left).
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10.1. Background and State-of-the-Art

Figure 10.1 Samples from the HE (left), IHC (middle), and FLM (right) domain. The
upper row shows the images, while the lower row displays the ground truth.

Figure 10.2 Samples from the facial landmark detection set (left) comprising gray-
converted former RGB images and images in the thermal infrared domain. Additionally, a
sample from the BraTS dataset (right) is shown.

A third example is the BraTS challenge [6, 129], in which tumor areas in MRI scans
of different institutions are predicted, see Figure 10.2 (right). The different scan-
ners of the contributing institutions require the network to learn a harmonization
of the input data, which can be interpreted as a mild form of domain adaptation.
Herein, domain represents the institution or, more precisely, the various scanners
and settings.
In all examples, there is a common subproblem to solve, with contributions from

different domains that are known at runtime. We hypothesize that learning from
multiple domains can improve the performance compared to single-domain net-
works as this has the potential to learn more general features than the specialized
networks.
This hypothesis relates to the categories of domain-adaptation and multi-task

learning. Domain-adaptation is a subproblem in transfer learning and attempts
to transform the data, features or networks in a way that leads to a success-
ful reuse in a similar related task [43]. The stain-translations in [57] and our
stain-normalization proposed in [24] (Chapter 6) fall into this category, as well as
domain-adversarial training concepts [58, 105]. An important concept in domain-
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10. Multimodal Cell Nuclei Analysis

adaptation that more closely relates to the approach proposed in this work, is the
sharing of weights between networks for different domains. Herein, both architec-
tures train parameter sets that are (partially) the same. However, a regularization
is typically used to encourage the learning of a closely related latent representa-
tion [43, 165].
Weight sharing is also a widely approach in multi-task learning, e.g. in [82, 89,

143]. A weakness in the concept of weight sharing and domain adaptation, as
realized in the above methods, is that still each domain requires an individual net-
work for each domain or an auxiliary network to perform the domain translation.
Solving different – yet related – tasks with a single network has shown to provide
benefits for the training and performance of neural networks and several classi-
cal approaches [82, 89, 143, 151] and can be seen as a more simple, competing
approach.
For the task of cell nuclei analysis, both concepts are intertwined, as different re-

lated outputs (nuclei positions, immune cell presence, and contours) are predicted
from a variety of input domains (HE, IHC, FLM). According to these outputs, the
analysis is formulated as a task of cell nucleus localization and contour segmen-
tation, for all three modalities, while in the case of the IHC stain an additional
classification into immune and non-immune cell nuclei is considered. The other
two tasks of facial landmark detection and cancer region segmentation are multi-
domain, but single-task problems.
Our novel approach is to enable the network to re-weight the convolutional ker-

nels based on the domain. The weights are learned along with the rest of the
parameters and the potential utilization of filters in multiple domains make ours a
very parameter efficient and flexible approach.

10.2 Method
We wish to enable the network to distinguish domain-specific and common fea-

tures by applying a learnable weight to each convolutional kernel. These new
weights are selected based on the domain during training and application.

10.2.1 Domain Switch Layer
We define a novel domain switch layer as follows: For a task with D domains, a

convolutional layer with C channels is extended with an additional domain-weight
matrix M of dimension C ×D. As additional input, the layer requires a one-hot en-
coded vector d indicating the domain. The domain-weights h for a specific domain
can then be selected by a simple matrix multiplication h = M · d. Finally, these
domain-specific weights are applied to the convolutional kernels W and the biases
b:

Ŵ=Wc ◦ hc

b̂= bc ◦ hc.

Herein, the domain-weight of channel c is broadcast to all other dimensions of
the convolutional weights W. This corresponds to an element-wise multiplication
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10.2. Method

Figure 10.3 Our proposed domain switch applies domain-specific weights M to the param-
eters of a standard convolutional layer W,b. The input d selects the domain.

similar to the Hadamard-product for matrices. The actual convolution of the layer
is carried out using the re-weighted parameters Ŵ and b̂. It is to note that for
the usual mode of batch-processing, an iteration over the batch dimension will
be required, since a batch is typically composed of multiple domains. Moreover,
the dimensionality of the underlying convolution has no influence on this com-
putation. Consequently, this approach translates to 1D,2D, 3D, . . . , ND problems.
Figure 10.3 visualizes the flowchart of the domain switch.

10.2.2 Network Structure

Depending on the perspective that is taken on the multi-modal problem, the do-
main switch can fulfill different roles in a neural network architecture. We intro-
duce two main concepts:

If the variation between domains is unknown or abstract, the network is endowed
with the maximum capacity of switches, i.e. all convolutions are implemented as
domain switches. In practice, this may lead to a rather slow training due to the
necessary iteration over the batches. However, many architectures utilize multiple
subsequent convolutions in a block structure. A switch can be installed in each
block, as a compromise, see Figure 10.4 (lower).

Alternatively, if the domains are expected to be closely connected and to have very
similar features, the domain switch can be implemented only in the first network
layer, basically acting as a learnable preprocessing, see Figure 10.4 (upper).

10.2.3 Initialization and Training

Due to the multiplication operation in the domain switch, the initialization of
the domain-weight matrix M has to avoid zero values, as these would immediately
prevent any gradient computation for learning. Hence, an initialization with a low-
variance Gaussian distribution centered around one was chosen. During training,
two settings are applicable: 1) training all parameters jointly, or 2) pretraining by
keeping M constant and finetuning in a subsequent phase.

To combine datasets with different sets of labels, the following loss function to
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Figure 10.4 Upper: preprocessing configuration, allowing for a domain-adaptation in the
first layer only, lower: full domain switch configuration with switching layers all through-
out the network.

accumulate all provided annotations is proposed:

Lacc =

∑

b

∑

c I(b, c) ·wc f (P, T )
∑

b

∑

c I(b, c)
+λµ̄P ,

where b ∈ {0, . . . B − 1} and c ∈ {0, . . . C − 1} iterate over the batch of size B
and the classes C , respectively. The indicator-function I(b, c) is keeping track if a
class label is provided for a sample and f (P, T ) is a regular loss function between
prediction P and target T , e.g. a binary cross entropy loss function in case of a
multi-label classification problem. Note that in cases where I(b, c) indicates zero,
i.e. label absence, the computation of f can be skipped. To balance the influence of
rare labels on the computation, the class weights wc are used. Additionally, it was
observed that it is beneficial to add a general cost across all predictions µ̄P , i.e. the
mean of the network output, with a small weight of λ (= 10−5), which draws the
predictions towards zero. This encourages the network to predict only what the
ground truth demands and in turn reduces artifacts in the prediction.

10.3 Evaluation
In the following, three experimental setups are introduced to assess the perfor-

mance of the domain switch.

10.3.1 Cell Nuclei Analysis
For the analysis of cell nuclei, a HE dataset [104] is combined with IHC data

from the CND-2 set and FLM data [127, 180]. As the CND-2 dataset does not
feature exact contour labels, the edges of the stain-area background label are used
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10.3. Evaluation

as artificial cell nuclei contour. In the FLM data, contours are only labeled in the
ground truth of the simulated samples, which constitute approximately 33% of the
dataset. As the sizes of the individual set differ, an epoch is defined by a fixed
number of samples (N = 6400) and sample from each set with equal probability.
Moreover, the proposed architecture is compared to standard Unets trained either
on all domains at once, or specialized Unets trained on the individual domains,
to obtain a baseline for the evaluation. Unets are used as basis of the domain
switching architectures as well. The first version uses domain switches along the
full depth of the architecture (DSnet, lower Figure 10.4) and the second realizes
the architecture with preprocessing in mind (PPnet, upper Figure 10.4).
All networks have similar capacity in terms of the number of training parameters

and are trained with Adam (lr = 0.0005, weight-decay = 10−6) for 70 epochs
using the proposed accumulated loss Lacc. The networks predict: a) fore- and
background, b) cell nuclei boundaries, c) cell nuclei centroids, and d) immune cell
centroids. For performance assessment, the four cases use: a) the Dice-Coefficient,
b) the Dice-Coefficient, but with a two pixel wide tolerance around the ground
truth and the predictions, c) and d) the F1-score 2·TP

2·TP+FP+FN , wherein predictions are
counted as true positives (TP) if they fall within a distance of 12px (empirical) of a
ground truth nucleus, while additional prediction in the same proximity count as
false positives (FP) and entirely missing predictions in the ground truth distance as
false negatives (FN). A six-fold cross-validation with randomized splits is repeated
three times to compute statistically valid performance estimates.

10.3.2 Facial Landmark Detection

For the detection of facial landmarks a dataset is merged out of two separate
datasets: thermal infrared [97] and the grayscale images [155–157] composed
of HELEN (training), LFPW (validation) and 300W (testing). We train the same
VGG-like network as proposed in [98] and compare the performance to the same
network trained simultaneously on both domains and a similar network in which
the first three convolutions are replaced by domain switching layers. We use an ex-
tract of 2,000 images from both datasets for training (referred to as large dataset),
as well as a second subset comprising 400 images (small). All networks are trained
with Adam (lr = 0.001) and on-plateaus scheduling (decay-factor = 0.1) for 200
epochs on images normalized into the range of [0, 1]. As performance measure, the
average Euclidean distances from predictions to the corresponding ground truth
landmarks is used. A fixed set of images, 600 grayscale and 500 thermal infrared,
is used for testing throughout the experiment.

10.3.3 Tumor Segmentation

We employ data from the BraTS 2018 [6] training data set including 285 cases
(210 high- and 75 low-grade glioma) to evaluate a 3D segmentation problem. The
complete BraTS data originates from 19 institutions over the globe with various
MRI scanners. However, ground truth labels with clear correspondence to insti-
tutions are only available in eight cases. These eight institutions account for 244
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10. Multimodal Cell Nuclei Analysis

cases, which are used in this experiment. Using a 3D-Unet as architecture, a five-
fold cross-validation is performed, featuring 28 channels at the highest level. For
the domain switch network, the modifications are applied, as depicted in Figure
1b. Again, the training is based on Adam (with lr= 0.0001, weight-decay= 10−5),
optimizing a Dice-loss objective over 100 epochs. A scheduler adapts the learning
rate according to lrn = lr · (1 − n

N )
0.9 [133], where n is the current epoch and N

the total number of epochs. We choose a fixed input size of 128x128x128 voxels
and a batch size of two. During training, four such patches are cropped out of
each MRI scan. Performance is then assessed in terms of the Dice-Coefficient be-
tween predicted and ground truth segmentation mask. Since the state-of-the-art is
to train networks on all available data, the single-domain version is omitted from
this experiment.

10.4 Results
All results are summarized in Table 10.1. Regarding the formulated hypothesis

that learning from multiple domains improves the network generalization, only the
Facial Landmark Detection task shows a positive influence of the domain switch-
ing architectures. For the large Facial Landmark dataset, DSnet is on par with
the network that specializes on the single domain IR data and comes close to the
performance in the grayscale domain with slightly increased mean, but less vari-
ance. On the smaller dataset, DSnet – utilizing the domain switches throughout
the network – achieves a superior performance compared to the other networks.
The differences measured in the cell nuclei analysis task and the BraTS challenge

are not statistically significant (T-test). One exception exists in the single-domain
Unet, which in some cases outperforms the other networks by a small margin.
While specialized networks may in general be expected to achieve good perfor-
mance, we were surprised to find that the overall difference in performance is
very small. Particularly, the multi-domain Unet performs often very similar to the
networks that have access to explicit domain information.

10.5 Discussion
In this chapter, the networks were provided with approximately the same capacity

in terms of parameters across all settings. For networks that deal with multiple do-
mains, it can be argued that a higher number of flexibility is required to match the
performance of the single-domain networks – as the single-domain network has
effectively D (number of domains) times more parameters to work with. However,
there are no mathematical models to assess how the number of parameters trans-
lates into capability to represent complexity, raising the question: How much more
is fair? We have no answer to this question. Instead, it is worth to consider the
roles of the different networks for the experiment: single-domain networks repre-
sent models with a high capacity and specialization, compared to the all-domain
Unet, DSnet, and PPnet, which potentially have to compromise on their parameter
space for the benefit of handling multiple input domains. In this context it is to
note that the additional parameters from all domain-weight matrices together are
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10. Multimodal Cell Nuclei Analysis

a negligible contribution: < 5% (DSnet) and << 1% (PPnet).
The quantitative results raise the question whether the difficulty of multi-task

learning in case of the scanner harmonization and the cell nuclei analysis has been
assessed correctly. In the BraTS challenge, it appears that the scanner harmoniza-
tion can be learned implicitly by the model and does not require auxiliary input
to do so. State-of-the-art methods usually address scanner differences and inter-
patient variance together through normalization and bias-field correction in the
preprocessing.
In contrast to the brain MRI data, where differences are difficult to assess visually

for human observers, the various cell nuclei stains appear quite different. However,
this does not necessarily mean that the nature of a theoretical mapping from one
stain to the other must be complex. Basically, learning – potentially redundant –
projections on the various common image colors and stain components: white, vi-
olet, pink, blue, brown, and accumulating suitable feature channels could already
enable the network to transform the input into a stain- and therefore, domain-
independent latent representation. The PPnet, which was introduced as such a
mapping for preprocessing the data, achieves a performance that is, in most cases,
closer to the single-domain Unet than to DSnet or domain-overarching Unet. This
observation may be an indication to support the hypothesis that a uniform repre-
sentation can be achieved in the first layers (keeping in mind that the individual
performance measures do not vary significantly).
A main difference between grayscale and thermal infrared images is the lack of

texture information in the latter. Thus, it is reasonable to assume a more complex
dependency between the two domains, which could explain why DSnet outper-
forms the Unet and, in case of the small dataset, even the single-domain networks.

Relevance to the Histological Domain
At first glance, it may seem odd to include a chapter on a failed attempt to im-

prove cell nuclei analysis into this thesis. Framing the results slightly differently,
it can be concluded that networks without direct information of the particular do-
main, i.e. standard Unets, perform well in cell nuclei analysis. While the stains
appear very distinctly in human perception, the differences seem less relevant for
the learning algorithms. This complements to the results from Chapter 6, where it
was concluded that with deep neural networks robustness against (stain)variation
should be incorporated by augmentation rather than normalization. The ability of
networks to solve multi-stain tasks without explicit domain input in this chapter is
a further indication that the ways to handle stain variability in classical machine
learning models are likely outdated with deep architectures.
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11
Single Mouse Trial Analysis: A Digital

Pathology Workflow
In this chapter, the work of previously introduced methods culminates in a com-

bined workflow that exemplifies the intended use of digital pathology algorithms.
The results of this study have been published in [20].

11.1 Background and State-of-the-Art

A Single Mouse Trial is a platform for preclinical research for the screening of
treatments [59, 87, 201]. Combinations from a pool of potential treatments and
a pool of tumor models are each evaluated in a single PDX mouse model. This
platform, visualized in Figure 11.1, provides a good overview across the behavior
of various treatments, while minimizing animal sacrifice in accordance with the 3R
criteria (Replace, Reduce, Refine, [154]) for animal experiments.

Building on the deep learning methods for HE tissue classification based on the
HistoNet architecture [20] (Section 8.3) and IHC cell nuclei analysis [21] (Sec-
tion 9.3), a semi-automatic workflow is introduced that incorporates tissue and
immunological features to categorize the success of the treatment. Besides the ma-
chine learning decision, visualizations are provided that put the individual samples
in a feature context and allow the expert to form sophisticated decisions, based on
objective features of the different model – treatment combinations.

11.2 Method

The central idea in this workflow is to use network predictions, e.g. from tissue or
cell nuclei analysis, for the computation of human-understandable meta-features
and apply machine learning to identify characteristics that accurately capture the
treatment success.

11.2.1 Pre- and Postprocessing

Utilizing the foreground segmentation FESI [19] (Chapter 5), the selection is sam-
pled gridwise at a 10× objective-magnification and with a 25% overlap. Patches
from HE images are normalized with the Reinhard method [145] using the corre-
sponding WSI parameters. The results from either HistoNet tissue classification,
i.e. the average tissue and variance prediction patches, or IHC analysis, i.e. cell
nuclei markers and stain area highlighting, are stitched together with bilinear in-
terpolation at the overlapping border regions.
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11.2. Method{

Figure 11.1 Concept of the Single-Mouse-Trial for NSCLC treatment screening. Each treat-
ment option is evaluated with one animal per treatment. Additionally, an isotype (no
treatment, blue star symbol) is carried along as control vehicle. The digital pathology al-
gorithms enhance the analysis by the medical experts. Identified successes can be applied
for the benefit of patients in personalized medicine, as displayed, or recorded to build a
database to categorize tumor responses (not shown).

11.2.2 HE Processing
Given a HistoNet architecture [20] (Section 8.3), multiple predictions are sampled

to obtain an average tissue map Tx y,i and a variance Vx y,i map prediction, where
x y denotes the spatial dimensions and i the class channel. Color encoding then
maps the pseudo-probabilistic network outputs to RGB values using the following
code for the HE images:

TUM red MUS magenta
MST blue BLC green
NEC yellow TAR gray
VAC cyan BGR white

This mapping is realized as a matrix multiplication of the color matrix C and the
eight-dimensional probability vector px y (along the class dimension i) of each pixel
in the tissue map Tx y,i or variance map Vx y,i

Cx y = C T px y =





1 0 1 0 1 0 .5 1

0 0 1 1 0 1 .5 1

0 1 0 1 1 0 .5 1



 px y .

Examples from the dataset are displayed in Figure 11.2. In Chapter 8, it was ob-
served that the trained network systematically confuses the blood cells/vessels and
necrosis class. Since this confusion is indicated in the variance map, an automatic
correction step is introduced that filters and relabels these regions to the necrosis
class.
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Figure 11.2 Example from the dataset. This set of images comprises four tumors grown
from the same patient in different mice. The frame colors indicate the treatment success:
responsive (green) and non-responsive (red), while the isotype is framed in blue.

Automated Relabeling
Tissue and variance map use a color encoding to pure RGB, CMY colors plus white,

black and gray for auxiliary classes. Alternatively to the matrix equation above,
the probability estimates in Tx y,i for each class i can be seen as weightings in an
additive color model with the class colors ci

Cx y =
∑

i

Tx y,i · ci.

Theoretically, this could lead to very confusing color mixes if the predicted prob-
abilities are very low and spread over different classes. However, it was shown
empirically [137] that networks usually predict with high probabilities, which is
why the additional variance maps are needed to assess model (un)certainty. It is
to note that, while the median or even the mean of predictions tends to encode rel-
atively pure colors, the variance will have strong activations in multiple channels
if the ensemble or prediction sequence predicts inconsistent classes. As the color
encoding for necrotic (NEC) tissue is pure yellow cNEC = (1,1, 0) and the blood
cells/vessels (BLC) class is displayed in pure green cBLC = (0,1, 0) in an additive
color model, the composition for tissues with a 2 : 3 variance ratio of NEC to BLC
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11.2. Method

Input Patch Mean Prediction Var. Prediction Correction

Figure 11.3 Automated relabeling of the BLC – NEC confusion. Light green is detected in
the variance map and blended in with the yellow NEC label.

would result in the colors

Cx y =
2
5

cNEC +
3
5

cBLC

= (0.4,1.0, 0.0),

which corresponds to a light green. Let vR, vG, vB be the RGB-channels of the col-
orized variance map. To relabel the light green areas, all pixels with a red to green
ratio r of

r =
vR

vG
∈ (0.35, 0.7), where vB ≈ 0

are selected and relabel the colors to yellow. For smooth transitions at the region
borders, a Gaussian kernel with σ = 5px is used to blend the colors into the tissue
map. Figure 11.3 shows an example of this procedure.
Even with the automated correction, there remains a considerable error rate for

this network of approximately 15%. Hence, a visual inspection of the output maps
is performed that aims to correct areas of mislabeled tissue. The variance map can
again be used to identify some of the regions, however, several prediction errors
are also consistently labeled with high probability, such that they do not show in
the variance map.

Visual Inspection and Error Correction
Focusing on areas instead of local details, a biomedical expert inspects the pre-

diction maps after the automated correction took place. The first reason for this
focus is that local details have only limited effect on the computed meta-features.
Secondly, it can be argued that details are also likely more prone to subjective influ-
ence during the labeling of the ground truth and thus, are part of the fluctuations
that are represented in the inter-rater variability.
The correction uses the following steps as guidelines:

1. Check large non-zero areas in the cariance map for the correct class label in
the tissue map.

2. Look for unusual patterns in the tissue map, e.g. round tumor compartments
that enclose mouse-stroma instead of necrosis.

3. Briefly check sample regions in the tissue for their correct class correspon-
dence in the tissue map.
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11. Single Mouse Trial Study

4. Does a low resolution overview of the tissue roughly reflect the boundaries
of the tissue map?

Computation of Meta-Features
After the manual inspection and correction, the tissue maps are ready for the

computation of meta-features. Different sets of features are computed and later
on tested in various combinations:

1. Absolute Measures count all pixels belonging to a specific class:

f (abs)
i =

∑

x ,y

Ix y,i,

with Ix y,i =

¨

1 if argmax(Tx y,i)> 0.5,

0 else,

wherein Tx y,i is the predicted tissue map.

2. As an additional feature, the Total Area of Tissue is computed by summing
the absolute features of all tissue classes (omitting the auxiliary background
and artifact class):

A=
∑

i

f (abs)
i .

3. Relative Measures follow as

f (rel)
i =

f (abs)
i

A
.

4. Finally, the respective absolute and relative features can be related to their
according isotype sample. Hence, this feature captures the Isotype Differ-
ence, i.e. the deviation between treated and untreated case:

∆ f ∗i = f ∗i − f ∗i,isotype,

wherein ∗ indicates either (abs) or (rel) features.

While these features are designed with the HE stained WSIs in mind, the features
can be translated to the analysis of IHC images.

11.2.3 IHC Processing
In immunohistochemically stained WSIs, we are interested in measuring abso-

lute and relative cell nuclei counts and stain areas of the background Hematoxylin
(HEM) cell nuclei versus the foreground Diaminobencidine (DAB) highlighted im-
mune cell nuclei. For the counting of cell nuclei, a network is trained for deploy-
ment, as specified in [21] (Section 9.3) using the whole cell nuclei dataset. Thus,
network predictions are computed for the locations of cell nuclei and separate pre-
dictions for the immune cell centers. The predicted contours are not used in this
work.
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11.3. Evaluation

In terms of the assessment of the stain area, a Principal-Component Analysis (PCA)
is utilized to separate the stains. The PCA decomposes the RGB colors of the WSI
into the three axes of main variance. Empirically, the first component closely cap-
tures information from the Luminance, as the principal-component point in the
direction of the space diagonal, i.e. the axis of gray values in RGB space. The
second component captures the information on color and splits the space in blue
(positive) and brown (negative), separated by a medium gray in an interval around
zero, refer back to Figure 9.1 for an example.
Using the Number of Cell Nuclei, the Number of Immune Cell Nuclei, the HEM-Area

and the DAB-Area as absolute features, analogous computations can be applied as
for the HE meta-features to complete the different feature sets.

11.2.4 2D Feature Visualization
The extracted meta-features are visualized in different combinations enabling a

visual assessment of the constellations of the various samples (patients/models)
towards one another. In these visualization, the different treatments are indicated
by symbols and the responsiveness by color. Additionally, it is possible to indicate
the tumor model identification to highlight samples that group together.
Furthermore, a machine learning context is provided by visualizing the proba-

bilistic assignment of a Naïve Bayes classifier. If the feature combination provides
discriminative information about the responsiveness, this will highlight the accord-
ing background regions.
However, this part of the evaluation remains an expert assessment and may po-

tentially be limited by subjective influence.

11.2.5 Decision Support Scenario
For a more quantitative evaluation, the SMT is formalized as a machine learning

problem that aims to predict the expert label for tumor responsiveness from the
extracted meta-features. To this end, different feature combinations are evaluated
in a ten-fold cross-validation with stratified folds testing different classifiers. As
there are too many potential feature combinations to test all possible combinations,
the experiments are restricted to promising combinations that have indicated good
separation potential in the visualized 2D spaces. Prior to classification the meta-
features are standardized using min-max-scaling [83] to balance the influence of
the individual features.

11.3 Evaluation
For evaluation, the SMT dataset is used comprising 71 WSIs of HE stained PDX

NSCLC tissue. Furthermore, the dataset features consecutive IHC slides for every
patient stained with an anti-human CD45 antibody and Diaminobencidine, high-
lighting all immune cells. The data can be grouped into 17 tumor models that were
screened for assessment of potential treatments by an:

1. Isotype model that remains untreated and is the control vehicle of this trial.

2. Anti-PD-L1 treatment, inhibiting the Programmed Death-Ligand 1.
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Figure 11.4 Confusion matrices normalized to class precisions (left) and recalls (right) on
the main diagonal. We consider the corrections by the biomedical expert as truth value for
the network predictions.

3. Anti-CTLA4 treatment, inhibiting the Cytotoxic T-Lymphocyte-Associated
Protein 4.

4. Anti-PD-L1 + Anti-CTLA4 combined treatment.

These groups account for 68 samples. Additionally, there are an extra isotype for
one of the models and two extra anti-PD-L1 treatments for one of the tumor mod-
els.
All treated models (N = 53) were labeled by a biomedical expert either as re-

sponding or non-responding and in two cases unsure. Following the established
workflow, these labels are the result of repeated tumor volume measurements dur-
ing the animal experiment and post analysis with flow-cytometry, reference values
of the stroma content (qPCR) for the different models and visual inspection of the
histological slides.
The evaluation assesses the individual steps of this workflow separately. For the

visual inspection and error correction step, the corrected tissue maps were consid-
ered as ground truth, which allows us to quantify the changes as measures of the
matrix of class confusions [83]. Visualizations of the 2D feature spaces will only be
described qualitatively and discussed later, as there are no quantifiable measures.
A quantification of the features is contributed by the decision support scenario.
Herein, the performance of various classifiers is measured in terms of the Accuracy
(ACC) and Area-Under-Curve/Receiver-Operator-Characteristic (AUC/ROC) [11,
83, 132].

11.4 Results
11.4.1 Visual Inspection and Error Correction
Automated corrections and all manual corrections of tissue are summarized in

the confusion matrices in Figure 11.4. A confusion matrix usually compares pre-
dictions to ground truth, while in our case the corrected tissue maps are treated as
true.
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11.4. Results

Overall, the predictions required only very few corrections: 1.7% of pixels were
relabeled either automatically or by the expert. In comparison to the estimated
F1-score of the HistoNet classification of 83%, expert acceptance of the predicted
labels is much higher. With the corrections as a-posteriori ground truth, an alter-
native F1-score of 89.4% can be computed as the equally weighted mean of all
individual classes.
Regarding the IHC analysis, only a single slide required minor corrections due to

a stain artifact.
In total, the expert inspection of the 71 consecutive HE and IHC WSIs was achieved

in less than six hours – corresponding to an average of approximately five minutes
per patient.

11.4.2 2D Feature Visualization
Examples of 2D features visualizations are shown in Figure 11.5. Two of the

strongest features for separating the responding and non-responding models are
the absolute tumor area and the relative tumor area (Figure 11.5a). Together, they
already distinguish a large portion of the samples. Notably, the absolute tumor
area even has a hard threshold of approximately 0.45 · 108, above which all sam-
ples belong to the non-responsive class. While the relative tumor area is not quite
as responsive, it shares the general tendency that models with a lower fraction of
tumor are more likely to be responsive. Consequently, the Naïve Bayes boundary
would separate the space nearly linearly along the image diagonal.
In Figure 11.5b, we observe an interesting dependency in the data, between the

relative tumor and relative necrosis feature. Particularly, features with a relatively
high necrosis fraction and lower relative tumor fraction are more likely responsive.
Biologically, this can be explained by necrosis being the product of decaying tumor
tissue. Thus, the presence of a high necrosis fraction and only little tumor leftovers
would potentially be good indicators for the host’s success to fight off the tumor. In
practice, it is necessary to compare this marker to the isotype in order to verify that
this is indeed treatment induced and not just a property of the respective tumor
model.
The graphical effect of isotype differences is visualized in Figure 11.5c and d. As

the difference is applied to all data points, including the isotypes themselves, all
isotypes are located on the respective x-axis or y-axis. Figure 11.5c shows the case
of a single isotype difference measure ∆ f (rel)

MST , causing the isotypes (blue stars)
to be located at y = 0, whereas in Figure 11.5d, the combination of two isotype
difference features ∆ f (rel)

A,IC and ∆ f (abs)
A positions all isotypes in the origin.

11.4.3 Decision Support Scenario
The results for different classifiers are shown in Figure 11.6. A 5-Nearest-

Neighbors classifier achieves the best performance using a Manhattan-Distance
metric at an ACC of 84.2% and an AUC/ROC of 86.7%.
As the best feature combination, the set

F = { f (abs)
TUM , f (rel)

TUM , f (rel)
MST ,∆ f (abs)

NEC ,∆ f (abs)
CD45 ,∆ f (abs)

A }
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Figure 11.6 Results of different classifiers in the decision-support scenario. A) Baseline
Algorithm: Educated Guess, B) Baseline Algorithm: Naïve Bayes, C) RBF-kernel SVM,
D) Linear SVM, E) Logistic Regression, F) 5-Nearest-Neighbors with Euclidean distances,
and G) 5-Nearest-Neighbors with Manhattan distances.

was identified, which comprises the absolute tumor area, the relative tumor area,
the relative mouse-stroma area, the isotype difference in necrotic area, the isotype
difference in CD45 stain area, and the isotype difference in total area.
Alternative feature combinations achieve similar results with minor losses in the

performance measures between −3% and −6%.

11.5 Discussion
In this chapter, a deep learning based workflow for the analysis of PDX NSCLC

tissue was presented and evaluated. While deep learning networks suffer occa-
sional criticism for their nontransparent reasoning, our approach uses human in-
terpretable intermediate representations for quality assurance. Generally, the ex-
pert accepted the predicted tissue classes far more widely than the estimate of the
performance against the test dataset had previously suggested. A possible expla-
nation for this could be that the algorithm already performs close to the inter-
rater variability, i.e. the ground truth fraction on which experts agree to disagree.
Corrections of the tissue classes were mostly necessary in the confusion of blood
cells/vessels and necrosis classes, as well as tumor and mouse-stroma, which oc-
curs for fine stroma details that are not recognized by the network. The labeling
of vacuoles and necrosis in several areas is merely a virtual distinction, as necro-
sis down the road degenerates into a thin plasma with almost no remaining cells.
If this is labeled as vacuole class by the network, this is not wrong given the im-
age data and even from the human perspective the label decision may depend
on the precise definition of the two classes. Several examples exist throughout
the dataset, where large vacuoles and plasmatic necrosis debris is impossible to
distinguish. As a consequence, both predictions are equally acceptable for the ex-
pert, while a single-label ground truth cannot capture these complex cases. Other
classes are mostly quite distinctive, with occasional local confusions that are likely
the result of underrepresentation.
Meta-features in low dimensional visualization plots have shown correspondences

to expected biological properties and discriminate already well between groups of
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responsive and non-responsive models. While higher-dimensional models provide
an even better classification, they are much harder to visualize. An extension to 3D
feature spaces is easily feasible, however, this may already require intense interac-
tion for the observer to find good views on complex data arrangements. Embed-
dings, such as Isomaps, Locally-Linear-Embedding, or Multidimensional Scaling
could potentially find 2D visualizations for the higher dimensional spaces, but can
only give an approximate impression.
The decision support is a hypothetical scenario, and as such, the results have to

be taken as preliminary. Not only is the number of patients in this experiment
rather low for a statistically solid analysis, also, the performance of 84% Accuracy
(86.7% AUC/ROC) is achieved using a specific feature combination and therefore
likely over-engineered. However, even the slightly lower performances (≈ 80%)
of other combinations can be considered a reasonable outcome.
For the workflow, the 2D visualizations of meta-features are considered to be the

most valuable tool for the pathologists in order to assess new samples in the context
of the existing database.
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12
Discussion

In the first part of the meta discussion, the main achievements of this work are
reviewed and its key contributions emphasized. The second part describes future
research potential of these methods and is followed by the conclusion.

12.1 Summary
This thesis presented research on a broad spectrum of topics in the field of digital

histopathology. Facilitated by the availability of whole-slide scanning systems and
the scalable digitization of histological data, it contributed dedicated algorithms
to analyze this data and enhances pathological diagnoses in preclinical and poten-
tially clinical settings with objective and reproducible measures.

General Topics and Preprocessing
We proposed improvements in whole-slide images to tackle the challenge of stor-

ing the massive data amount that whole-slide images provide with benefits up to
54% of savings in the file sizes. The proposed compression standard is imple-
mented in a research-oriented framework, which realizes a proof-of-concept.
As a more practical aspect of processing histological WSIs, a fast and reliable fore-

ground extraction was developed as a preprocessing to focus the analysis on rele-
vant regions in the digitized slide. This preprocessing is part of nearly every other
algorithm, as the filtering of foreground information eliminates between 40−70%
of WSI tiles from the advanced and computationally more costly analysis.
Stain normalization has been an established preprocessing step in histological im-

ages for classical pipelines. While we provide a deep feature based method with
excellent normalization quality, a central result indicated by further testing of this
method, as well as research by other groups, is that for deep neural networks stain
augmentation might solve the problem faster, more reliable, and in accordance
with the philosophy behind deep learning – to derive a data driven solution to the
problem.
On the other hand, the attempted augmentation by image quilting, aiming at tis-

sue classification problems, did not show major effects in the training of semantic
CNN classifiers.

Histological and Immunological Analysis
The core of this thesis are the analyzes of HE and IHC stains regarding their tissue

composition and the quantification of immune responses, respectively.
While classical hand-crafted features seemingly provided a solution to the task of

tissue classification, the re-evaluation as baseline experiment on a more represen-
tative dataset revealed that the approach is limited to single site data and requires
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very similar appearances in terms of tissue structures and stain quality. The latter
is addressed by normalization, but still the performance falls short compared to
the deep learning approaches. With well trained semantic classification models
available, deep CNNs outperform the classical pipeline in terms of accuracy, com-
putational speed, and resolution of the predicted tissue map. In addition, a semi-
automatic intervention trial to correct mislabeled areas showed that the measured
performance, regarding the ground truth, provides a much more pessimistic esti-
mate than the acceptance of the network prediction by the expert indicates. While
the ground truth comparison measured an F1-score of 84%, only a few percent
of the predictions were relabeled during the expert intervention, suggesting that
the actual performance of the network is much better than the original F1-score
estimate.
An important observation is the strong influence of the increased availability of

GPU processing power and memory capacity on the development. In the initial
design draft of this work, see Figure 12.1, a close representation of the pathology
workflow, including an (algorithmic) region-of-interest selection, was intended.
Therein, it was assumed that the processing would be computationally too ex-
pensive to analyze an entire slide, even when utilizing parallel computing. The
technical advancement in the sector of GPUs has approximately quadrupled the
number of processing units per GPU, raised the processing frequency by a factor of
nearly two, and increased the memory capacity by a factor between 8 and 12. It is
to note that this references consumer level hardware, not considering even more
capable dedicated hardware (with evenly considerable factors in the price). This
development was complemented by rise of open deep learning frameworks that
made the GPU acceleration easy to implement and utilize.
Consequently, compromises in form of region-of-interest selection can be entirely

omitted from the digital workflow and, instead, be replaced by a comprehensive
analysis, eliminating the risk for selection biases. At the current state of computa-
tional capacity, even larger slides can be processed in less than 15 minutes.
Cell nuclei detection and localization benefit from similar effects as the H&E pro-

cessing. Classical analysis focused on blob detection algorithms is in itself fast com-
pared to the feature detection in tissue classification, but can still be surpassed by
the GPU-accelerated deep learning methods. In terms of performance, deep learn-
ing with semantic CNNs advances detection rates by 8%− 10%, approaching the
90% range, which constitutes a considerable improvement. Notably, the proposed
simulation and augmentation based approach for training enables a prelabeling
that achieves results equal to the classical approach with virtually no annotation
effort. This results a highly flexible and automated workflow that can be adapted
to varying stain qualities and scenarios.
In a study on histological data gathered from a Single Mouse Trial experiment, the

algorithms were applied in a preclinical screening application. The study demon-
strates the intended digital workflow and incorporates meta-feature computation
and visualization to provide a human interpretable summary of the algorithmic
results. Herein, the image-based analysis has proven to capture known biomedical
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Figure 12.1 The original workflow design (top) aimed at close representation of the man-
ual pathological workflow, including selective analysis by region-of-interest proposals. In
the final workflow (bottom), H&E and IHC processing are paralleled and both contribute
information to the tumor characterization.

properties of the data regarding correlations between the tissue classes. Further-
more, a decision support scenario, i.e. the classification of the tumor samples into
responsive and non-responsive towards treatment, was formulated and achieves
an agreement between human expert and classifier decision of approximately 86%
(AUC/ROC). Given the limited size of the dataset for such a machine learning task,
this can be considered a success. However, emphasizing our original intention, the
actual benefit of the contributed analyses and visualizations does not lie in an au-
tomated diagnostic decision, but instead in the objective measures they provide to
support and inform the human expert.

12.2 Future Potential
All approaches in this work are designed with 2D analysis in mind. Similarly, it

is possible to record and process registered 3D stacks of histological tissue at the
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expense of additional preparation and staining of the slide [147, 149]. This 3D
information could potentially improve the estimate of the true distribution of ei-
ther tissue or cell types in the tumor model. For example, the inference of tissue
classes could benefit from the iterative processing of a registered slide sequence
utilizing the previous classifications as prior, or full 3D processing could incorpo-
rate information from multiple neighboring layers. For the cell nuclei analysis, the
detection itself is unlikely to benefit from a 3D approach, as the individual nuclei
objects are usually not visible across multiple consecutive slices due to their small
size. However, since the analysis of cell nuclei in a single slide effectively con-
stitutes a sampling process, the estimate of the true cell nuclei and immune cell
nuclei distrubutions could potentially be improved by inspecting additional slices.
Focusing on potential advancements in the methodology and workflow design,

our first suggestion aims at combining H&E analysis and IHC quantification. De-
spite the different staining methods, the slices are typically conducted consecu-
tively, with minor natural changes in the tissue composition. The current analysis
quantifies the number of immune cells and allows to measure their distribution
in the tumor via the localization, but it does not relate this to the tissue classes
reliably. For an even more detailed analysis of the tumor-microenvironment, a
registration of HE and IHC stain would potentially allow to answer the question,
where exactly immune cells reside with respect to the tumor cell nuclei locations.
Approaches for the registration of digital whole-slides are found related to 3D re-
construction [147, 149]. The challenge in registration is that the data features a
natural occurring change, which is likely to trade-off with the precision of the reg-
istration attempt. Alternatively, a classification of the major tissue classes tumor,
stroma, and necrosis could be trained for IHC stains. Although this learning task
is likely more challenging compared to case of the HE stain, due to the stochastic
nature of immune cell presence from an computational standpoint, a successful
solution would provide novel image features as potential markers to characterize
tumor and immune system interaction on tissue and cell level. A third option are
novel staining techniques [66] that allow to stain and re-stain an image multi-
ple times with different immunological markers. As the underlying tissue sample
remains the same, registration is much more likely to succeed and even tissue clas-
sification could be supported by either utilizing image information from multiple
layers (reducing the effect of appearance change due to the DAB stain), or even by
deploying dedicated markers to directly highlight relevant tissues.
In addition to the benefit for processing, multiple layers, which are the result

of iteratively applying different stains, offer additional options to improve upon
image compression, as the DAB stained IHC markers algorithmically constitute a
residual to the Hematoxylin counter-stain. Together with correlations between hi-
erarchically organized subtypes of immune system components that we can expect
to observe in this kind of data, this offers a great potential to derive dedicated
strategies for WSI compression. Our current implementation of the compression
tool-chain is at proof-of-concept level, i.e. algorithmic components have to be se-
quenced or called manually and are optimized for analytical purposes, but not for
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usability and computational speed. Consequently, there is strong motivation to
improve the implementation to the state of a demonstrator, which realizes a com-
putationally more efficient compression, and a library providing the fast random
region-of-interest access that WSI applications typically require.
With the increasing use of advanced machine learning methods in image process-

ing, the values in application and research are about to shift from the developed
hand-crafted solutions towards the datasets and strategies for data management.
This necessarily comprises a fast and efficient acquisition of data and the genera-
tion of annotations, but also data storage, handling and scalable maintenance of
datasets. Regarding rapid annotation, the incorporation of methods to suggest an-
notation targets, or the deployment of a virtual ground truth from a simulation,
have proven their value in reducing the workload for the human expert. Still, ex-
ploring further options to speed up the labeling process is key, as these guarantee an
advantage in the amount and quality of training data, i.e. the core asset of modern
machine learning. Besides the application of the CycleGAN as augmentation for
simulated data, Generative Adversarial Networks have not been deeply researched
in the scope of this thesis. Thus, their suitability for other related histopathological
image processing tasks remains an open question. Regarding the dataset sizes in
this work, we often emphasized that they still present prove-of-concept evaluations
and more representative, larger datasets are desirable to facilitate a transition to
application cases, but also for continued research. A particularly well-suited exam-
ple to stress this point is the Single Mouse Trial study, as it very closely resembles
the intended application. With currently 18 models, the samples generated from
the study provide a potent initial data foundation for future evaluations and tumor
characterization trials to be added to the database. However, for this approach to
scale well to future requirements, a data management beyond a directory-based
file organization with scripting interfaces will be necessary. As the dataset size
grows, this challenge presents a continued learning problem with interesting re-
search opportunities.
Framing the data foundations as the core asset, pushes the question whether a

private dataset should be kept – to preserve a research or market advantage – or if
the data should be provided to the community. A general recommendation is hard
to give, as this question may also relate to legal concerns considering medical data.
Despite this, the answer in a research scenario clearly tends towards publication,
as the inherent requirement for comparing methods and results encourages a wide
acceptance and strong visibility of the efforts. As a company asset, a more pro-
tective approach might be reasonable to ensure the validity of the business-model.
However, a benefit that arises from public data, e.g. in challenges, is in the number
of potential solutions to the task that is generated by participating research group
worldwide.

12.3 Conclusion
GPU-accelerated deep learning enables digital pathology applications that work

with high accuracy, fast computational speed, and provide a strong adaptability to
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different settings in the histopathological field. Counteracting the often criticized
black-box machine learning, visualization techniques and expert interactions in
semi-automated quality assurance processes can facilitate the acceptance of ma-
jor algorithmic elements in pathology workflows. With the extending variety of
applications of (deep) machine learning in medical image analysis, the impact on
the field is growing steadily. The co-development of personalized medicine, using
rodent PDX models in preclinical screening trials and dedicated image processing
algorithms to provide suitable features for an objective assessment of treatment
success, is our contribution to advance into this future.
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Contributions of Co-Authors by

Publication

A.1 Foreground extraction for histopathological whole-slide
imaging

Authors [19] Contributions

Bug, D. Algorithm development and parameterization, experimen-
tal design, evaluation, paper draft and finalization.

Feuerhake, F. Slide selection, specifications and medical advice, annota-
tion verification, discussion.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.

A.2 Multi-class single-label classification of histopathological
whole-slide images

Authors [25] Contributions

Bug, D. Pipeline implementation, classifier training, experimental
design, evaluation, paper draft and finalization.

Schüler, J. Biomedical advice, data selection and annotation, discus-
sion.

Feuerhake, F. Medical advice, role of TME analysis, discussion, paper fi-
nalization.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.
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A.3 Analyzing immunohistochemically stained whole-slide
images of ovarian carcinoma

Authors [22] Contributions

Bug, D. Algorithm development, annotation, classifier training, ex-
perimental design, evaluation, paper draft and finalization.

Grote, A. Slide selection, advice on the experiments, discussion.

Schüler, J. Biomedical advice, annotation verification, discussion.

Feuerhake, F. Medical advice, annotation verification, description of stain-
ing procedure, discussion, paper finalization.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.

A.4 Context-based normalization of histological stains using
deep convolutional features

Authors [24] Contributions

Bug, D. Algorithm development, implementation of benchmarks,
classifier training, experimental design, implementation of
quality measures, evaluation, paper draft and finalization,
supervision.

Schneider, S. Algorithm development and implementation, classifier
training, evaluation, paper draft and finalization. Bachelor
thesis.

Grote, A. Dataset creation, technical advice, discussion.

Oswald, E. Biomedical advice, discussion, paper finalization.

Schüler, J. Biomedical advice, discussion, paper finalization.

Feuerhake, F. Dataset creation, medical advice, staining procedures and
protocol variations, discussion.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.
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A.5 Semi-automated analysis of digital whole slides from
humanized lung-cancer xenograft models for checkpoint
inhibitor response prediction

Authors [20] Contributions

Bug, D. Development and implementation of the image process-
ing pipeline, classifier training, development of the meta-
processing, visualizations, evaluation, paper draft and final-
ization.

Feuerhake, F. Medical advisor, experimental planning (particularly for
meta-analysis), discussion, advice on the additional exper-
iments during the review process (supplementals), paper
finalization.

Oswald, E. Biomedical advice, slide selection, discussion.

Schüler, J. Data annotation, biomedical advice, relevance of tumor
markers and potential image features, discussion, paper fi-
nalization.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.

A.6 Supervised and unsupervised cell-nuclei detection in
immunohistology

Authors [21] Contributions

Bug, D. Indentification of the challenge and potential solution, algo-
rithm development, classifier training, experimental plan-
ning, evaluation, paper draft and finalization.

Feuerhake, F. Medical advisor, discussion (particularly applicability), pa-
per finalization.

Oswald, E. Biomedical advice, slide selection, discussion.

Schüler, J. Biomedical advice, slide selection, annotation verification,
discussion.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.
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A.7 Combined learning for similar tasks with domain-switching
networks

Authors [18] Contributions

Bug, D. Indentification of the challenge and potential solution, algo-
rithm development, classifier training, experimental setup
across the different modalities, paper draft and finalization.

Eschweiler, D. Review of different quality measures, evaluation, discus-
sion, paper finalization.

Liu, Q. Experimental planning and execution of the BRATS chal-
lenge part, classifier training and optimization, evaluation,
paper draft (sections on BRATS).

Schock, J. Experimental planning and execution of the facial landmark
detection, classifier training and optimization, evaluation,
paper draft (according sections).

Weninger, L. Supervision of the BRATS challenge part, discussion, inter-
nal paper review.

Feuerhake, F. Medical advisor, discussion, paper finalization.

Schüler, J. Biomedical advice, validity of the extended annotations,
discussion.

Stegmaier, J. Supervision and technical advice, experimental planning,
discussion, paper finalization.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.

A.8 Image quilting for histological image synthesis

Authors [23] Contributions

Bug, D. Algorithm development, experimental design, paper draft
and finalization, supervision.

Nickel, G. Algorithm development and evaluation, paper draft. Bach-
elor thesis.

Grote, A. Slide selection, technical advice, discussion.

Feuerhake, F. Medical advisor, discussion, paper finalization.

Oswald, E. Biomedical advice, annotation verification, discussion.

Schüler, J. Biomedical advice, data annotation, discussion, internal re-
view.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.
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A.9 Scalable HEVC for histological whole-slide image
compression

Authors [17] Contributions

Bug, D. Algorithm development, experimental design, paper draft
and finalization, supervision.

Bartsch, F. Algorithm development and evaluation, paper draft (partic-
ularly figures). Master thesis.

Schaadt, N. S. Slide selection and digitization, discussion.

Wien, M. Co-supervision, advice on codec selection and parameteri-
zation, internal paper review.

Feuerhake, F. Medical advisor, motivation of the topic, discussion, internal
review.

Schüler, J. Biomedical advisor, motivation of the topic, discussion, in-
ternal review.

Oswald, E. Biomedical advisor, motivation of the topic, discussion.

Merhof, D. Supervision and technical advice, discussion, paper finaliza-
tion.
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[38] D. C. Cireşan, U. Meier, J. Masci, L. M. Gambardella, and J. Schmidhu-
ber. “High-performance neural networks for visual object classification.”
In: preprint arXiv:1102.0183 (2011) (cited on page 11).

[39] C. Coltharp and P. Miller. Vectra Polaris Multispectral Imaging and Whole
Slide Scanning. URL: https : / / www . perkinelmer . com / lab -
solutions / resources / docs / APP _ LST - VectraPolaris - GLO -
2017 - Q1 - Email - EPKI - Launch _ 013270 _ 01 . pdf. (accessed:
11.09.2019) (cited on page 3).

[40] C. Cortes and V. Vapnik. “Support-vector networks.” In: Machine Learning
20.3 (1995), pages 273–297 (cited on pages 72, 82, 90).

[41] A. A. Cruz-Roa, J. E. A. Ovalle, A. Madabhushi, and F. A. G. Osorio. “A deep
learning architecture for image representation, visual interpretability and
automated basal-cell carcinoma cancer detection.” In: International Con-
ference on Medical Image Computing and Computer-Assisted Intervention.
Springer. 2013, pages 403–410 (cited on page 67).

[42] A. Cruz-Roa, J. C. Caicedo, and F. A. González. “Visual pattern mining in
histology image collections using bag of features.” In: Artificial Intelligence
in Medicine 52.2 (2011), pages 91–106 (cited on page 67).

[43] G. Csurka. “A comprehensive survey on domain adaptation for visual appli-
cations.” In: Domain Adaptation in Computer Vision Applications. Springer,
2017, pages 1–35 (cited on pages 110, 111).

146

https://www.perkinelmer.com/lab-solutions/resources/docs/APP_LST-VectraPolaris-GLO-2017-Q1-Email-EPKI-Launch_013270_01.pdf
https://www.perkinelmer.com/lab-solutions/resources/docs/APP_LST-VectraPolaris-GLO-2017-Q1-Email-EPKI-Launch_013270_01.pdf
https://www.perkinelmer.com/lab-solutions/resources/docs/APP_LST-VectraPolaris-GLO-2017-Q1-Email-EPKI-Launch_013270_01.pdf


Bibliography

[44] N. Dalal and B. Triggs. “Histograms of oriented gradients for human detec-
tion.” In: Proceedings of the IEEE Conference on Computer Vision and Pattern
Recognition. Volume 1. IEEE Computer Society. 2005, pages 886–893 (cited
on page 70).

[45] A. Depeursinge, A. Foncubierta-Rodriguez, D. Van de Ville, and H. Müller.
“Rotation–covariant texture learning using steerable Riesz wavelets.” In:
IEEE Transactions on Image Processing 23.2 (2013), pages 898–908 (cited
on page 67).

[46] J. Diamond, N. H. Anderson, P. H. Bartels, R. Montironi, and P. W. Hamilton.
“The use of morphological characteristics and texture analysis in the identi-
fication of tissue composition in prostatic neoplasia.” In: Human Pathology
35.9 (2004), pages 1121–1131 (cited on page 67).

[47] E. W. Dijkstra. “A note on two problems in connexion with graphs.” In:
Numerische Mathematik 1.1 (1959), pages 269–271 (cited on page 63).

[48] S. Doyle, M. Feldman, J. Tomaszewski, N. Shih, and A. Madabhushi. “Cas-
caded multi-class pairwise classifier (CASCAMPA) for normal, cancerous,
and cancer confounder classes in prostate histology.” In: 2011 IEEE Interna-
tional Symposium on Biomedical Imaging: from Nano to Macro. IEEE. 2011,
pages 715–718 (cited on page 67).

[49] S. Doyle, A. Madabhushi, M. Feldman, and J. Tomaszeweski. “A boost-
ing cascade for automated detection of prostate cancer from digitized
histology.” In: International Conference on Medical Image Computing and
Computer-Assisted Intervention. Springer. 2006, pages 504–511 (cited on
page 67).

[50] J. Duchi, E. Hazan, and Y. Singer. “Adaptive subgradient methods for on-
line learning and stochastic optimization.” In: Journal of Machine Learning
Research 12.Jul (2011), pages 2121–2159 (cited on page 17).

[51] V. Dumoulin, J. Shlens, and M. Kudlur. “A learned representation for artistic
style.” In: Proc. of ICLR 2 (2017) (cited on pages 49, 50).

[52] V. Dumoulin and F. Visin. “A guide to convolution arithmetic for deep learn-
ing.” In: preprint arXiv:1603.07285 (2016) (cited on page 14).

[53] A. A. Efros and W. T. Freeman. “Image quilting for texture synthesis
and transfer.” In: Proceedings of the 28th Annual Conference on Computer
Graphics and Interactive Techniques. ACM. 2001, pages 341–346 (cited on
pages 61, 62).

[54] J. H. Friedman. “Greedy function approximation: a gradient boosting ma-
chine.” In: Annals of Statistics (2001), pages 1189–1232 (cited on page 90).

[55] J. Friedman, T. Hastie, and R. Tibshirani. The elements of statistical learn-
ing. Volume 1. 10. Springer Series in Statistics New York, 2001 (cited on
pages 72, 90).

147



Bibliography

[56] T. J. Fuchs and J. M. Buhmann. “Computational pathology: challenges and
promises for tissue analysis.” In: Computerized Medical Imaging and Graph-
ics 35.7-8 (2011), pages 515–530 (cited on page 87).

[57] M. Gadermayr, V. Appel, B. M. Klinkhammer, P. Boor, and D. Merhof.
“Which way round? A study on the performance of stain-translation for
segmenting arbitrarily dyed histological images.” In: International Con-
ference on Medical Image Computing and Computer-Assisted Intervention.
Springer. 2018, pages 165–173 (cited on pages 98, 110).

[58] Y. Ganin, E. Ustinova, H. Ajakan, P. Germain, H. Larochelle, F. Laviolette,
M. Marchand, and V. Lempitsky. “Domain-adversarial training of neural
networks.” In: The Journal of Machine Learning Research 17.1 (2016),
pages 2096–2030 (cited on pages 98, 110).

[59] H. Gao, J. M. Korn, S. Ferretti, J. E. Monahan, Y. Wang, M. Singh, C. Zhang,
C. Schnell, G. Yang, Y. Zhang, et al. “High-throughput screening using
patient-derived tumor xenografts to predict clinical trial drug response.”
In: Nature Medicine 21.11 (2015), page 1318 (cited on page 119).

[60] L. A. Gatys, A. S. Ecker, and M. Bethge. “Image style transfer using convolu-
tional neural networks.” In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition. 2016, pages 2414–2423 (cited on page 49).

[61] D. Glotsos, S. Kostopoulos, P. Ravazoula, et al. “Image quilting and wavelet
fusion for creation of synthetic microscopy nuclei images.” In: Computer
Methods and Programs in Biomedicine 162 (2018), pages 177–186 (cited
on page 61).

[62] R. C. Gonzalez, R. E. Woods, et al. Digital image processing, 3rd Ed. 2008
(cited on pages 37, 91).

[63] I. Goodfellow, Y. Bengio, and A. Courville. Deep learning. MIT press, 2016
(cited on pages 9, 16).

[64] Z. Guo, H. Liu, H. Ni, X. Wang, M. Su, W. Guo, K. Wang, T. Jiang, and
Y. Qian. “A fast and refined cancer regions segmentation framework in
whole-slide breast pathological images.” In: Scientific Reports 9.1 (2019),
page 882 (cited on pages 68, 77).

[65] M. N. Gurcan, L. Boucheron, A. Can, A. Madabhushi, N. Rajpoot, and B.
Yener. “Histopathological image analysis: a review.” In: IEEE Reviews in
Biomedical Engineering 2 (2009), page 147 (cited on pages 87, 88).

[66] G. Gut, M. D. Herrmann, and L. Pelkmans. “Multiplexed protein maps link
subcellular organization to cellular states.” In: Science 361.6401 (2018),
eaar7042 (cited on page 134).

[67] HAMAMATSU PHOTONICS K.K. NanoZoomer series. URL: https://www.
hamamatsu.com/resources/pdf/sys/SBIS0043E_NanoZoomers.
pdf. (accessed: 24.11.2019) (cited on page 3).

148

https://www.hamamatsu.com/resources/pdf/sys/SBIS0043E_NanoZoomers.pdf
https://www.hamamatsu.com/resources/pdf/sys/SBIS0043E_NanoZoomers.pdf
https://www.hamamatsu.com/resources/pdf/sys/SBIS0043E_NanoZoomers.pdf


Bibliography

[68] R. M. Haralick, K. Shanmugam, et al. “Textural features for image classifi-
cation.” In: IEEE Transactions on Systems, Man, and Cybernetics 6 (1973),
pages 610–621 (cited on pages 70, 82).

[69] K. He, X. Zhang, S. Ren, and J. Sun. “Deep residual learning for image
recognition.” In: Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition. 2016, pages 770–778 (cited on pages 13, 78, 79).

[70] H. Helin, T. Tolonen, O. Ylinen, P. Tolonen, J. Näpänkangas, and J. Isola.
“Optimized JPEG 2000 compression for efficient storage of histopatholog-
ical whole-Slide images.” In: Journal of Pathology Informatics 9 (2018)
(cited on pages 31, 32).

[71] S. Hochreiter and J. Schmidhuber. “Long short-term memory.” In: Neural
Computation 9.8 (1997), pages 1735–1780 (cited on page 50).

[72] L. Hou, A. Agarwal, D. Samaras, et al. “Robust histopathology image anal-
ysis: to label or to synthesize?” In: Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition. 2019, pages 8533–8542 (cited
on page 61).

[73] M.-K. Hu. “Visual pattern recognition by moment invariants.” In: IRE
Transactions on Information Theory 8.2 (1962), pages 179–187 (cited on
page 70).

[74] A. Hyvärinen, P. O. Hoyer, and M. Inki. “Topographic independent com-
ponent analysis.” In: Neural Computation 13.7 (2001), pages 1527–1558
(cited on page 67).

[75] S. Ioffe and C. Szegedy. “Batch normalization: Accelerating deep
network training by reducing internal covariate shift.” In: preprint
arXiv:1502.03167 (2015) (cited on page 50).

[76] H. Irshad, A. Veillard, L. Roux, and D. Racoceanu. “Methods for nuclei
detection, segmentation, and classification in digital histopathology: a re-
view—current status and future potential.” In: IEEE Reviews in Biomedical
Engineering 7 (2014), pages 97–114 (cited on pages 69, 87, 88).

[77] F. Isensee, J. Petersen, A. Klein, D. Zimmerer, P. F. Jaeger, S. Kohl, J.
Wasserthal, G. Koehler, T. Norajitra, S. Wirkert, et al. “nnu-net: Self-
adapting framework for u-net-based medical image segmentation.” In:
preprint arXiv:1809.10486 (2018) (cited on page 15).

[78] ITU-R. Studies Towards the Unification of Picture Assessment Methodology.
Recommendation BT.1082-1. ITU-R, Jan. 1990. URL: https://www.itu.
int/pub/%20R-REP-BT.1082-1-1990 (cited on page 34).

[79] ITU-T Study Group 16. Recommendation ITU-T H.265 (V5). ITU-T, Feb.
2018. URL: https://www.itu.int/ITU-T/recommendations/rec.
aspx?%20rec=13433%5C&lang=en (cited on page 29).

149

https://www.itu.int/pub/%20R-REP-BT.1082-1-1990
https://www.itu.int/pub/%20R-REP-BT.1082-1-1990
https://www.itu.int/ITU-T/recommendations/rec.aspx?%20rec=13433%5C&lang=en
https://www.itu.int/ITU-T/recommendations/rec.aspx?%20rec=13433%5C&lang=en


Bibliography

[80] Y. Iwai, M. Ishida, Y. Tanaka, T. Okazaki, T. Honjo, and N. Minato. “Involve-
ment of PD-L1 on tumor cells in the escape from host immune system and
tumor immunotherapy by PD-L1 blockade.” In: Proceedings of the National
Academy of Sciences 99.19 (2002), pages 12293–12297 (cited on pages 1,
19, 20).

[81] P. Jaccard. “The distribution of the flora in the alpine zone. 1.” In: New
Phytologist 11.2 (1912), pages 37–50 (cited on page 40).

[82] A. Jamaludin, T. Kadir, and A. Zisserman. “SpineNet: automatically pin-
pointing classification evidence in spinal MRIs.” In: International Con-
ference on Medical Image Computing and Computer-Assisted Intervention.
Springer. 2016, pages 166–175 (cited on pages 80, 111).

[83] G. James, D. Witten, T. Hastie, and R. Tibshirani. An introduction to statis-
tical learning. Volume 112. Springer, 2013 (cited on pages 90, 124, 125).

[84] A. Janowczyk, A. Basavanhally, and A. Madabhushi. “Stain Normalization
using Sparse AutoEncoders (StaNoSA): application to digital pathology.”
In: Computerized Medical Imaging and Graphics 57 (2017), pages 50–61
(cited on page 49).

[85] A. Janowczyk, S. Doyle, H. Gilmore, and A. Madabhushi. “A resolution
adaptive deep hierarchical (RADHicaL) learning scheme applied to nuclear
segmentation of digital pathology images.” In: Computer Methods in Biome-
chanics and Biomedical Engineering: Imaging & Visualization 6.3 (2018),
pages 270–276 (cited on page 97).

[86] C. Jung, C. Kim, S. W. Chae, and S. Oh. “Unsupervised segmentation
of overlapped nuclei using Bayesian classification.” In: IEEE Transactions
on Biomedical Engineering 57.12 (2010), pages 2825–2832 (cited on
page 88).

[87] J. Jung, H. S. Seol, and S. Chang. “The generation and application of
patient-derived xenograft model for cancer research.” In: Cancer Research
and Treatment: Official Journal of Korean Cancer Association 50.1 (2018),
page 1 (cited on pages 1, 20, 67, 119).

[88] J. N. Kather, C.-A. Weis, F. Bianconi, S. M. Melchers, L. R. Schad, T. Gaiser,
A. Marx, and F. G. Zöllner. “Multi-class texture analysis in colorectal cancer
histology.” In: Scientific Reports 6 (2016), page 27988 (cited on page 58).

[89] A. Kendall, Y. Gal, and R. Cipolla. “Multi-task learning using uncertainty
to weigh losses for scene geometry and semantics.” In: 2013 IEEE Interna-
tional Conference on Computer Vision Workshops. 2018, pages 7482–7491
(cited on page 111).

[90] A. M. Khan, H. El-Daly, E. Simmons, and N. M. Rajpoot. “HyMaP: A hy-
brid magnitude-phase approach to unsupervised segmentation of tumor
areas in breast cancer histology images.” In: Journal of Pathology Infor-
matics 4.Suppl (2013) (cited on page 67).

150



Bibliography

[91] A. M. Khan, N. Rajpoot, D. Treanor, and D. Magee. “A nonlinear mapping
approach to stain normalization in digital histopathology images using
image-specific color deconvolution.” In: IEEE Transactions on Biomedical
Engineering 61.6 (2014), pages 1729–1738 (cited on page 56).

[92] D. P. Kingma and J. Ba. “Adam: A method for stochastic optimization.” In:
preprint arXiv:1412.6980 (2014) (cited on pages 17, 82).

[93] G. Klambauer, T. Unterthiner, A. Mayr, and S. Hochreiter. “Self-normalizing
neural networks.” In: Advances in Neural Information Processing Systems.
2017, pages 971–980 (cited on page 80).

[94] Y. Al-Kofahi, W. Lassoued, K. Grama, S. K. Nath, J. Zhu, R. Oueslati, M. Feld-
man, W. M. F. Lee, and B. Roysam. “Cell-based quantification of molecular
biomarkers in histopathology specimens.” In: Histopathology 59.1 (2011),
pages 40–54 (cited on page 88).

[95] Y. Al-Kofahi, W. Lassoued, W. Lee, and B. Roysam. “Improved automatic
detection and segmentation of cell nuclei in histopathology images.” In:
IEEE Transactions on Biomedical Engineering 57.4 (2010), pages 841–852
(cited on page 88).

[96] M. Kohl, C. Walz, F. Ludwig, S. Braunewell, and M. Baust. “Assess-
ment of Breast Cancer Histology using Densely Connected Convolutional
Networks.” In: International Conference Image Analysis and Recognition.
Springer. 2018, pages 903–913 (cited on pages 67, 77).

[97] M. Kopaczka, R. Kolk, and D. Merhof. “A fully annotated thermal face
database and its application for thermal facial expression recognition.” In:
2018 IEEE International Instrumentation and Measurement Technology Con-
ference (I2MTC). IEEE. 2018, pages 1–6 (cited on pages 109, 114).

[98] M. Kopaczka, J. Schock, and D. Merhof. “Super-realtime facial landmark
detection and shape fitting by deep regression of shape model parameters.”
In: preprint arXiv:1902.03459 (2019) (cited on pages 109, 114).

[99] H. Kost, A. Homeyer, N. Weiss, J. Molin, C. F. Lundström, and H. K. Hahn.
“Deep Learning Nuclei Detection: A Simple Approach can Deliver State-
of-the-art Results.” In: Computerized Medical Imaging and Graphics (2018)
(cited on page 97).

[100] S. Kothari, Q. Chaudry, and M. D. Wang. “Automated cell counting and
cluster segmentation using concavity detection and ellipse fitting tech-
niques.” In: 2009 IEEE International Symposium on Biomedical Imaging:
from Nano to Macro. IEEE. 2009, pages 795–798 (cited on page 88).

[101] S. Kothari, J. H. Phan, T. H. Stokes, and M. D. Wang. “Pathology imaging
informatics for quantitative analysis of whole-slide images.” In: Journal
of the American Medical Informatics Association 20.6 (2013), pages 1099–
1108 (cited on page 69).

151



Bibliography

[102] A. Krizhevsky, I. Sutskever, and G. E. Hinton. “Imagenet classification with
deep convolutional neural networks.” In: Advances in Neural Information
Processing Systems. 2012, pages 1097–1105 (cited on pages 10, 11).

[103] H. W. Kuhn. “The hungarian method for the assignment problem.” In: Naval
Research Logistics Quarterly 2.1-2 (1955), pages 83–97 (cited on page 93).

[104] N. Kumar, R. Verma, S. Sharma, S. Bhargava, A. Vahadane, and A. Sethi. “A
dataset and a technique for generalized nuclear segmentation for compu-
tational pathology.” In: IEEE Transactions on Medical Imaging 36.7 (2017),
pages 1550–1560 (cited on pages 109, 113).

[105] M. W. Lafarge, J. P. W. Pluim, K. A. J. Eppenhof, P. Moeskops, and M. Veta.
“Domain-adversarial neural networks to address the appearance variabil-
ity of histopathology images.” In: Deep Learning in Medical Image Analy-
sis and Multimodal Learning for Clinical Decision Support. Springer, 2017,
pages 83–91 (cited on page 110).

[106] Y. Lai, X. Wei, S. Lin, L. Qin, L. Cheng, and P. Li. “Current status and perspec-
tives of patient-derived xenograft models in cancer research.” In: Journal
of Hematology & Oncology 10.1 (2017), page 106 (cited on pages 1, 20,
67).

[107] Y. LeCun and Y. Bengio. “Convolutional networks for images, speech,
and time series.” In: The Handbook of Brain Theory and Neural Networks
3361.10 (1995), page 1995 (cited on pages 10, 11).

[108] Y. LeCun, L. Bottou, Y. Bengio, P. Haffner, et al. “Gradient-based learning
applied to document recognition.” In: Proceedings of the IEEE 86.11 (1998),
pages 2278–2324 (cited on page 18).

[109] H. Lee, A. Battle, R. Raina, and A. Y. Ng. “Efficient sparse coding al-
gorithms.” In: Advances in Neural Information Processing Systems. 2007,
pages 801–808 (cited on page 48).

[110] Leica Biosystems. Aperio AT2 – High Volume, Digital Whole Slide Scanning.
URL: https://www.leicabiosystems.com/digital-pathology/
scan/aperio-at2-eu/. (accessed: 11.09.2019) (cited on page 3).

[111] V. Lempitsky and A. Zisserman. “Learning to count objects in images.” In:
Advances in Neural Information Processing Systems. 2010, pages 1324–1332
(cited on page 97).

[112] X. Li and K. N. Plataniotis. “Circular mixture modeling of color distribu-
tion for blind stain separation in pathology images.” In: IEEE Journal of
Biomedical and Health Informatics 21.1 (2015), pages 150–161 (cited on
page 88).

[113] L. S. Liebovitch and T. Toth. “A fast algorithm to determine fractal dimen-
sions by box counting.” In: Physics Letters A 141.8-9 (1989), pages 386–
390 (cited on pages 70, 71).

152

https://www.leicabiosystems.com/digital-pathology/scan/aperio-at2-eu/
https://www.leicabiosystems.com/digital-pathology/scan/aperio-at2-eu/


Bibliography

[114] T. Lindeberg. “Feature detection with automatic scale selection.” In: Inter-
national Journal of Computer Vision 30.2 (1998), pages 79–116 (cited on
page 92).

[115] T. Lindeberg. “Scale selection properties of generalized scale-space inter-
est point detectors.” In: Journal of Mathematical Imaging and Vision 46.2
(2013), pages 177–210 (cited on page 92).

[116] N. Linder, J. Konsti, R. Turkki, E. Rahtu, M. Lundin, S. Nordling, C.
Haglund, T. Ahonen, M. Pietikäinen, and J. Lundin. “Identification of tu-
mor epithelium and stroma in tissue microarrays using texture analysis.”
In: Diagnostic Pathology 7.1 (2012), page 22 (cited on page 67).

[117] G. Litjens, T. Kooi, B. E. Bejnordi, A. A. A. Setio, F. Ciompi, M. Ghafoorian,
J. A. W. M. van der Laak, B. van Ginneken, and C. I. Sánchez. “A survey
on deep learning in medical image analysis.” In: Medical Image Analysis 42
(2017), pages 60–88 (cited on pages 77, 87, 88, 97).

[118] F. Liu, M. Hernandez-Cabronero, V. Sanchez, M. Marcellin, and A. Bilgin.
“The current role of image compression standards in medical imaging.” In:
Information 8.4 (2017), page 131 (cited on page 30).

[119] J. Long, E. Shelhamer, and T. Darrell. “Fully convolutional networks for
semantic segmentation.” In: Proceedings of the IEEE Conference on Computer
Vision and Pattern Recognition. 2015, pages 3431–3440 (cited on pages 14,
78, 97).

[120] G. Loy and A. Zelinsky. “Fast radial symmetry for detecting points of in-
terest.” In: IEEE Transactions on Pattern Analysis & Machine Intelligence 8
(2003), pages 959–973 (cited on page 92).

[121] M. Macenko, M. Niethammer, J. S. Marron, D. Borland, J. T. Woosley, X.
Guan, C. Schmitt, and N. E. Thomas. “A method for normalizing histology
slides for quantitative analysis.” In: 2009 IEEE International Symposium on
Biomedical Imaging: from Nano to Macro. IEEE. 2009, pages 1107–1110
(cited on pages 48, 54, 57).

[122] D. Magee, D. Treanor, D. Crellin, et al. “Colour normalisation in digital
histopathology images.” In: Proceedings of the MICCAI Workshop on Op-
tical Tissue Image Analysis in Microscopy, Histopathology and Endoscopy.
Volume 100. Citeseer. 2009 (cited on page 62).

[123] F. Mahmood, D. Borders, R. Chen, G. N. McKay, Kevan J. Salimian, A. Baras,
and N. J. Durr. “Deep adversarial training for multi-organ nuclei segmen-
tation in histopathology images.” In: preprint arXiv:1810.00236 (2018)
(cited on pages 98, 99).

[124] J. Mairal, F. Bach, J. Ponce, and G. Sapiro. “Online dictionary learning for
sparse coding.” In: Proceedings of the 26th Annual International Conference
on Machine Learning. ACM. 2009, pages 689–696 (cited on page 48).

153



Bibliography

[125] P. Marquez-Neila, L. Baumela, and L. Alvarez. “A morphological approach
to curvature-based evolution of curves and surfaces.” In: IEEE Transactions
on Pattern Analysis and Machine Intelligence 36.1 (2013), pages 2–17 (cited
on page 37).
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