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Abstract. Digital whole-slide images (WSI) are scanned representa-
tions of histological tissue at microscopic scale, enabling computer aided
diagnosis and remote pathology applications. However, the data sizes
may hinder a widespread use, as raw files can easily exceed 10-20GB. In
this work, we explore the Scalable High Efficiency Video Coding (SHVC)
as a replacement for the JPEG standard currently found in most vendor
formats. Besides a comparison of the compression rates, this work com-
prises a user-study to estimate SHVC quantization parameters (QP) and
JPEG quality level that threshold the just-noticeable distortions (JND)
for a compression below the JND.

1 Introduction

Digital pathology is an emerging field in the image analysis sector. WSIs depict
microscopic tissue that has been scanned patchwise and merged virtually at a
very high magnification. For example, a fully digitized 2.3cm×1.7cm tissue sec-
tion at 40× objective-magnification amounts to 18.4GB of raw pixel data (RGB
24bit at 91k×67k pixels). Lossless compression can achieve compression ratios up
to 3:1, which is insufficient for WSI storage or transmission. A strong indication
for the acceptance of lossy compression in the field is that most vendor formats,
e.g. NDPI (Hamamatsu) or SVS (Leica), employ lossy compression. To handle
the large image sizes in a standard compatible way, the images are processed
and stored in tiles and to achieve a microscopy-like experience, e.g. zooming in
and out, multiple resolutions are stored per file. Examples of the WSI data are
depicted in Fig. 1.

HEVC [1] is a recent standard for video, utilizing prediction and transform
coding, which can also be used for image compression. Benefits of HEVC com-
pared to JPEG are flexible block partitioning, enhanced intra prediction, resid-
ual coding, and inloop filters to address the blocking and ringing artifacts that
are otherwise common to block-based codecs. In 2015, the scalable extension
SHVC [2] was added to the HEVC standard, allowing spatial scaling from an
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Fig. 1. Examples of WSI tiles: Hematoxylin & Eosin stain (violet/pink) and Hema-
toxylin & Diaminobencidine stain (blue/brown). Rightmost: corrected variance func-
tion from Eq. 2.

image pyramid input that acts as a natural representation of a multi-resolution
image.

Related Work: Liu et. al [3] present a comparison across various compression
standards in medical applications, also including Hematoxylin and Eosin stained
WSIs. In this study, with the WSI samples as exception, HEVC outperforms the
other algorithms. This inferiority of HEVC in case of the WSIs is attributed to an
unsuited rate allocation algorithm. Two works by Tuominen et. al [4,5] research
the JPEG2000 (J2k) standard for WSIs. In [4], J2k’s native scaling support is
evaluated and precincts are found to be an excellent solution for partitioning and
random access. Herein, rate control is applied with fixed-rates between 1:25 and
1:30 which are reported to have decent quality; however, background regions are
included. In [5], a method utilizing the J2k Interactive Protocol for telepathology
is introduced. Furthermore, Helin et. al [6], report large gains in compression
by optimizing the J2k compression settings and formulate a custom J2k-WSI
protocol. Most importantly, they deploy a fore-/background subdivision and
apply different compression qualities. Sanchez et al. [7] apply a lossless HEVC-
intra compression to the segmented image foreground, while lossy compression
is used on the background with a remaining rate budget.

Our contribution is a SHVC-based format that leverages spatial scalability
and provides fast random access to regions-of-interest at arbitrary scale. Fur-
thermore, we introduce an adaptive quantization that is well suited for WSI
encoding.

2 Materials and Methods

We introduce two datasets for later evaluation: 1.) For a quantitative evaluation,
12 WSIs were scanned by an Leica Aperio AT2 Scanner and saved with lossless
LZW compression. This set comprises four Hematoxylin and Eosin (HE) and
eight immunohistochemically stained images with Hematoxylin and Diaminoben-
cidine (DAB). 2.) For a qualitative evaluation, four images (two HE and two
DAB, shown in Fig. 1) were extracted and compressed with different algorithms
(SHVC, HEVC and JPEG) and different quality settings (five per algorithm),
such that the resulting PSNRs between algorithms are comparable.

Our proposed method utilizes a scalable intra configuration for SHVC [2].
This supports arbitrary downsampling and utilizes inter layer prediction (ILP)



SHVC Whole-Slide Image Compression 3

Fig. 2. Bitstream structure and order of Network Access Layer (NAL) units for the
decoder. The Picture Order follows a row-wise serialization of the tiles in the image
pyramid. Each tile is identified by a corresponding picture order count (POC).

to predict all higher resolutions above the HEVC-intra encoded base layer (BL).
Thus, only the residuals of higher layers are encoded. Downsampling filters are
provided to up to a ratio of 1:4 and the interpolation methods were designed for
a ratio of 1:2. Note that this standard enables to decode the image pyramid only
as far as needed and can stop at intermediate resolutions, which is very useful
to achieve a fast random access regarding the image scale.

For the random access to a specific region, we expect the x, y coordinates
of the largest layer L − 1 and the width w and height h of the region as input
parameters. With this and the sizes of the largest layer WL−1, HL−1 as side in-
formation, we can determine the Picture Order Count (position in the bitstream,
see Fig 2) of the tiles in this region that need to be decoded:

POCdecode =

d(x+w)/DL−1e⋃
i=bx/DL−1c

d(y+h)/DL−1e⋃
j=by/DL−1c

i+ jdWL−1/DL−1e, (1)

where DL−1 is the tile size at the largest layer. The bitstream of HEVC and
SHVC files is organized in Network Access Layer (NAL) units that have a unique
prefix in the bitstream. At the start of the bitstream, NAL units containing the
parameter sets (VPS, SPS, PPS) for the HEVC decoding are transmitted, which
also contain layer sizes and downsampling factors. We insert a Supplemental
Enhancement Information (SEI) unit right after the PPS to store the total res-
olution WL−1, HL−1 of the largest layer, which is required for Eq. 1. All tiles on
the BL are intra-coded as Clean Random Access (CRA) pictures. The pictures
on the higher layers are CRA-P frames, which communicates that no intra-layer
dependencies exist and only ILP is used. An Instantaneous Decoder Refresh
(IDR) unit reinitializes the decoder at POC0.

In term of NAL addresses, Eq. 1 does not directly reference the correct NAL
unit, as the initial units produce an offset o, see Fig. 2, which can easily be
computed from the number of layers L and the current layer l: o(L, l) = 3l+1+L.

The biggest potential in lossy WSI compression is to drastically decrease the
bitrate spent on brightfield background in the WSI. Following [6], our first step
is to divide the WSI into fore- and background region. For the background, a
fix QP= 46 is used, while we deploy an adaptive quantization to control the
foreground bitrate. Our goal is to remove irrelevant content via a foreground
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activity F in order to reduce the bitrate spent on flat-white regions. We start
by calculating an auxiliary term

χ = σ2
Y + eα(β22BD·2−σ2

Y ), (2)

where σ2
Y is the luma variance in the Y-Cr-Cb color space, BD is the encoder

bit depth, and α = 0.4, β = σ̂Y /256 are tuning factors, with the reference luma
deviation σ̂Y to determine the minimum of χ. This function χ, visualized in
Fig. 1 for a BD = 8bit, provides a cutoff for low luma variances and a tolerance
region, defined by α, β, around the empirically chosen minimum. For WSI, we
found it important to include chroma (Cr and Cb) information into F and factor
in the chroma range Ri in a given HEVC Coding Block (CB):

F = 1 +
χ√

max(RCb, RCr)
, withRi = max(CBi)−min(CBi).

Furthermore, F undergoes a normalization in the encoder software1 that can be
corrupted by the white regions. Thus, we compute a weighted average, excluding
low variance blocks with a threshold based on β:

F̄ =

∑
k wk · Fk∑
k wk

+ ε, with wk =

{
0, if σY ≤ β · 2BD

1, otherwise.

Herein, ε is a small constant to avoid zero division for all-white coding blocks.
Finally, we compute the normalization Fn and the QP adjustment ∆QP as

Fn =
γF + F̄

γF̄ + F
, with γ = 2

∆QPmax
6 and ∆QP = round[6 log2(Fn)].

Herein, ∆QPmax is the largest allowed QP adjustment.
For quantitative assessment, we evaluate the achieved Peak-to-Peak Signal

to Noise Ratio (PSNR) in RGB space of the different algorithms at different
bitrates. A better compression implies a high PSNR at a lower bitrate. This rate
vs. PSNR is computed at varying QP ∈ {23, 26, 29, 32, 35} for HEVC and SHVC,
quality levels 30-90 for JPEG, and Qstep ∈ {2, 2.7, 3, 4, 5, 7, 9} · 0.01 for J2k. We
use HEVC simulcast (HEVC-SimC) wherein each layer is intra coded individu-
ally. HEVC-SimC and SHVC are both evaluated with 1:4 and 1:2 downsampling
between layers.

For qualitative assessment, we asked N = 13 people (3 pathologists, 5 re-
searchers in digital histology, 2 compression researchers and 3 students) to iden-
tify the compressed image in a forced choice experiment, to identify the parame-
ter thresholds for the just-noticeable distortion (JND), defined as the setting at
which 75% of the raters correctly recognize the compressed image [8]. As com-
pression levels, HEVC and SHVC use the QP ∈ {23, 26, 29, 32, 35} and JPEG
was run with quality level Ql ∈ {85, 70, 50, 30, 10}. Note that this setup already
requests 60 forced choices per user and that in all cases, a higher compression
level corresponds to stronger distortions.

1 Software and Documentation: https://hevc.hhi.fraunhofer.de
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Fig. 3. Rate Distortion Curves for a large IHC and HE sample (bpp: bits per pixel).
The denoted points correspond to the subjective JND thresholds.

3 Results

Figure 3 shows representative examples of rate distortion curves (RDC) for the
qualitative evaluation. We observe that HEVC-based algorithms perform much
better than the JPEG compression. However, HEVC-SimC requires extra bits
for the increased layer count in 1:2 versus 1:4 downsampling. SHVC shows a
slight difference in the RDCs, but has superior performance for most images in
the dataset in both settings. As average rate saving across all WSI, we measured
54% (SHVC compared to JPEG) and 12% (SHVC compared to J2k).

In Fig. 4, the votes of the subjective experiment are shown along with the
decision times of the participants. For HEVC and JPEG, the lowest compression
level (highest quality parameter) is already the limit – in case of HEVC, just
barely touching the 75% threshold. The proposed SHVC with adaptive quanti-
zation tolerates the next compression level as well, but is very close to the limit.
Particularly, it appears that HEVC artifacts can be spotted at higher qualities,
as nearly all participants were able to spot the distortions above level two. In-
terestingly, JPEG had outliers, indicated by the blue background of the curve in
the min/max plot, where participants did not spot errors at level three (JPEG
quality 50%), which we had expected to result in severe artifacts.

4 Discussion

Our assessment of different WSIs in HE and IHC stain leads to the conclusion
that rate savings strongly vary depending on the utilized stain and magnifica-
tion, as well as the type of tissue. The inferior performance of JPEG compression
is caused by the fixed blocksize of 8×8, which limits the entropy coding. Surpris-
ingly, the JPEG artifacts were generally spotted at a much lower quality. The

Fig. 4. Subjective
JND experiment. Left:
min/max graph of
participant votes ver-
sus compression level,
right: decision times.
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authors suspect that, in HEVC/SHVC, blurs become visible more easily in low
contrast regions, if larger blocks are used. Enforcing a smaller blocksize and re-
ducing blur is possible, but leads to decreased rate distortion performance. From
this experiment, we identify the following settings: QP < 23 (HEVC), QP = 26
(SHVC), and Ql = 85%, which are highlighted as reference points in the RDCs
in Fig. 3. Observing the decision times in Fig. 4, the settings of compression level
two could be justified for JPEG and HEVC as well, as the raters need much more
time to spot the distortions compared to the more obvious cases at higher levels.

Conclusion: We present an SHVC-based format for WSI compression that
achieves excellent compression performance with average savings of 54% com-
pared to JPEG and 12% compared to J2k. The method incorporates the spatial
scalability inherent to WSIs, utilizes adaptive quantization, and allows for an
efficient random access to image regions. In terms of the PSNR metric, SHVC-
based encoding has proven to be very efficient, but there are indications that
HEVC-based encodings introduce blurring artifacts, which are easier to spot
than the typical JPEG blocking. We successfully counteracted this phenomenon
by an adaptive quantization tailored for WSI. However, our study with 13 par-
ticipants and four test images has to be taken as preliminary estimate.
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