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Abstract. Applications in digital histopathology often require costly ex-
pert labels to train modern machine learning algorithms. We introduce
an adaptation of the Image Quilting algorithm for texture synthesis that
is utilized to virtually multiply the tissues and labels. Potential applica-
tions are augmentation in neural network training and quality control in
intra-rater experiments. We evaluate this method in a subjective expert
trial and a quantitative augmented learning scenario.

1 Introduction

Digital whole-slide images (WSI) play a major role in histopathology as a tool for
diagnosis and research. In both human and machine learning scenarios, quality
control is essential and requires labeled data in suitable quantities. From a ma-
chine learning perspective, histological images are different from many large scale
datasets, as their classes are not represented by objects, but rather textures that,
in turn, sometimes incorporate certain object types such as cell nuclei. Synthesis
of histological textures is used in [1] with region-synthesis methods and the goal
to create realistic large-scale tumor models. In [2,3], similar methods are devel-
oped aiming at nuclei segmentation tasks. The synthesis methods extend classical
texture synthesis [2] or apply modern generative adversarial techniques [3].

In this work, we adapt the concept of texture formation through Image Quilt-
ing [4], a technique that recombines patches by computing minimum cost bound-
aries (MCB) in overlapping border regions, with potential applications in se-
mantic tissue classification. As the textures are synthesized from existing image
material, we can recombine corresponding label maps with the same boundaries.
Thus, Image Quilting allows us to present image patches in reoccurring new
contexts.

Contribution: The original method was designed to generate large realistic
textures from a small selection of primary texture images. As this would not
capture the diversity occurring in histological images, the method is adapted
for the histological field by a faster search for matching texture candidates, an
improved cost function to compute the MCB and improvements to blend in
image patches along the MCB.
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Fig. 1. Left: Minimum Cost Boundary computation, right: iterative image synthesis
process with a new patch in green.

2 Materials and Methods

For a human observer study, we create three sets of 1000×1000px WSI extracts at
high resolution (0.5mpp): stained 1.) strongly by immunohistochemistry (IHC)
with saturated colors, 2.) by Hematoxylin and Eosin (HE), and 3.) weakly by
IHC with faint colors. Each set contains ten images: four original images, three
synthesized images with patch size 200×200px at an overlap of 50px, and another
three images synthesized at 100× 100px and a 30px overlap.

For a more quantitative evaluation, we deploy a dataset of 40 image extracts
from eight HE stained WSIs. Each image has corresponding expert annotations
for the tissue classes: Tumor, Stroma, Necrosis and Other.

2.1 Image Quilting for Histological Textures

The core idea of Image Quilting is to recombine existing image patches by deter-
mining a minimum cost boundary (MCB) in an overlap area. Image construction
starts from an initial patch and is then continued iteratively by finding matching
patches with a high similarity in the overlapping area. The patches are blended
over along the path with the MCB in terms of the sum of squared difference of
the RGB pixels, see Fig. 1 (left).

The first challenge is to identify matches of the overlap regions in the dataset.
If images from multiple sources are combined, stain normalization [5] is a crucial
preprocessing step. However, a generation from a single large image is possi-
ble, too, and circumvents normalization challenges. As histological images are
typically very large, the search is restricted to a random subset. The search al-
gorithm has to keep track of the patches already extracted and their respective
neighborhoods to prevent cyclic reuse of patches. Without this bookkeeping, the
best matches would always be found at the border to the original neighbors of
the current patch. We follow the strategy in [4] to randomly draw from a set of
well-matching regions, rather than taking the best match. These randomizations
ensure that the initial patch does not fully determine the synthetic image, but
leaves room for different outcomes of synthesized textures. As a final speedup
of this search step, we consider only downsampled grayscale information for the
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search. While this seems quite restrictive, the algorithm does not depend on a
ideal matches of candidates, as the MCB computation can compensate many
inaccuracies.

Mathematically, we deploy the Frobenius norm as similarity measure, applied
in a sliding window across the image

FC(u, v) =
∑
i,j∈R

(aij − bu+i,v+j)
2,

where R is the overlap region, A,B denote the current patch and the reference
texture, and aij , bij index the pixels of A and B.

The iterative synthesis implies different overlap constellations: horizontal,
vertical and a combination of both in the corner case, see Fig. 1 (right). As
FC is a summation, the corner matching simply adds shifted versions of the
horizontal and vertical window, without further computations. After a matching
candidate has been selected, it is blended into the final image along a MCB.

2.2 Minimum Cost Boundary (MCB)

The MCB is computed in dynamic programming fashion, utilizing the Dijkstra
algorithm [6]. As cost function Cij , we use the sum-squared-error of the RGB
channels Cij =

∑
r,g,b(aij − bij)2, with r, g, b referring to the color channels and

aij , bij as the overlapping patch regions.
As we observed several cases in which this cost function leads to visible

straight paths at the border of the overlapping regions, we add a term to create
a cost-sink in the center of the overlap region

C ′
ij = Cij + λ

(
2i

N
− 1

)6

and C ′
ij = Cij + λ

(
2j

M
− 1

)6

,

depending on a horizontal (left) or vertical (right) border, where N and M are
the width and height of a region and λ is a cost factor corresponding to the
values in the images.

Starting from an initial pixel, we propagate the minimal costs in a graph,
where each pixel connects to the horizontal or vertical neighbor (depending on
the region) and the diagonal neighbors in the direction of the path.

In row-wise synthesis, after completing the first row and inserting the first
patch of the second, we have to compute vertical and horizontal boundaries for
each new patch. Ideally, all MCBs should connect in the area where all four
patches overlap, to avoid the risk of visible edges in the image. The initial pixel
is either the lowest cost pixel at the short edge of the region, or the end point of
a previously computed MCB. For the example in Fig. 1 (right), we: 1.) compute
the vertical boundary, 2.) continue from the end point of the previous hori-
zontal boundary and compute the current horizontal boundary left/backwards
(connecting the point to the previously computed boundaries), and 3.) to the
right/forward, which fully blends in the current patch into the image.
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Fig. 2. Examples for the synthesis of IHC (upper) and HE (lower) patches. A single
input image is used in both cases.

Along the MCB, we linearly blend over from one patch to the other as follows:
on the MCB itself, the RGB values are mixed at a ratio of 1 : 1 from A and
B, while the neighboring pixels use the ratios 3 : 1 and 1 : 3, respectively. In
Fig. 2, we show examples of the final result of such a quilted histological texture,
boundaries and the according labels.

Our evaluation is twofold: First, we perform an expert assessment of syn-
thesized images by a group of five experts: three pathologists and two computer
scientists working in digital histology. Each rater votes, whether he would rate
the presented image as an original or synthesized. This vote is complemented by
a confidence rating on a scale from one (uncertain) to five (convinced). It was
known to the experts that the set contained a mixture of original and synthesized
images, but not at what ratio. The images were presented in random order.

Second, as a quantitative evaluation, we deploy the HE dataset in an eight-
fold cross-validation setting across patients (=WSI), utilizing Image Quilting as
augmentation. Each time, we train a vanilla Unet architecture [7] and assess the
performance in terms of the average class confusions.

3 Results

Fig. 3 shows the ratings of the experts for each presented image. Overall, most
original images were recognized correctly, with a few exceptions in the faint
IHC stain. Regarding the confidence, the misclassified originals were rated with
uncertain (one).

In the set of HE samples, only occasionally one of the experts voted falsely and
these votes are mostly at the lowest confidence score. However, the confidence
ratings for all synthetic images are overall slightly lower than for the originals.
The exception is image nine with 3/5 expert votes for original, one even with a
high confidence score of four.

For the IHC stained images, we observe a much higher ratio of votes at
higher confidences, where synthetic images are accepted as originals. Regarding
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the influence of the patch size during synthesis (indices 5-7 vs. 8-10 in Fig. 3),
there are no notable differences.

The results of the quantitative evaluation in an augmentation scenario are
presented in Fig. 4. Minor influences can be observed in the Stroma and Necrosis
class. Most prevalent is the reduced misprediction of necrosis as tumor that drops
from 0.36 to 0.26. The recalls of the classes after augmenting the data by a factor
of five (Fig. 4, right) increase by 13% (Stroma), 8% (Necrosis), and 4% (Other),
with large parts of this increase already at twice the data amount (Fig. 4, middle).

4 Discussion

Image Quilting can be adapted to synthesize realistically looking histological
textures. Comparing the common stains HE and IHC, we found that the artifacts
introduced by the synthesis can more easily be spotted in HE than in IHC.
This summarizes the feedback that was communicated by the experts: while the
images can still be considered realistic, there are some subtle and local artifacts
that reveal the origin by synthesis. In most cases, these artifacts consist of visible
boundaries resulting from constellations, where no good candidate is found and
even the best correlating patches are bound to introduce visible transitions from
one patch to the next. An insufficient normalization is one of the main sources
for this. Particularly, if the background of the tissue has a different white tone,
the error effects an area along the border and is easily perceptible.

The introduced method is meant for the synthesis of large tissue patches.
Global tissue structures, such as typical formations found in tumors (e.g. stroma
surrounding tumor tissue with a necrotic center) are currently not represented
in this method. However, first experiments of pre-selecting patches based on the
annotations are promising.

This method aimed at an offline augmentation for the training of neural
networks. Our quantitative evaluation confirms that the new context of patches
provides an additional value to the training and creates a clearly measuable – yet
not large – benefit. We conlude that the approach holds promise for the intended

Fig. 3. Results of the expert rater trial. Each bar reflects a vote and a confidence score.



6 Bug et al.

Tumor Stroma Necrosis Other
True Label

T
u
m
or

S
tr
om

a
N
ec
ro
si
s

O
th
er

P
re
d
ic
ti
on

0.92 0.12 0.36 0.15

0.04 0.75 0.09 0.15

0.03 0.02 0.52 0.09

0 0.01 0.02 0.60

Basic

Tumor Stroma Necrosis Other
True Label

T
u
m
or

S
tr
om

a
N
ec
ro
si
s

O
th
er

P
re
d
ic
ti
on

0.90 0.09 0.27 0.11

0.05 0.88 0.10 0.17

0.04 0 0.58 0.08

0 0.01 0.04 0.64

Augmentation (2x)

Tumor Stroma Necrosis Other
True Label

T
u
m
or

S
tr
om

a
N
ec
ro
si
s

O
th
er

P
re
d
ic
ti
on

0.91 0.10 0.26 0.13

0.04 0.88 0.08 0.14

0.04 0 0.60 0.09

0.01 0.02 0.05 0.64

Augmentation (5x)

Fig. 4. Results of the augmentation for texture classification. On average in an eight-
fold cross-validation the augmentation slightly increases the performance between the
classes, with important gains in stroma and necrosis classification.

application and the results support investment in larger validation data sets to
explore its full potential.

Another application for this method could potentially be intra-rater trials, in
which an expert labels the same image multiple times, usually with long interval
breaks in between, to evaluate the consistency of the annotation. Our proposed
method allows the recombination of annotated images to obscure the fact that
the same data that has already been labeled before. Thus, intra-rater evaluations
can be included more easily into the annotation routine.
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