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Abstract. We introduce a domain switch for deep neural networks that
enables to re-weight convolutional kernels for an input of a known do-
main. This technique is designed to address re-occurring tasks across
multiple domains that are known at runtime and to incorporate them
into a single, domain-spanning network. We evaluate this approach in
three distinct tasks, namely combined cell nuclei analysis across differ-
ent stains and fluorescence images, facial landmark detection in grayscale
and thermal infrared images, and the BraTS challenge where we treat
different recording institutions as domains. We found that conventional
U-nets trained on multiple domains perform similar to domain-specific
U-nets. Our method improves the results in facial landmark detection
significantly, but no change is measured in the other two experiments
compared to multi-domain U-nets.
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1 Introduction

Without doubt, digital image analysis through machine learning based algo-
rithms has influenced many biomedical fields. Public challenges [1,6,7,8,14] have
been set up to provide a broader performance comparison on the dataset level.
Therefore, specific solutions and evaluations targeting a single dataset or modal-
ity are very common. However, for several problems, e.g. cell nuclei analysis,
facial landmark detection and brain tumor segmentation, it is possible to iden-
tify a common task across different imaging modalities. For example, in cell
nuclei analysis, we are interested in counting, localizing or segmenting cell nuclei
independently from the used stains or recording modalities. Typical cases are
Hematoxylin and Eosin (HE) stained whole-slide images (WSI), immunohisto-
chemically (IHC) stained WSIs or fluorescence microscopy (FLM) images. How-
ever, despite the variation in appearance, the overall task remains an analysis
comprising detection, localization and optionally instance segmentation. Over-
simplified, the problem across all modalities is a blob-detection in various colors:
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Fig. 1. Examples from the different experiments. Upper row: cell nuclei detection with
FLM, IHC, HE domain and ground-truth example corresponding to the HE image.
Lower row: facial landmark examples in grayscale and thermal infrared domain and
brain tumor segmentation example (T1Ce image with segmentation overlay).

violet on pink (HE), blue or brown on white (IHC) or white on black (FLM).
Examples are shown in Figure 1 (upper row). Therefore, we hypothesize that a
neural network has to learn similar convolutional kernels in any of these tasks.

Our second example is facial landmark recognition in grayscale and thermal
infrared images, see Figure 1 (bottom left and middle). Thermal infrared images
have been explored as an option for emotion detection, particularly stress, under
medical conditions [4]. In the scope of this work, it is necessary to point out that
while the appearance of faces in the infrared domain is different from conven-
tional grayscale images, the shapes of faces and landmarks do not change with
respect to edge and contour locations. Our hypothesis of related convolutional
kernel features therefore also holds for the grayscale and infrared domain.

Our third and final example is the BraTS challenge [1,8], in which we pre-
dict tumor areas in MRI scans of the human brain, see Figure 1 (bottom right).
As the data was collected from multiple institutions, the task requires an im-
plicit harmonization between the MRI scanners. Thus, we consider the recording
institute as a domain in the context of this work.

All these examples have in common that the subproblems they solve are
closely related and the domain that is analyzed is typically known at runtime.
We hypothesize that learning from multiple domains at once improves the per-
formance and has the potential to adapt more general features than a specialized
algorithm. We propose to make the domain directly known to the neural net-
work in the form of a switching mechanism. While past approaches use different
network paths for each input domain, or implement a domain-adaptation prior
to the task [3], we instead re-weight the convolutional kernels for each domain,
which is highly parameter efficient.
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Contribution: We implement a domain switch that adapts the network convo-
lutions to a known target domain and enables a training with multiple datasets
at once. A corresponding loss function is defined that handles varying or miss-
ing annotations between different datasets. The approach is evaluated in three
different applications: cell nuclei analysis, facial landmark detection and MRI
tumor segmentation in the human brain.

2 Domain Switch Implementation

The key idea is to apply a learnable weight to each convolutional kernel based
on the input domain. This enables the network to re-weight features in order
to distinguish common features that are required in all domains from domain-
specific features.

For a task with D domains, we extend a convolutional layer with C channels
with an additional weight matrix M of dimension C × D. The layer obtains
an additional input that expects a one-hot encoded vector for the domain d.
Selecting the weights h for a specific domain is then achieved by a simple matrix
multiplication h = M · d.

These domain-specific weights are finally multiplied to the convolutional ker-
nels W and bias weights b.

Ŵ = Wc ◦ hc

b̂ = bc ◦ hc

Herein, the domain-weight of channel c is broadcast to all other dimensions of
the convolutional weights W. Thus, we perform an element-wise multiplication
similar to the Hadamard-product for matrices. The actual convolution is carried
out with the re-weighted parameters Ŵ and b̂. Note that in batch-processing,
an iteration over the batch will be required, since a batch usually comprises
multiple domains at random. Furthermore, this implementation is independent
of the dimensionality of the convolution and will apply to 1D time series, 2D
images or higher dimensional ND problems. Figure 2a visualizes the proposed
layer as a flowchart.

So far we have defined the domain switch, but not its role in a neural network
architecture. Depending on the perspective we take on the multi-modal prob-
lem, two main architectures can be derived. If the variation between domains
is abstract and unknown, the network can be given the maximum capacity of
switches, i.e. replacing all convolutions by switches. However, this can lead to a
very slow training given the necessary iteration over the batch. As many archi-
tectures employ subsequent convolutions in a block structure, a switch can be
installed in every block, as a compromise. This is shown in Figure 2c. Alterna-
tively, for domains that can be expected to have very closely related features,
the domain switch could be incorporated in only the first layers of the network
to learn a domain-specific preprocessing, seen in Figure 2b.
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Fig. 2. Implementation of the domain switch (a) and usage together with the U-net
architecture as preprocessing element (b) or in each functional block (c) (best viewed
digital).

Due to the multiplication in the domain switch, we have to avoid values
close to zero for initializing the domain-weights M, as they would diminish the
gradients right from the beginning of the training. Hence, an initialization with
a low-variance Gaussian distribution centered around one is more appropriate.
For training, there are two strategies: 1) train all parameters together, or 2)
pretrain by keeping M constant and finetune in a follow-up phase.

To combine datasets that do not feature the same set of labels, we propose
a novel loss function that accumulates the provided annotations:

Lacc =

∑
b

∑
c I(b, c) · wcf(P, T )∑

b

∑
c I(b, c)

+ λµ̄P ,

where b ∈ {0, . . . B − 1} and c ∈ {0, . . . C − 1} iterate over the batch of size B
and the classes C, respectively, I(b, c) is the indicator-function that keeps track
if a class label is provided for the sample and f(P, T ) is a regular loss function
between prediction P and target T , e.g. a binary cross entropy loss function
in case of a multi-label classification problem. Note that the computation of f
can be skipped, if I(b, c) indicates zero, i.e. label absence. The class weight wc

is used to balance the influence of rare labels. Additionally, we observed that
it is beneficial to add a general cost across all predictions µ̄P , i.e. the mean of
the network output, with a small weight of λ(= 10−5), in order to draw the
predictions towards zero. This has the effect of reducing artifacts as the network
learns to predict only what the ground-truth demands.
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3 Experiments

We continue with a description of the experiments. The results of all experiments
are shown in Table 1.

3.1 Cell Nuclei Analysis

For the analysis of cell nuclei we compose a dataset from three subsets: HE [6],
IHC [2] and FLM [7,14]. As the subsets have different sizes, we sample from
each set with equal probability and define a training epoch by a fixed number of
samples (N = 6400). Our baseline in this experiment are U-nets [10] trained on
the individual (single) domain as well as a single U-net trained on all domains
at once (without domain switching). We compare the performances to two do-
main switching networks that use switches along the depth of the architecture
(DSnet, Figure 2c) and as preprocessing (PPnet, Figure 2b), All networks are
trained with Adam (lr = 0.0005, weight-decay = 10−6) for 70 epochs using the
proposed accumulated loss Lacc. We predict a) fore- and background, b) cell
nuclei boundaries, c) cell nuclei centroids and, in case of the IHC data, d) the
presence of an immune-cell. The performance in the four cases is measured by: a)
the Dice-coefficient, b) the Dice-coefficient, but with a two pixel wide tolerance
around the ground-truth and predictions, c) and d) the F1-score 2·tp/2·tp+fp+fn

by counting predictions as true positive (tp) if they fall within a distance of 12px
(empirical) of a ground-truth nucleus, while additional predictions in the same
radius count as false positive (fp) and entirely missing predictions in ground-
truth distance as false negative (fn). A six-fold cross-validation with randomized
splits is repeated three times for statistical validity of the results.

3.2 Facial Landmark Detection

For the detection of facial landmarks we created a dataset out of two sepa-
rate datasets: thermal infrared [4] and the grayscale images [11,12,13] composed
of HELEN (training), LFPW (validation) and 300W (testing). We trained the
same VGG-like network as proposed in [5] and compared the performance to
the same network trained simultaneously on both domains and a similar net-
work in which the first three convolutions were replaced by domain switching
layers. For training, an extract of 2000 images from both datasets is used (re-
ferred to as large dataset) and a second subset comprising 400 images (small).
All networks are trained with Adam (lr = 0.001), and on-plateaus scheduling
(decay-factor = 0.1) for 200 epochs on images normalized into the range of [0, 1].
As performance measure we use the average Euclidean distances from predictions
to the corresponding ground-truth landmarks, normalized to the bounding-box
size. This experiment uses a fixed test set with 600 grayscale and 500 thermal
infrared images.
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Table 1. Summary of all evaluations. In the cell nuclei detection, single domain means
one specific network was trained for HE, IHC, and FLM, each. For the facial landmark
detection, the single domains are Grayscale and Thermal Infrared. Statistically signif-
icant best-performing configurations are highlighted.

Cell-Nuclei
Detection

Foreground
Dice mean±std (%)

Membranes
Dice mean±std (%)

Centroids
F1 mean±std (%)

Immune-Cells
F1 mean±std (%)

Network\Dataset HE IHC FLM HE IHC FLM HE IHC FLM IHC

U-net, single-domain 91.2±3.9 94.3±4.4 99.6±0.2 79.2±7.0 85.4±8.5 98.4±0.7 80.5±6.8 73.7±18.0 87.9±8.4 60.2±25.1

U-net, multi-domain 90.4±4.3 93.9±4.4 99.6±0.2 76.0±8.0 84.4±8.3 97.8±1.3 77.8±7.1 74.1±17.9 87.5±6.5 55.8±23.7

PPnet 90.7±4.1 94.3±4.6 99.6±0.2 77.8±7.3 85.1±9.0 97.4±1.9 79.5±7.2 73.8±17.9 80.6±12.4 58.6±25.1

DSnet 90.5±4.5 94.0±4.6 99.6±0.2 76.7±7.7 84.6±8.5 97.5±2.0 78.6±6.8 73.1±17.6 84.2±12.1 57.0±24.9

Facial Landmark
Detection

Grayscale
Error mean±std

Thermal Infrared
Error mean±std

Network\Dataset large small large small

VGG, single-domain 0.032±0.018 0.053±0.029 0.024±0.006 0.058±0.047

VGG, multi-domain 0.038±0.019 0.060±0.032 0.026±0.007 0.046±0.033

DSnet 0.035±0.016 0.048±0.020 0.024±0.005 0.037±0.019

BraTS
Challenge

Enhancing Tumor
Dice mean±std (%)

Tumor Core
Dice mean±std (%)

Whole Tumor
Dice mean±std (%)

U-net, multi-domain 69.4±27.5 81.8±17.1 88.6±8.3

DSnet 69.5±27.6 81.7±17.1 88.1±9.7

3.3 Tumor Segmentation

In the tumor segmentation, we employ data from the BraTS 2018 training
dataset including 285 cases (210 high- and 75 low-grade glioma). The com-
plete BraTS data originates from 19 institutions over the globe with various
MRI scanners. However, ground-truth labels with clear correspondence to insti-
tutions are only available in eight cases. The data from these eight institutions
accounts for 244 cases, which are used in this experiment. We performed a five-
fold cross-validation using a 3D-U-net as architecture, featuring 28 channels at
the highest level. For the domain switch network, we applied the modifications
as depicted in Figure 1b. Both networks are trained with Adam (lr = 0.0001,
weight-decay = 10−5) optimizing a Dice-loss objective for 100 epochs of training.
We schedule the learning rate according to lrn = lr · (1− n/N)0.9 [9], where n is
the current epoch and N the total number of epochs. We choose a fixed input
size of 128x128x128 voxels and a batch size of two. During training, four such
patches are cropped out of each MRI scan. Performance is assessed in terms
of the Dice-coefficient between predicted and ground-truth segmentation mask.
Since the state-of-the-art is to train networks on all available data, we omit the
single-domain training from this experiment.

4 Results

Overall, out of the three experiments only the Facial Landmark Detection shows
an improvement in favor of our hypothesis on the positive influence of combined
learning from multiple datasets via domain switches. For the large Facial Land-
mark dataset, DSnet is on par with the single domain U-net in the IR domain
and comes close on the grayscale domain with slightly higher mean, but less
variance. On the small Facial Landmark dataset, the DSnet outperforms both
single- and multi-domain U-net.
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On the cell nuclei detection and BraTS challenge data, the differences in
the individual tasks are not statistically significant. The exception is the single-
domain U-net, which in some cases outperforms the competing networks by
a small margin. While this can be expected from a specialized network, we
were surprised to find that the overall difference in performance is very small.
Furthermore, the multi-domain U-net performs at the level of networks with
explicit domain information.

5 Discussion

In the BraTS challenge, we hypothesize that the scanner harmonization prob-
lem is less important than we initially assumed and can be learned implicitly.
The state-of-the-art usually addresses scanner differences and inter-patient vari-
ance together by normalization and bias-field correction in the preprocessing.
In contrast to the brain MRIs, the data of the cell nuclei datasets visually ap-
pears quite different. However, there is a chance that the mapping to an internal
uniform feature representation is quite simple. Basically, a projection on the
different common stain components: white, violet, pink, blue and brown, and
accumulating the respective channels would enable the network to learn domain-
independent features quite easily. Some indication to support this (keeping in
mind that the individual means do not vary significantly) may be observed in
the PPnet, which provides such a basic mapping for preprocessing the data.
With the exception of the centroid prediction task in IHC and FLM, the PPnet
predictions are consistently closer to the single-domain U-net performance than
the U-net and DSnet. Grayscale and thermal infrared images are again quite
different in appearance. Due to the lack of texture information in the infrared
domain, it is reasonable to assume a more complex dependency between the do-
mains, that could explain DSnet outperforming U-net and, in case of the small
dataset, even the single-domain networks. On the larger dataset, there is still a
consistent improvement compared to the multi-domain U-net (grayscale), while
the single-domain network is either better (grayscale) or equally well (thermal
infrared).

6 Conclusion

The proposed domain switch has the capability to improve detection results,
when learning from multiple domains with little available label information. On
large or very similar dataset the effect is less visible and a conventional U-net
achieves similar results. However, employing domain switches in the networks
has not lead to a significant drop in performance either. In our experiments the
observed worst case was a non-significant performance change while the best
case was a significant performance improvement.
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