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Abstract. Deep learning approaches have been very successful in seg-
menting cardiac structures from CT and MR volumes. Despite con-
tinuous progress, automated segmentation of these structures remains
challenging due to highly complex regional characteristics (e.g. homoge-
neous gray-level transitions) and large anatomical shape variability. To
cope with these challenges, the incorporation of shape priors into neu-
ral networks for robust segmentation is an important area of current
research. We propose a novel approach that leverages shared informa-
tion across imaging modalities and shape segmentations within a unified
multi-modal encoder-decoder network. This jointly end-to-end trainable
architecture is advantageous in improving robustness due to strong shape
constraints and enables further applications due to smooth transitions in
the learned shape space. Despite no skip connections are used and all
shape information is encoded in a low-dimensional representation, our
approach achieves high-accuracy segmentation and consistent shape in-
terpolation results on the multi-modal whole heart segmentation dataset.

1 Introduction

Accurate multi-organ segmentation is an important prerequisite for image-guided
interventions and CAD. Despite its remarkable advances, accurate and robust
approaches for segmenting multiple organs with large shape variability, e.g. heart
structures, are still scarce. A particular difficulty arises from the complex regional
characteristics and large shape variability. To cope with these challenges and
enable meaningful analysis of shape variations, model-based approaches, that
restrict shape variations to a compact linear shape space, have been frequently
used in the past [1]. However, due to its linear nature and decoupling of feature
learning and shape fitting, are limited in segmentation accuracy and nonlinear
representation-learning abilities of deep networks [1].

Recently, new state-of-the-art segmentation accuracies have been achieved us-
ing fully-convolutional architectures that heavily rely on skip connections [2,3].
While these frameworks are useful for quantifying exact volumetric measure-
ments, their skip connections disconnect the final prediction from the shape space
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encoding and thus limit prediction smoothness, further physiological analysis and
shape retrieval. Some recent work tried to address these shortcomings by incor-
porating shape priors into deep networks [4,5,6]. In particular, [4,5] trained an
additional convolutional auto-encoder (CAE) to project predictions and ground
truth labels into its shape space and apply a soft penalty on their discrepancies
during training, so that models are guided to follow global anatomical shape
properties. However, these models are not end-to-end trainable and still rely on
skip connections resulting in the aforementioned limitations.

In this work, we propose a new and more elegant approach inspired by the
work in computer vision of Jetley et al. [6], who directly regressed input im-
ages to their shape encodings by `1-distance minimization. This yields a higher
degree of robustness as the shape predictions are strictly constrained by the
low-dimensional shape space. We extend this approach to jointly learn from
unaligned multi-modal MRI and CT data as well as segmentations in an end-
to-end fashion. Sharing parts of the convolutional weights across different tasks
can help leverage common similarities in shape features aside from differences
in appearance. In addition, we propose a novel approach for improving image
regression into the common shape space by utilizing a fixed decoder to minimize
a cross-entropy (CE) loss between predictions and ground truth labels.

2 Materials and Methods

Our model (Fig. 1) follows a traditional CAE structure with a contracting en-
coder and expanding decoder part. CAEs are optimized for an intermediate
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Fig. 1. Our proposed all-convolutional model providing 624K trainable parameters. E
projects its input into the 2 · 8 · 9 · 11 = 1584 dimensional shape space. “Conv(3x3x3
-s1-10C)” stands for a conv layer with 3 × 3 × 3 kernel, stride of 1 and 10 channels.
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representation that best reconstructs the input itself. The space of intermediate
representations is referred to as shape space (Fig. 1) and is of low-dimensional
nature to force the network to capture the most salient features of the underlying
anatomy. In our model, the encoder E is of multidomain nature and projects dif-
ferent inputs (CT, MR volumes and segmentations) into a joint 1584 dimensional
shape space resulting in very smooth shape predictions (Fig. 2(a)). The first conv
layer of our network is the only one that differs for grayscale images and segmen-
tations since multi-organ integer labels are converted to multi-channel one-hot
encodings, while MRI and CT are single-channel inputs and are therefore passed
through the same conv layers. Besides, every conv layer is followed by batch
norm and LeakyReLU except the last layer being followed by softmax.

2.1 Joint training

Our learning approach alternates between mini-batches of segmentations Si and
grayscale images Ii (MRI and/or CT). When segmentations are seen at the input,
the network represents a CAE. Input shapes are encoded in the low-dim. shape
space (by E) and mapped through D for reconstruction. E and D are jointly
optimized by minimizing the CE-loss between predictions and input shapes.

When CT and MR images are considered as inputs, we do not follow the
classical approach (e.g. as in [6]) to directly regress them to the correspond-
ing shape encodings of their manual segmentations by minimizing their `1-
distances ||E(Ii) − E(Si)||1. Instead, we further propagate grayscale encodings
E(Ii) through a fixed decoder and then minimize the CE-loss between predic-
tions and ground-truth labels. Despite potential vanishing gradient issues, this
procedure provides several advantages: Firstly, the embedding is optimized for
the optimal shape code in the current shape space instead of its (suboptimal)
shape encoding. Secondly, CE is a more qualitative loss than `1, and thirdly, it
helps to produce balanced updates of E for segmentation and grayscale inputs
(rather than `1- and CE-loss-updates) improving the stability of the model.

On the one hand, E is trained to improve reconstruction quality of segmenta-
tions, and on the other hand, E simultaneously learns to transfer shape as well
as multi-modal image features into a common shape space trying to yield an
equal representation of each domain. Since D is only optimized for reconstruc-
tion quality of segmentations and E for extracting domain-invariant, high-level
features, we let E provide about three times as many conv layers (and therefore
abstractational depth) as D. Interestingly, we found that five conv layers suffice
for D to map from the shape space in the segmentation domain with a high
representation ability.

Besides, keeping the decoder fixed for grayscale inputs is necessary to avoid
two separate feature extraction paths for grayscale images and segmentations
throughout the entire network, thus resulting in two different shape spaces (as
shown in [7]). Since D is only optimized for segmentation reconstruction yield-
ing one common shape space, close spatial correspondence of shape and image
encodings is still achieved through CE-loss minimization despite not being ex-
plicitly optimized for that (Fig. 2(b)).
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Fig. 2. (a) shows rather noisy ground-truth labels as well as its satisfyingly smoothed
prediction. (b) displays the t-SNE visualization of the embedding (patient no. dis-
played). As desired, corresponding shape codes lie in close proximity to one another.
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2.2 Implementation details and Experiments

The model is trained using Adam on random mini-batches of size 3 containing
either CT and/or MR data, or solely segmentations, in an alternating order for
1000 epochs. Learning rates start at 0.002 for the label and 0.004 for the gray-
scale optimizer and are reduced by 0.9 every 30th epoch. Weight decay and affine
transformations for data augmentation were used. It is also important to note
that we use instance normalization during evaluation to compensate for the fact
that batch statistics differ strongly between label- and grayscale- mini-batches.

We evaluate our approach (referred to as CE-Reg) on the MM-WHS training
dataset which consists of 40 multi-modality whole heart images (20 CT and 20
MRI). Our preprocessing pipeline starts with data resampling into isotropic voxel
sizes of (1.5mm)3. We then crop bounding boxes with sizes of 144 × 122 × 168
around the ROI and finally apply Z-normalization on the cropped patches.

We further compare our approach with the following variants: `1-Reg us-
ing `1-loss between grayscale and shape encodings for image regression into the
shape space; 2E-D : decoupled variant of our approach consisting of two separate
encoders (one for segmentation and the other for grayscale image inputs) each
with half the number of feature channels in every conv layer; E-D : traditional
encoder-decoder network being solely trained on MR and CT data, and finally
U-Net : E-D with skip connections. The models share equal training and archi-
tectural properties. To measure the segmentation accuracy, we perform 5-fold
cross-validation and report mean Dice scores.

3 Results

Tab. 1 lists quantitative segmentation accuracies of the evaluated models. Our
model significantly outperforms `1-Reg underlining improvements to image re-
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Table 1. Dice scores of the evaluated approaches. CE-Reg is our proposed model, `1-
Reg uses `1-loss between image and corresponding shape encodings for image regression
into the shape space. 2E-D is a decoupled variant of CE-Reg with two separate encoders
one for segmentation and the other for grayscale image inputs. Besides, E-D is an
encoder-decoder model being trained solely on MR and CT volumes and U-Net its
variant using skip connections.

CT data LV Myo RV LA RA aorta PA ∅

CE-Reg 0.888 0.822 0.848 0.874 0.848 0.724 0.874 0.840

`1-Reg 0.877 0.796 0.840 0.846 0.841 0.676 0.863 0.819

2E-D 0.850 0.760 0.846 0.806 0.820 0.602 0.811 0.785

U-Net 0.921 0.824 0.872 0.879 0.885 0.800 0.944 0.875

E-D 0.848 0.746 0.822 0.822 0.792 0.596 0.812 0.777

MR data

CE-Reg 0.882 0.746 0.832 0.816 0.836 0.704 0.734 0.793

`1-Reg 0.877 0.722 0.822 0.793 0.831 0.678 0.731 0.779

2E-D 0.866 0.702 0.806 0.768 0.796 0.562 0.718 0.745

U-Net 0.923 0.796 0.881 0.871 0.883 0.778 0.769 0.843

E-D 0.860 0.704 0.784 0.780 0.794 0.622 0.684 0.747

gression when using the CE-loss. Furthermore, both regression models `1-Reg
and CE-Reg clearly outperform their decoupled variant 2E-D as well as tradi-
tional encoder-decoder networks E-D. The former indicates that segmentation
performance can greatly benefit from shared information across the domains,
whereas the latter shows that, even if these encoder-decoder networks might also
learn a qualitative shape space, regressing grayscale images into a learned shape
space yields considerably better performance. In comparison, skip connections
(U-Net) yields performance increases, which are, however, only relevant for pix-
elwise segmentation and more importantly, lack smoothness of predictions and
explainability of shape variations.

Furthermore, Fig. 3 illustrates the learned shape space. It shows plausible
shapes decoded from a compact shape space with smooth and realistic tran-
sitions. These properties, that can only be achieved without skip connections,
enable further applications including object-mask registration or robust multi-
modal registration by projecting multi-modal data into a common shape space,
followed by the sampling of intermediate shape interpolated versions.

4 Conclusion

First, we have presented a novel architecture for deep encoder-decoder networks
that jointly learns shared features within a single end-to-end trainable model
without skip connections, and second, we introduced a novel approach to im-
prove image regression into the shape space. Our approach reaches excellent ac-
curacies for multi-label CT and MRI whole heart segmentation, while simultane-
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Fig. 3. Visualization of the shape embedding, its decoded shapes and shape interpo-
lations along the dotted line. Note the smoothness of the decoded shapes, the realistic
shape deformations as well as the smooth transitions in the compact shape space.

Shape space interpolationDecoded shapesShape embedding

ously restricting the underlying shape representation to be low-dimensional and
consistent between shapes and corresponding grayvalue scans. We empirically
demonstrate a highly effective use of shared information across grayscale images
and segmentations outperforming disjoint networks with the same number of
channels. In addition, our approach offers attractive further use of anatomical
information that is impossible with conventional skip connection models, such
as modality-invariant feature learning and smooth interpolation in shape space.
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