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Abstract A self-contained inspection system for vision-

based on-loom fabric defect detection is presented in

this paper. Design and loom integration of a traversing

camera sled, a camera vibration damper and a comple-

mentary back-light illumination are presented and dis-

cussed. Image acquisition strategies and traverse con-

trol are described to complete the discussion on hard-

ware and mechanics. The main part of the paper fo-

cuses on a novel algorithmic framework for woven fabric

defect detection in highly resolved (1000+ ppi) image

data. Within this scope, single yarns are tracked and

measured in terms of position, size, and appearance in

real-time. An inspection prototype has been mounted

onto an industrial loom. Extensive on-line and off-line

evaluations for various fabric materials gave precise and

stable detection results with few false alarms. A brief

cost analysis for the prototype system is provided and

completes the presentation of the system.
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1 Introduction

The standard approach for quality assurance in mod-

ern weaving mills is still based on loom-separated cloth

inspection assemblies, operated off-line by human in-

spectors. Here, efficiency is limited by a short attentive-

ness period and low defect detection rates of human in-

spectors (about half an hour and 70%, respectively [1]).

Moreover, control and production processes are decou-

pled, excluding the possibility to immediately stop the

loom in case of severe and repetitive defects.

For this reason, fully automatic, visual quality as-

surance systems for fabric defect detection are emerg-

ing. They can be classified into two general design con-

cepts. 1) Off-loom systems monitor produced material

apart from the loom on a separate cloth inspection ta-
ble, as a conventional human inspector would do. They

are straight forward to set up and benefit from steady

operation conditions. 2) On-loom systems on the other

hand are mounted onto the loom and monitor the ma-

terial on-line during manufacturing. They allow imme-

diate intervention in case of defects and can hence min-

imize losses. Both designs analyze digital images taken

by a camera (or a camera array) to assess fabric quality.

The advantages of automated fabric quality control

are many, however only a small number of systems are

discussed in literature and scarcely any complete so-

lutions are commercially available. In fact, literature

for defect detection algorithms is manifold but very

few publications discuss the entire automated visual

inspection (AVI) framework, consisting of mechanical

construction, controlling, illumination and algorithms.

Within this scope, Mak et al. [2] present an AVI sys-

tem based on Gabor filtering with little details spent on

mechanics. In [3], a system based on neural networks is

presented, again little detail on mechanics, illumination
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and control is given. Sari-Sarraf [4] touches the chal-

lenge of vibration-free image acquisition and processing.

Stojanovic et al. describe a complete AVI system [5] and

Cho et al. [6] provide an extensive discussion on pro-

duction speed, optics, and camera resolution for their

low price inspection setup.

Examples for commercially available off-line inspec-

tors are given by the WebSPECTOR [7] (Shelton Ma-

chines Ltd, U.K) which deploys a line-scan camera ar-

ray to inspect the material surface and the IQ-TEX

4 [8] system (Elbit Vision Systems Ltd. (EVS), Israel)

which is a high resolution one-camera system. On-loom

systems are represented by the PROCAM 5310 (PRO-

TECHNA Herbst GmbH & Co. KG, Germany) and the

ELSIS inspector (Erhardt+Leimer GmbH, Germany)

which operates with a static camera array. BMSVi-

sion’s (BMS bvba, Belgium) Cyclops system on the

other hand is a traverse based system with one mov-

ing camera and selective back- and front-illumination.

The company OPDI-TEX GmbH, Germany is an OEM

that does not sell complete systems but supplies con-

tact scanners and software for on- and off-loom defect

detection. Technical details or performance benchmarks

of the aforementioned systems are not available.

Even though the data sheets of these systems an-

nounce versatility and robustness, the evaluation of a

self carried out poll involving 12 middle class weaving

companies showed that present fabric quality control

systems suffer at least from one of the following prob-

lems: low spatial resolution, time and space delay from

production, frequent false alarms, material restrictions,

algorithmic rigidity, low reliability and/or high prices.

We conclude that the task to automatically control

fabric quality is still challenging, due to the large vari-

ability of defect shapes and sizes, a broad variety of

different materials with diverse optical characteristics,

large inspection areas, and very tight price restrictions.

The requirements for practical fabric image process-

ing algorithms are thus extensive. A multitude of meth-

ods has been proposed recently to automatically detect

fabric flaws. Three current survey papers summarize

the state of the art. 1) In 2008, Kumar et al. [9] reviewed

162 publications for fabric inspection, 2) Mahajan et

al. [10] followed one year later by covering 122 topic re-

lated publications. 3) In 2011, Ngan et al. [11] published

the most up-to-date fabric inspection survey with 139

cited papers. The algorithmic trend is clearly moving

to Wavelet-based approaches using either Gabor filter

banks [12–16] or multi-scale wavelet based decompo-

sitions for feature extraction [17–20]. These methods

seem to yield best results even though no quantitative

benchmark is reported in literature yet. All common

methods treat fabric as near-regular texture and none

of the cited papers has been tested with spatial image

resolutions above 200 ppi.

This paper presents a self-contained and field-tested

prototype system for visual on-loom fabric defect detec-

tion. The paper comprises three main contributions:

1. First, the mechanical construction of a loom mount-

able traverse system is covered. This includes a dis-

cussion for on-loom back-light illumination, details

on the image acquisition strategy, traverse control,

and a concept for machine vibration damping.

2. Secondly, a new image processing framework for fab-

ric defect detection is presented. Within this scope,

highly resolved real-world images with a spatial res-

olution of ≥1000 ppi are processed in real-time to

locate single yarns within the image and measure

them in terms of shape, position and appearance.

The framework combines three novel defect detec-

tion methodologies, each having advantages and dis-

advantages in detecting specific defect types, to give

rise to a robust and versatile inspection system.

3. A brief cost analysis for the prototype system is

provided and further extended by an economic ef-

ficiency assessment for a potential commercial sys-

tem.

The paper is structured as follows. Section 2 is ded-

icated to mechanics. Here, the manufacturing environ-

ment is set out on the example of an OMNIPlus-800 [21]

loom from Picanol. Traverse design and lighting tech-

niques are discussed. Moreover, the construction of a

camera vibration absorber is presented. Section 3 covers

the topic of image acquisition. There, vision hardware,

traverse control, production speed and camera trigger-

ing are discussed. Section 4 presents the image pro-

cessing pipeline comprising image pre-processing, yarn

tracking and defect detection. The evaluation environ-

ment comprising image databases and assessment cri-

teria is defined in Section 5. Before the prototype is

finally discussed with respect to efficiency and costs in

Section 7, Section 6 presents real-life detection results

of several on-loom test runs with various fabric mate-

rials. The conclusion in Section 8 also provides a brief

outlook for future work.

2 Mechanical Integration

The mechanical part of the inspection system consists

of a traversing camera and a synchronously traversing

back-light source. The system aims at low dead times

(approx. five seconds) between fabric flaw appearance

and defect detection in order to allow for a closed-loop

control of the weaving process on similar time scales.

Hence, the mounting position close to weft insertion is
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Fig. 1 Image of the loom mounted prototype traverse fabric inspector (left). Image A: scheme of the camera vibration damper
with 1) lens, 2) matrix camera, and 3) vibration absorber. Image B: cross section of the back-light carriage setup (which is
installed below the fabric) with 4) fabric 5) LED array 6) energy chain 7) timing belt, and 8) machine frame. Image C: scheme
of the traverse with 9) linear axle 10) camera sled, and 11) camera with vibration absorber.

a fundamental property of the system. Figure 1 shows

an image of the prototype system mounted onto the

OmniPlus 800 [21] loom. The proposed on-loom tra-

verse concept offers several advantages compared to se-

tups with one or more fixed cameras. It reduces costs

as the vision system is reduced to a single camera and

lens and enables the system to acquire images with high

spatial resolutions since the inspected material can be

inspected more densely (see Fig. 3). On the other hand,

several difficulties arise at the same time as the system

must deal with machine vibrations that may reduce im-

age quality, motion blur, limited available space, and

potential maintenance costs due to mechanical abra-

sion.

Image quality is affected if the camera itself shakes

due to machine vibrations. Therefore, vibration decou-

pling elements should be foreseen. Motion blur occurs

due to the traversing movement of the camera and is

handled on an algorithmic base as described in Sec-

tion 4. Investigations on the illumination strategy showed

that back-light illumination proved to give best results

in terms of yarn and fabric defect visibility. Therefore,

the light source should be placed in the back of the first

piece of fabric produced. In this scenario, the available

space beneath the fabric is limited by a semi-circular

cross-section of about 55 mm in diameter – a custom

solution for the illumination had to be developed (cf.

Fig. 1.B).

2.1 Vibration-Resistant Integration

To reduce vibrations of the camera system during oper-

ation at higher machine speeds, different damping and

vibration decoupling concepts were analyzed and eval-

uated [22]. Within this scope, a functional model for a

vibration damper was found which comprises vibration

absorbing rubber elements as mount for the camera axis

showing low-pass behavior, and a vibration decoupled

camera sled with compensating mass, showing damper

behavior.

Fig. 2 Vibration absorber. Left: theoretical model where x
and y are displacements, ẍ is acceleration, and k1 through k3
are spring constants. Index c refers to the camera and index
a refers to the compensating mass. Right: CAD design with
1) Base plate 2) Absorber mass 3) Camera dummy 4) Linear
bearings 5) Rod with coil springs.

The damper consists of a base plate that carries

two rods. The camera mc and the compensating mass

ma are connected to these rods with linear bearings.

Coil springs interconnect the camera, the compensat-

ing mass, and the mount. Figure 2 shows the system

design 2. The choice of the compensating mass ma and

the spring constants k1−3 defines the dynamic system

behavior of the tuned mass damper. The equation of

motion of the proposed model can be solved for the fre-

quency to give a relationship between the absorber mass

and spring constants as described in [22]. The constants
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k1−3, and ma can then be chosen to reduce prominent

machine vibrations for a given weft insertion rate.

2.2 Back-Light Illumination

Different illumination techniques are investigated in a

first step in order to evaluate their feasibility for differ-

ent fabric types. The techniques investigated comprise

back and front light illumination as well as dark field il-

lumination. The considered fabrics have been provided

by a variety of industrial cooperation partners. The fab-

rics cover filament and staple fiber fabrics as well as

plain, satin and twill weaves. As a conclusion from these

samples, back light illumination is the most feasible

technique since the textile structures are best resolved.

It turned out that yarn contours and hence the location

of single yarns is best accented with back light as the

majority of defects appear clearer compared to other

illumination techniques. A traversing LED array was

hence mounted below the recoil of the fell at beat-up.

Here, the LED unit is mounted onto an adapter which

is connected to a timing belt. The timing belt is con-

nected to an electric motor beside the weaving machine,

which allows the LED array to traverse perpendicular

to the direction of production. Signals and power sup-

ply are provided through a flexible energy chain. Self-

lubricating linear guide rails support the LED carriage

in vertical direction and facilitate horizontal movements

of the LED carriage. Figure 1.B shows a cross section

of the LED carriage design as it is installed below the

fabric.

3 Image Acquisition

The image acquisition strategy is based on a single ma-

trix camera which is moved across the loom by the tra-

verse. Even though line scan cameras provide higher

resolutions and are generally better suited for surface

inspection tasks, within the presented on-loom scenario

they cannot be deployed since movements in three di-

rections occur: the camera traverses (y-direction), the

fabric is produced and continuously fed forward (x-

direction), and the system vibrates due to the reed beat-

up (z-direction), cf. Fig. 3. For the demonstrator, the

camera model BM-500 GE (JAI, Glostrup, Denmark)

was chosen. The camera offers a resolution of five mega-

pixels at a frame rate of 15 fps. The camera is combined

with a Xenoplan 23-1.4 lens (Jos. Schneider Optische

Werke GmbH, Bad Kreuznach, Germany).

Illumination is a crucial factor for the effectiveness

of the entire system. Within the project, a trade-off be-

tween brightness, lifetime and cost was considered. For

camera 
field of view

61.40 mm
58.33 mm

48.88 m
m

51.45 m
m

fabric width: 1800 mm

Image: 1 Image: 2 Image: 3

Image: 32

Image: 33 Image: 34

31.9 mm

Image: 35

fabric take-down:
15 mm/s

reed

investigated fabric

camera backwards 
movement

x
y

Fig. 3 Scheme of the image acquisition strategy. The com-
plete fabric width of 1800 mm is covered by the traverse which
must cross the loom in approximately 2.5 seconds. In prac-
tice, 32 slightly overlapping images are acquired per crossing.
The field of view (FOV) of each image covers approx. 49 ×
58 mm, the working distance between lens and fabric is fixed
to approx. 100 mm resulting in spatial image resolution of
+1000 ppi.

highest image quality, brightness should be as high as

possible in order to keep the camera shutter speed fast

and the f-number high. On the other hand, the illu-

mination source must be economically feasible. For the

demonstrator, the LED array LDL-TP-83x75 (Stemmer

Imaging GmbH, Puchheim, Germany) was chosen. As

described in Section 2.2, the LED array is mounted be-

neath the fabric on a traverse. To keep motion blur

as low as possible, the LED array is triggered syn-

chronously to the loom reed beat-up by a flash light

controller.

3.1 Coverage Strategy

The acquisition system should allow for a full and com-

plete inspection of the entire fabric width of 190 cm at

a machine speed of 900 picks per minute. This results in

a maximal fabric feed motion of approximately 1 cm/s

(given a minimal pickage of 15 wefts/cm). To achieve

a spatial image resolution of 1000 ppi, the working dis-

tance between camera and fabric has been fixed to 10

cm, resulting in a camera’s field of view (FOV) of 6 cm

by 5 cm. To guarantee complete material coverage, the

traverse must hence accomplish one cycle of forward

and backward movement in less than 5 seconds. Given

the FOV’s width of 60 mm, at least 30 images must be

acquired to visually cover the entire width of the woven

fabric. In practice, 32 images are acquired to allow an

image overlap as depicted in Fig. 3. Images are acquired

during the (slower) forward motion of the traverse and

are directly processed in real-time. In case not all calcu-
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lations can be finished within 66 ms, subsequent images

can be buffered in camera memory to be processed dur-

ing the (faster) traverse backward movement where no

images are acquired. Fig. 3 shows an illustration of the

visual coverage of the fabric as realized in the proposed

inspection system.

4 Machine-Vision Algorithms

The image processing pipeline presented in this paper

sets itself apart from previous methods for two reasons.

First, a high spatial resolution of ≥1000 ppi allows the

image to be treated as a netting of single visible yarns

instead of as a plain texture. This feature permits to

track single wefts and warps and measure them with

regards to position, shape, and texture. To our knowl-

edge, no defect detection system operating on similar

resolutions has been deployed yet. Moreover, the defect

detection phase combines three independent analysis

blocks, each having particular strengths and weaknesses

for segmenting different defect types. The multi-phase

concept makes the framework robust and versatile for

use in manufacturing practice.

As depicted in the block diagram shown in Fig. 4,

this section guides the reader through the major algo-

rithmic blocks of the image processing pipeline, namely

image pre-procssing, feature extraction, yarn tracking,

and defect detection.

4.1 Image Preprocessing

Raw images fed by the acquisition system to the im-
age processing pipeline are degraded by motion blur

and inhomogeneous illumination. To enhance the sig-

nal, an image de-blurring algorithm is first applied to

retrieve important yarn edges and crossings. In [23],

we benchmarked 13 state-of-the-art algorithms for non-

blind deconvolution. The best balance between com-

plexity and efficiency has been found for Wiener filter-

ing. It proved to be suitable for parallel implementation

on graphic card processors (GPU) and gives reason-

able performance for restoring degraded image content.

Since the traverse speed and acceleration are known at

any time, suitable deconvolution kernels can be precom-

puted off-line for de-blurring raw input images during

the different phases of the camera motion (acceleration,

constant speed, slowing down) along the loom.

When deconvolution is applied, images become sub-

ject to locally adaptive histogram equalization. The ob-

jective here is twofold: Local illumination inhomogeneities

shall be corrected in terms of consistency and the over-

all contrast within the image shall be increased to em-
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NON MAX 
SUPPRESSION

GRID MAP

YARN MAP

TRAJECTORY
INTERPOLATION

MICRO BLOCK
PARTITIONING

GRID CONSISTENCY
MEASUREMENT

YARN SPACING
MEASUREMENT

GRID DEFECTS

GVPDF
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SUPRESSION
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COMPARISON
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OUTPUT

12 ms @ GPU
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IMAGE 
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SPACING DEFECTS
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Fig. 4 Block diagram of the image processing framework.
Acquired images are first pre-processed before feature point
can be found. Found feature points allow to describe the
fabric’s fundamental structure so that single yarns can be
tracked. During defect detection, the consistency of the fab-
ric structure is controlled and shape, form, and texture of
single yarns are analyzed.

phasize potential defects. We deployed Contrast Lim-

ited Adaptive Histogram Equalisation (CLAHE) [24]

to achieve these goals. CLAHE can be implemented el-

egantly for real-time application on a GPU hardware

as described in [23].

4.2 Feature Extraction

Woven fabrics are composed by horizontal (wefts) and

vertical yarns (warps) which are linked according to

a predefined, repetitive pattern (known as weave, cf.

Fig. 5). Depending on the weave and weft density (pick-

age), the major part of a weft (warp) may not be vis-
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ible on the material surface since it is covered by sev-

eral overlapping warps (wefts). The main difficulty in

tracking yarns is hence caused by limited yarn visibil-

ity. This characteristic motivates the concept of using

feature points as landmarks instead of contour segmen-

tation approaches. As depicted in Fig. 5, node points

(NP) are cross points between yarns where warps reside

on top. By reliably detecting these feature points within

an unknown fabric image, the constitutive structure of

the fabric can be derived and used as input for yarn tra-

jectory detection. Template matching proved to be an

efficient method for detecting NP-features in real-time.

The source image I is matched to a pre-selected NP-

template T using a normalized cross-correlation func-

tion (ZNCC) [25] which can be expressed [26] as

f(I,T) :=
F−1 [F(I) · F∗(T)]√∑
I2 − 1

A
[
∑

I]2 ·
√
A · σT

, (1)

where F ,F−1,F∗ denote the Fourier transform, its in-

verse and complex conjugate respectively, I is the input

image, T is a mean subtracted template, A the area of

the template, and σT the standard deviation of the tem-

plate. The operator (·) denotes a point-wise multiplica-

tion. Details for an efficient GPU based implementation

of Eq. (1) are given in [26]. Non-maxima-suppression

and peak detection are subsequently applied to the cor-

relation image Ixcorr = f(I,T). For this purpose, the

image is processed by a maximum filter which compares

all values within the filter kernel to the local maximum.

Intensity values smaller than the maximum are set to

zero, all other positions are considered as NP-feature

positions. The filter size must be selected large enough

to cover width and height of the fabric binding. Found

feature point positions and corresponding correlation

coefficients are saved in a feature point list L for fur-

ther use.

4.3 Yarn Tracking

4.3.1 Grid Map

Stand-alone spatial locations of single NP-features have

no expressiveness about the constitutive pattern of the

investigated fabric sample. They must be structured

and linked according to their relative positions such

that a grid structure may be derived from that infor-

mation. We introduce the concept of a grid map, i.e.

a matrix in which NP-features are organized in rows

and columns such that adjacent matrix entries corre-

spond to NP-feature point proximities in the fabric im-

age. Figure 6.b illustrates the concept of the grid map.

Here, four grid vectors {±ga,±gb} define expected NP

Fig. 5 Nomenclature and binding schemes for woven fabrics.
Illustration of a 3×3 twill weave with intersecting wefts (gray)
and warps (blue). Node point(NP) features denote weft/warp
crossing where warps are on top (black dots).

proximities within the fabric pattern. Within the grid

map, NPs are placed in adjacent rows (columns) when

they are proximate in the image with respect to the grid

vectors ±ga (±gb). Grid vectors can be assigned man-

ually (by defining two vectors using pixel-wise distance

measurements in a reference image) or learned auto-

matically from defect-free reference images as outlined

in [27].

The process of building a grid map requires frequent

nearest-neighbor searches. To facilitate and accelerate

the computations, a K-dimensional tree search struc-

ture (KD) is first built [28] from NP-feature points in

the feature point list L. The image is subsequently split
into a grid of n×m tiles. The closest NP-feature point to

each tile center is found using KD. These NPs are de-

noted as seed points – they mark initial positions where

the subsequent mapping algorithm may start to iterate

(values for n and m have been fixed to n = m = 5).

The pseudo-code in Listing A 1 outlines the main

steps of the procedure. To begin with, a query queue

Q, a temporary search matrix S and the grid matrix

G are initialized (lines 1-3 in Listing 1). Each element

in the query queue is represented by a structure de-

fined by a field for its estimated image coordinates and

field for its matrix coordinates. The first elements are

attached to Q based on previously found seed points.

The KD-tree is build (l. 5). During each iteration, the

first element q is removed from the query queue, and

its closest node point (seekPt) in L is found using a

KD search (l. 8-10). If seekPt exceeds a certain dis-

tance to q, the search matrix S is marked as not found

at the position indicated by the matrix coordinates

of q and a new iteration starts (l. 13). Otherwise, a
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Fig. 6 Illustration of a 5×5 satin weave fabric with corresponding grid and yarn map. a) Scheme a of a satin weave with given
binding and node point features marked as color coded dots. Grid and yarn vectors {ga,gb}, {dwarp,dweft} are shown. b)
Corresponding grid map whereas NP features are sorted relatively to the grid vectors. c) Final yarn map in which NP features
are sorted according to the yarn vectors. Node points in a row (column) correspond to NPs of the same weft (warp) in the
fabric.

found flag is registered in S, and the image coordi-

nates of (seekPt) are saved in the grid matrix at the

matrix coordinates given by q (l. 16-17). Since q could

be matched to a node point, four new potential NP po-

sitions p1−4 are derived from that position. The new

matrix coordinates of the four points are calculated by

{{xm+1, ym}, {xm+, ym}, {xm, ym+1}, {xm, ym−1}},
where xm and ym are the matrix coordinates of q (l.

19). The search matrix is labeled as listed at the for

new matrix coordinates. Additionally, four new image

coordinates are estimated for the new positions p1−4 by

adding the four grid vectors {±ga,±gb} to the image

coordinates of seekPt (l. 20). The four new points are

attached to the query queue and a new iterations starts

(l. 22).

Only matrix positions that are not either labeled

as found, not found or listed are processed. This way,

the algorithm must converge and Q is empty at some

point. This is when the process terminates. To facilitate

the understanding of the concept of building the grid

map, Fig. 8 illustrates the process on the example of

three iterations. Additionally, Fig. 6.b illustrates the

structure of a grid map for a satin weave fabric.

4.3.2 Yarn Map

The grid map G is a compact representation of the

fabric pattern but no information about yarn locations

is included. If the approximate distance between ad-

jacent warps and wefts in the image is known, G can

be transformed into a representation that allows to allo-

cate specific NP features to individual wefts and warps,

respectively. Let dwarp and dweft denote two vectors

representing the expected distance in pixels between

neighbored wefts and warps in the fabric image (cf. Fig.

6.a). According to Eq. (2) [26], the grid map G can then

be transformed into a yarn map Y as follows:

∀x ∈ {1,...,O},∀y ∈ {1,...,P} :

Y(x′, y′) = G(x, y), with (2)[
x′

y′

]
= round(T ·

[
x

y

]
), and (3)

T =
[
dweft dwarp

]−1 · [ga gb

]
. (4)

Values O and P are the height and width of the

matrices G and Y, the function round(x) rounds each

double precision entry in a matrix to its nearest integer

value. As depicted in Fig. 6.c, matrix Y structures all

NPs in a column (row) that reside on the same warp

(weft). The yarn matrix representation allows to assign

single NP features to specific yarns and hence forms the

basis for yarn tracking.

4.3.3 Tracking

To visualize yarn trajectories (i.e. the coordinates of

center pixels of a yarn), the pathway of a yarn between

two adjacent column/row node points a and b in Y

is modeled by a straight line. The slope of that line is

used to interpolate the coordinates of all pixels between

a and b. By connecting all lines for a specific colum-

n/row, yarn trajectories can be visualized efficiently (cf.

Fig. 7.e-f). The procedure is based on the idea that the

trajectory of a yarn may not change abruptly within the

short distance that separates two adjacent NPs. Con-

ditioned by mechanical restrictions of the weaving pro-

cess, the assumption holds also for defective material

as we could validate in all on-loom tests.

4.4 Defect Detection

The implementation of Sections 4.1 - 4.3 provides a pre-

cise and compact description of the fabric image struc-
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Fig. 8 Illustration of a grid map construction as described in Section 4.3.1. Three successive iterations with updated contents
for search (S), grid (G) and Query Queue (Q) matrices are shown.

ture. The information is further exploited to spot po-

tential anomalies within the fabric. Robust defect de-

tection is challenged by a large variety of defect char-

acteristics, shapes, and sizes which makes it difficult to

cover all flaw classes with only one analysis strategy.

Moreover, normal fabric irregularities (i.e. yarn thick-

ness, texture and trajectory variations that are not de-

fective) in real-world images may spuriously be taken

as defects and often cause AVI-systems to report false

alarms. To face these problems, we introduce three in-

dependent defect detection modules to cover a) defects

altering the near-regular pattern of the fabric, b) too

tight or loose yarn spacings and yarn winding c) de-

fects that impact the surface texture of single yarns. It

is shown that a combination of all three strategies al-

lows robust, precise, and yet versatile defect detection

– in real-time.

4.4.1 Grid Control

The yarn matrix Y derived in Section 4.3.2 is analyzed

to control the regularity of the fabric structure. Each of

its entries in it is an index, linking to a node point struc-

ture with given xy-coordinates and normalized correla-

tion coefficient. By marking entries for which the cor-

relation coefficient falls below a threshold as not found

(i.e. filtering out weak NP), the matrix Y is thinned out

and coherent blanks in it can be found using connected

component analysis [29]. The term blanks is used to de-

scribe entries in Y which are marked as not found. The

matrix Y is binarized and subsequently processed by a

morphological dilation operator using a rectangular or

cross shaped structure element (SE). Width, height and

shape of the SE are chosen to cover blanks in a normal

defect-free Y matrix. Fig. 6.c illustrates a suitable SE

for the given fabric (red square with dashed lines). A

defect-free yarn matrix will not show any blanks after

dilation. Contrary, the yarn map of a defective sample

will show blank areas (blobs) within the yarn matrix.

Using connected component analysis it is straightfor-

ward to filter potential blobs according to their area,

larger blobs will be considered as defects. In order to

match the position of blobs found in Y to a defect posi-

tion in the fabric image, the image coordinates of non-

blank Y matrix entries around each blob are interpo-

lated to define a convex hull in the image. Figures 10.b

and 10.f illustrate grid defect detection results for a

given fabric sample. Due to the small size of matrix Y

(typically about 150×150), grid control can be executed

in fractions of a millisecond.

4.4.2 Yarn Spacing Measurement

The density (pickage) of a fabric is a crucial factor

for the quality of the material, especially for fabrics

used in technical makes like air bags or water-repellent

products. It is of vital interest for any quality inspec-

tion system to ensure pickage consistency with high

precision. Within the on-loom fabric inspection setup,

images are acquired by a minimal spatial resolution

of 1000 ppi, corresponding to 25 µm/pixel which is

the theoretical lower bound for pickage measurement

in the system. To determine inter-weft spacings, weft

trajectories (as found in Section 4.3.3) are stored in an

L × N matrix M, where L is the number of wefts in

the image, N is the fabric image width. Only the y-

coordinate of each trajectory pixel is stored within the

matrix, positions where no trajectory exists are blank

(marked as not found). This compact representation al-

lows straight forward pixel-wise weft spacing measure-

ment for every point on a trajectory by following the

formula d(x, l) = M(l−1, x)−M(l, x), d(x, l) being the

distance in pixels of the lth weft to its upper neighbour

at column position x. The measurement for inter-warp

distances is performed analogously. Calculations can be

implemented efficiently for general-purpose computing

on graphics processing units. The spacing measurement

works robustly as validated in several on-loom test runs
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Fig. 7 Illustration of the concept of yarn tracking using in-
terpolation between node points. Image a: Due to the short
distance between adjacent NPs (green), the trajectory of sin-
gle yarns can be modeled by a direct line between them (red).
Image b: Discrete pixel coordinates along each line are inter-
polated to find final yarn trajectories. Images c-d: plain and
twill fabric samples (cut-outs). Examples for node point tem-
plates are shown in the lower left corners. Images e-f: yarn
tracking results plotted on the input fabric images (wefts in
red and warps in blue).

in which the pickage of different materials has been

varied over time within a range of 8 wefts/cm up to

30 wefts/cm. For stand-alone spacing defect detection,

the selection of an upper and lower spacing threshold

is sufficient. When absolute pickage values (in millime-

ters) for measurement and control tasks are aspired, the

system must be calibrated.

For weft curvature measurement, the coordinate ma-

trix M is processed once again. Yarns within fabric im-

ages should be straight without any curvature – wefts

should run orthogonal to warps. Deviant behavior is an

indicator for potential defects. For the measurement,

the slope of the line connecting the weft trajectory point

M(l, x) to its δth right neighbor M(l, x + δ) is deter-

mined and should be smaller than a predefined thresh-

old. Again, the measurement for warp curvature is per-

formed analogously. The value for δ is selected to cover

5% of the image width/height.

Figures 10.d and 10.f depict defect detection results

for spacing and curvature defects.

4.4.3 Micro-Block Partitioning

Experiments showed that the defect detection modules

for grid control and yarn spacing measurement are able

to reliably detect 70% of the defects occurring during

fabric production. However, defects altering the visual

appearance of single yarns (dirt/oil defilements, thick or

thin yarns) cannot be detected. The third defect detec-

tion module is hence designed to overcome this short-

coming by controlling the texture consistency for every

single yarn. The fabric image is partitioned into a grid

of micro-blocks (MB): Using the information provided

by the yarn matrix, a rectangular region of interest is

placed around each NP-feature. Subsequently, the yarn

segment between two adjacent MBs is further parti-

tioned into several more MBs of different sizes – up to

6 different MBs types are supported by the current sys-

tem design. The optimal amount of MBs and their size

depends on the material and binding and must be se-

lected empirically during calibration. The basic concept

behind the block partitioning is to break down the tex-

ture analysis task into subregions of minimal size. This

will reduce the texture complexity of individual blocks

and makes simple yet fast texture descriptors applicable

for quality control.

Since fabric defects have a very low occurrence prob-

ability, a labeled training set for new materials can in

general not be provided. Thus, classification techniques

that are based on supervised learning are disqualified.

Instead, we propose to deploy an elementary texture

descriptor that can be calibrated using defect-free sam-

ples only and which proved to be very efficient when
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combined with micro block partitioning. For each MB

a gray value histogram is determined and its number

of bins is compressed from 256 to 32. Several bin sizes

have been tested, the selected size of 32 proved to be

the best trade-off in terms of speed and accuracy. The

condensed histogram is normalized to unit area to give

a probability density function (PDF). Zero-mean and

unit-variance normalization are not applied to keep the

descriptor sensitive for homogeneous intensity changes.

A set of 45 PDF similarity/distance measures [30] has

been tested to conclude which measure is most suitable

to compare a condensed gray value PDF (gvPDF) of a

given MB to a reference gvPDF . The Kumar-Johnson

(KJ) measure

dKJ =

32∑
i=1

(
(P 2

i −Q2
i )2

2(PiQi)
3
2

)
(5)

performed best with an F2-score [31] of 0.90 on a man-

ually labeled ground truth data set. Pi denotes the

gvPDF of a given MB at bin i and Qi a model gvPDF

learned from defect-free reference MBs. The Pearson

χ2 test performed slightly worse (F2 : 0.86) but can be

implemented faster.

A micro-block is classified as defective if its KJ -

measure exceeds a predefined threshold. All thresholds

are set to low values to ensure a high classification

sensitivity at the expense of a low specificity. A non-

maximum-suppression mechanism is applied to cancel

out false positive blocks which retroactively boosts the

specificity. For this purpose, the position of each micro-

block is mapped to one (or several) entries in the yarn

matrix Y. The corresponding entries are marked as de-

fective in Y and for each entry, the amount of marked

positions within a predefined neighborhood is counted.

If the number of conjoint MBs is too low, the corre-

sponding MB is unmarked as defect-free. The shape of

the neighborhood can be arbitrary, a rectangular shape

is used in our system design.

The model gvPDF s (one for every MB) must be

calculated in a calibration step from defect-free fabric

images. The images are partitioned into micro-blocks

of n types according to the predefined MB grid layout.

A total number of n gray value histograms (256 bins)

is accumulated from all reference blocks – one for each

MB-type. Histograms are subsequently condensed and

normalized to give n reference gvPDF s used for on-line

classification.

The proposed block analysis framework is efficient

for three reasons: 1) the training stage is straight for-

ward. Several defect-free reference images are enough

to automatically learn all models and thresholds. 2) It

overcomes the problem of over-sensitivity due to nor-

mal but frequent fabric irregularities by applying an

elementary yet effective filtering of false positives. 3) It

can be implemented in real-time for a large amount of

data. Figures 10.b and 10.f illustrate defect detection

results for the block-analysis module.

5 Evaluation

The proposed framework for on-loom fabric defect de-

tection has been realized as a prototype system mounted

to a OMNIPlus-800 [21] loom. Mechanics and image ac-

quisition strategies have been realized as described in

Sections 2-3.

5.1 Evaluation Datasets

Fabric defects have a low occurrence probability which

makes a systematic benchmark of the algorithmic frame-

work difficult to realize on-line. Moreover, it is costly

and time consuming to change a loom’s warp beam

which limits the ability to quickly alter fabric mate-

rials for on-line evaluation. For given reasons, a biva-

lent evaluation strategy has been chosen. A first off-

line database A of 54 fabric images (taken in the lab-

oratory with no camera motion, gray-scale 8 bit/pixel,

2456 × 2058 pixels per image) containing samples of

two fabric materials (cotton, and polyester) with differ-

ent bindings (plain, twill, and satin) and pickages (8-30

wefts/cm) has been acquired. The majority of the sam-

ples is degraded by flaws of various classes: thick wefts,

double wefts, loops, wrong spacing, stop marks, yarn

curvature and more. The database has been extended

with a manually labeled ground truth for evaluation.

We composed a second database B with 4000+ fab-

ric images directly taken from the operating loom (cam-

era motion, gray-scale 8 bit/pixel, 2456×2058 pixels per

image). We forced artificial defects into the material

(polyester with twill weave) by deliberately leaving sin-

gle wefts out, inserting blob like defects with a pointed

tool, drawing on the material with a pen, changing the

pickage over time, leaving single warps out, changing

the binding during production, provocating stop marks

and loops. Again, all defects within the database have

been labeled with bounding boxes for later performance

evaluation. A majority of 75% of the database images

are without any defects (i.e. approx. 1000 images con-

tain defects). This is intended to get a meaningful mea-

sure for the system’s false alarm sensitivity as described

in the next section.

The size of single defects in the databases ranges

from a few millimeters (1-2 mm2, covering ≈ 0.08% of

the total number pixels in one image) to several cen-



A Traverse Inspection System for High Precision Visual On-Loom Fabric Defect Detection 11

timeters (1-2 cm2, ≈ 8% of the total number pixels in

one image).

5.2 Assessment Criteria

As assessment criteria, the hit and fault rates are de-

fined as follows. The hit rate is the total number of

ground truth bounding boxes in which at least 60% of

pixels are labeled as defective by the algorithm (true-

positive bounding boxes, TP), divided by the total num-

ber of bounding boxes in the ground truth (GT). With

pi being the amount of pixels labeled as defective in a

bounding box BBi and qi the total number of pixels in

that bounding box, the hit rate is expressed as

hit rate =
TP

GT
, with (6)

TP = #{BBi|(pi/qi) 1 0.6, i ∈ {1, .., GT}},

where the operator (#) denotes the cardinality of a

set. The hit rate is an indicator for the precision of the

system of detecting defects within the image.

To get a measure for the system’s false alarm sen-

sitivity, isolated blobs of pixels spuriously classified as

defective are tagged with a false-positive bounding box

each. The fault rate is then defined as the ratio of the

total number of false-positive bounding boxes (FP) di-

vided by the total number of true-positive (non overlap-

ping) bounding boxes (TP) in the database. The fault

rate indicator for how many false alarms should be ex-

pected for each correctly detected defect, and is given

by:

fault rate =
FP

TP
. (7)

6 Results

Table 1 summarizes the classification results which show

that the proposed framework performs well and de-

tects defects in all investigated fabrics. The hit rate

for database A reaches values above 98% and a fault

rate of one false alarm for every 370 correctly detected

flaws is low enough to make the system attractive for

practical use. For the on-line database B, the hit rate

decreases insignificantly to 97% whereas the fault rate

rises to 2.4%, i.e. one false alarm should be expected

for 41 correctly detected defects.

As a more coarse benchmark criterion, it could be

shown that all images in database A containing a defect

where labeled with at least one true-positive bounding

box and no defect-free image has been marked by a

false-positive bounding box. With the same criterion

applied for database B, 99.5% of the defective images

where tagged with at least one true-positive bounding

box and as few as 0.82% of the defect-free images where

wrongly tagged with at least one false-positive bound-

ing box.

Further analysis clearly showed that a large major-

ity of all false alarms was reported by the micro-block

analysis module (cf. Section 4.4.3). Here, vignette like

illumination drop-offs and additional circular lens blur

alter the image such that gvPDF models learned on

data from central image areas do not hold any more.

However, the miss rate is still in a range that is at-

tractive for industrial application. Figure 10 exemplary

illustrates results for on-line defect detection, its corre-

sponding ground truth bounding boxes and examples

for reported false alarms.

Database A Database B

54 images, off-line,

no motion, diff.

materials

+4k images, on-

line, motion, one

material

Hit rate 0.9892 0.9728

Miss rate 0.0027 0.0248

Table 1 Evaluation results for the proposed on-loom fabric
defect detection system. Two databases of 54 off-line images
and +4000 on-line images (cf. Section 5.1) were analysed.
Hit and miss rate ( cf. Section 5.1 were used as assessment
criteria.)

6.1 Computation Time

All machine-vision algorithms run on dedicated hard-

ware consisting of a i7950 CPU, 8GB RAM and an

NVIDIA GTX 580 GPU. An overview of computation

times in milliseconds for all processing modules is given

in Figure 4. All times were averaged and relate to the

processing of fabric images within the databases A and

B. The total computation time sums up to 65 ms per

image which enables the system to monitor the produc-

tion process in real-time for a given frame rate of 15 fps.

In detail, Wiener deconvolution can be executed in less

than 2.4 milliseconds/Megabyte (ms/MB) using GPU

hardware as exemplified in [23], less than 2.0 ms/MB

are spent to enhance image contrast and equalize illumi-

nation inhomogeneities (CLAHE), less than 2.8 ms/MB

are spent to detect NP-features in all investigated fabric

types. The process of building the grid map, transform-

ing it to a yarn map and interpolating trajectory coor-

dinates takes 2.2 ms/MB in average on our hardware.

The computational time rises linearly with the amount
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of NP-features in the image and is hence dependent on

the yarn density (pickage) of the material. The num-

ber of feature points of the fabric images analyzed in

this work ranges from 2000-8000 NPs per image, real-

time requirements could be meet in all cases without

difficulty. The computation time for spacing and cur-

vature measurement rises with higher pickages. Within

the scope of this work, fabric pickages have been varied

within a range of 8-30 wefts/cm, resulting in computa-

tion times of 3-6 ms. Finally, the computational needs

of the complete micro block analysis module amount to

3 ms/MB on average, whereas gvPDF calculation takes

about 80% of the time.

7 Discussion

The evaluation results proved the robustness and relia-

bility of the algorithmic framework. About 20 different

fabric samples with plain, twill, and satin weaves have

been analyzed successfully – a good indicator for uni-

versality which is a must-have feature for commercial

distribution. The defect detection rates are convincing

with stable detection rates and few false alarms. Due to

the relatively high camera resolution, very small defects

with sizes of 1-2 mm2 could be detected reliably.

It is difficult to directly compare our results to work

published by other authors. The image database used

in this paper differs significantly from previously tested

databases in terms of its volume, image resolution and

dimension and the size of defects with respect to the

dimension of the image (defects with less than 0.08%

of the total number pixels in one image where analyzed

in this work). Bulk evaluations in terms of an extensive

benchmark with a sufficient amount of ground truth

labeled fabric images are barely provided, consistent

and quantitative measurements are often missing (e.g.

[6, 15,17,32–35], to name a few).

Sari-Sarraf et al. [4] report an averaged detection

rate of 89% and a false alarm rate of 2.5% (3700 tested

images for two fabric types). Mak et al. [2] state a 100%

accurate detection rate (276 images of one fabric type)

with a false alarm rate of 3.6%. Abouelela et al. [36]

achieve a 91% accurate detection rate and a false alarm

rate of 7% (500 tested images). The results seem to be

comparable with the performance of our system (97%

detection rate, 2.5% false alarm rate), but it should be

mentioned, that non of the authors states how their

detection and false alarm rates are defined and calcu-

lated. All possible comparison are hence very vague and

imprecise. Our experiments with implementations of fil-

tering based approaches (i.e. Gabor filters, wavelets, op-

timized filters), statistical approaches (i.e. diverse tex-

ture descriptors like local binary pattern, co-occurrence

matrices) and image processing based approaches (i.e.

image morphology, thresholding etc) showed very poor

and unstable detection results when applied to a variety

of real-world fabric samples with natural fabric irregu-

larities and defects that were rather small compared to

the size of the image.

7.1 Improvements

Our results illustrate that the image acquisition set-up

is not optimal in terms of image quality (vignette and

blur) causing higher false alarms than necessary. The

problem will be covered in future work as we intend

to improve the back-light illumination, optimize cam-

era and lens interplay and build in a software based

lens correction module. The proposed framework is cur-

rently restricted to non-patterned fabrics with mono-

colored wefts/warps. This limit relates to the current

strategy for feature point extraction as described in

Section 4.2. Current work investigates methods for re-

placing the template matching module by user input

independent techniques so that multi-colored materials

can be investigated.

Moving mechanical parts may be a disadvantage for

practical usage of the system. In fact, the sliding camera

mount is prone for abrasion and might cause mainte-

nance work when operated over a longer period of time.

On the other hand, the traverse concept allows very

high image resolutions and complete material coverage

at a low price. A corresponding system with no mov-

ing parts would require an array of 36 fixed cameras

mounted to the loom, which would be rather expen-

sive. Current work evaluates if the back-light illumina-

tion can be replaced by light sources mounted to the

camera sled without loss of defect detection accuracy.

This alteration would greatly simplify the mechanics

and also reduce the costs of the entire system.

7.2 Economic Efficiency Consideration

The total costs of the current prototype system add up

to 12.960e. It is estimated that the production costs

for an optimized commercial solution will be 3650e in

2016. By assuming that the system is sold by 100%

of its production costs, our economic efficiency calcu-

lation showed that the system’s application becomes

profitable for fabric materials within a price range of

5e/m2 and above in the best case scenario. This would

make it attractive also for mass-market application. In

worse scenarios, the system turns profitable for higher

material costs of 10e/m2 and above as generally paid

for technical fabrics. As an example, carbon fabric with
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Fig. 9 On-loom fabric defect detection results for three samples of the database B (3 × 3 twill weave (cf. Fig 5) polyester
fabric). Left column: defective, de-blurred and contrast enhanced live image with superimposed ground truth bounding boxes
(green). Right column: Defect detection results. Blue areas were detected by the micro block yarn texture analysis module,
orange areas by the grid control module and green areas by the spacing measurement module. Four false alarms were detected
in sample A near the border regions of the image (highlighted with white circles for illustration purposes).
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Fig. 10 Defect detection results for the off-line database A. a) Cotton, twill weave, thick yarn b) Cotton, plain weave, large
knitting c) Polyester, satin weave, wrong warp d) Cotton, plain weave, wound up yarn e) Cotton, plain weave, loop f) Cotton,
plain weave, broken yarn g) Polyester, plain weave, blob defect

a mass per unit area of 400 g/m2 and a roving price of

30e/kg is already sold by a price of 12e/m2.

Discussions with representatives of leading weaving

mills showed that costs of 5000e per machine is a crit-

ical limit for potential investments in quality control.

Thus, the production price should be further lowered by

1150e. The highest and fastest price-reduction poten-

tial is seen for alternative camera and lens hardware, a

complexity reduction of machine-vision algorithms, and

a simplified illumination strategy which uses top-light

instead of back-light.

8 Conclusion

A high precision traverse inspection system for auto-

mated on-loom fabric quality control has been presented.

Mechanics and image acquisition were discussed and a

novel algorithmic framework for real-time defect detec-

tion in highly resolved fabric images has been intro-

duced. Within this scope, single yarns are measured

in terms of shape, position and appearance. The proto-

type system has been build and mounted to a real-word

loom. Several off-line and on-line evaluation test runs

proved hight defect detection accuracy and robustness

for a variety of fabric materials and defect classes. In-

spection is yet restricted to twill, plain and satin weaves

– only mono-colored materials where considered in this

work. A detailed cost analysis illustrated that the price

for a final, commercial product could theoretically be

reduced to a level that allows the system to be applied

profitably for quality control of low price mass-market

materials. To resume the discussion on problems of cur-

rent state-of-the-art systems for automatic fabric defect

detection, it is believe that this work provided promis-

ing solution statements to overcome the difficulties of

low spatial resolution, time and space delay from pro-

duction, frequent false alarms and algorithmic rigidity.

The system production price must be further lowered

in order to achieve industrial acceptance and the frame-

work should be extended to support patterned materi-

als. Future work will face these problems and will fo-

cus on optimising the image acquisition process, as lens

blur and border obscuration yet degrade acquired im-

ages which results in occasional false alarms. To extend

the content of this paper, additional code, video and

image footage is provided on the project website [37].
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A Pseudo-Code Listings

Listing 1 Matlab pseudo-code for the Grid Matrix algo-
rithm’s main loop.

1 Q = initializeQueryQueue ();
2 S = initializeSearchMatrix ();
3 G = initializeGridMatrix ();
4
5 KD = buildKDSearchTree(L);
6
7 while hasMoreElements(Q)
8 q = popFromQueue(Q)
9

10 seekPt = KDTreeSearch(KD,q.imageCoord)
11
12 if isEmtpy(seekPt)
13 S(q.matrixCoord) = NOT_FOUND
14 continue
15 else
16 S(q.matrixCoord) = FOUND
17 G(q.matrixCoord)= seekPt.imgCoord
18
19 newSeeks = updateNeighbors(S, q.

matrixCoord)
20 newSeeks = estimImgCoord(g_a , g_b ,

seekPt , newSeeks)
21
22 Q = pushToQueue(newSeeks)
23 end
24 end


