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Abstract. High Angular Resolution Diffusion Imaging makes it possible
to capture information about the course and location of complex fiber
structures in the human brain. Ideally, multi-shell sampling would be
applied, which however increases the acquisition time. Therefore, multi-
shell acquisitions are considered infeasible for practical use in a clinical
setting. In this work, we present a data-driven approach that is able to
augment single-shell signals to multi-shell signals based on Deep Neural
Networks and Spherical Harmonics. The proposed concept is evaluated
on synthetic data to investigate the impact of noise and number of gra-
dients. Moreover, it is evaluated on human brain data from the Human
Connectome Project, comprising 100 scans from different subjects. The
proposed approach makes it possible to drastically reduce the signal ac-
quisition time and performs equally well on both synthetic as well as real
human brain data.

1 Introduction

Diffusion Magnetic Resonance Imaging (dMRI) is a technique that noninvasively
offers insight into the course and location of neural pathways in the human
brain. In order to employ dMRI in a clinical setting, Diffusion Tensor Imaging
(DTI) [2] marked the first breakthrough, modeling the diffusion signal with a
single Gaussian tensor. In order to fit the DTI model, images for at least six
gradient directions have to be acquired. However, assuming the diffusion to be
Gaussian is not generally applicable. Consequently, DTI fails to capture more
complex fiber structures such as crossing, fanning and kissing fibers, which occur
in 60% to 90% of the white matter voxels of the human brain [11].

In order to overcome the limitations of DTI, High Angular Resolution Diffu-
sion Imaging (HARDI) has been proposed [15]. In case of HARDI acquisitions,
images for more than 30 and up to several hundred gradient directions are ac-
quired to better capture complex fiber configurations, which results in much
higher acquisition times, though.

Moreover, it has been shown that fitting Multi-Tensor-Models based on dMRI
signals acquired with a single diffusion weighting constant b, also known as single
shell acquisitions, is an underdetermined problem [13]. Measuring the signal on
several shells though additionally increases the scan time.



Despite the fact that HARDI offers a higher accuracy, DTI can still be consid-
ered as clinical standard as HARDI acquisitions are infeasible in clinical practice.
Therefore, reducing the number of necessary gradient directions required for fit-
ting HARDI models is a highly desirable asset that is addressed in this work by
formulating the mapping between shells as a regression problem.

In general, classification with Deep Neural Networks (DNNs) has become
very popular recently, achieving remarkable results in image classification, speech
recognition and many other domains. While neural networks have been known
for decades, the novel interest in this domain is due to several advances such as
efficient training on GPUs, which makes it possible to use well-known training
algorithms in networks with many hidden layers that are referred to as deep.
Apart from [9, 1], where a Diffusion Kurtosis Tensor is fitted to a signal with
less than the required amount of gradient directions, the application of machine
learning and especially Deep Learning in Diffusion Imaging is still an open field
of research.

According to [6], Spherical Harmonics (SH) adequately represent dMRI sig-
nals in a non-sparse and compact way. The signals on several shells of HARDI
acquisitions are related by a non-linear transfer function [15, 13].

However, so far there are only a few approaches available for predicting an-
other shells without any prior knowledge about this individual shell [12].

Motivated by the Universal Approximation Theorem (UAT) [4], we propose
an approach based on DNNs to learn this non-linear mapping, which makes
it possible to augment existing shells by predicting further shells from those
that have actually been acquired. This novel approach is compared to the Mean
Apparent Propagator (MAP) algorithm, which is considered to be one of the
newest state-of-the-art algorithms [12].

In order to ensure the generalization of the non-linear mapping, we utilize
data from 100 subjects of the Human Connectome Project (HCP) for training
and testing. Additionally, the influence of SNR and number of gradients per shell
is investigated on synthetic data.

2 Material

For evaluation purposes, the following datasets are employed:
The first dataset is based on synthetic diffusion-weighted data for 10, 20,

40 and 80 gradient directions and b = 3000 s
mm2 . It is simulated for different

Rician noise levels (SNR = 1
σ = {10,∞}), which represent MRI scans with a

high noise level and no noise, respectively. The signal is simulated based on the
Multi-Tensor Model [15]. Tensor eigenvalues are set according to real DW-MRI
data [3], while the number of compartments is chosen randomly between 1 and
3. Corresponding volume fractions range from 0.2 to 1 and sum up to 1. The
training set consists of 40,000 voxels and the test set of 10,000 voxels for which
the signal was simulated for each gradient set and noise level.

The second dataset contains data from 100 different uncorrelated healthy sub-
jects from the Human Connectome Project (HCP). From each subject, 5000 white



matter voxels were extracted randomly, resulting in 500,000 voxels in total. All
three shells (b = {1000, 2000, 3000} s

mm2 ), with 90 gradient directions each, are
used in this work, being either training data or target data for prediction. The
dataset is split into a training set containing 450,000 voxels from 90 subjects and
a test set consisting of 50,000 voxels from 10 subjects, which ensures that each
subject is included in either the training or the test set. In order to create a
subsampled dataset containing less, but still equidistantly distributed gradient
directions, SH are fitted to the signal and subsampled by a new gradient set
with 15 gradient directions. 15 gradient directions are chosen because it is the
minimum number of measurements that are required to fit SH of order 4, if
coefficients are calculated through matrix inversion [6].

3 Neural Network for Regression

Using DNNs for predicting the signal on an additional shell is motivated by
the UAT, which states that a feed forward neural network with one hidden
layer and a finite number of neurons can approximate any continuous function
with arbitrary accuracy [4, 10]. However, the UAT is rather related to function
representation with neural networks instead of learnability in practice. In order
to ensure that the network parameters (i.e. weights) can be learned from training
data, a sufficiently high number of training samples is required. For this reason,
a large dataset consisting of 100 subjects from the HCP database is employed
in the learning process.

The proposed DNN is designed to predict spherical harmonics coefficients
representing a HARDI signal on one shell from HARDI signals on one or more
other shells of the same voxel.

3.1 Spherical Harmonics

Spherical harmonics (SH) are an orthonormal basis for spherical functions that
can represent dMRI signals in a compact manner. In this work, we utilize the
modified SH basis as defined in [6], which restricts the SH basis to be real
and symmetric. The dMRI signal S in matrix form can be written as a linear
combination of the modified SH basis B and a SH coefficient vector C, i.e.
S = BC. The SH coefficients C are calculated for every shell using a least-
squares fit with regularization

C = (BTB + λL)−1BTS (1)

with λ = 0.006 as explained in [6].

3.2 Deep Neural Network

The DNN that predicts SH coefficients consists of an input layer which is fed with
dMRI signals, three hidden layers and an output layer comprising one neuron



for every SH coefficient. In contrast to the original formulation of the UAT, we
incorporate several hidden layers instead of one hidden layer only, as more recent
research related to deep learning suggests that deep networks represent functions
more efficiently than shallow networks [5]. The activation functions between
hidden layers are Rectifying Linear Units (ReLUs) with f(x) = max(0, x). With
SH coefficients ci for the corresponding shell and the predicted SH coefficients
c̃i as the DNN output, we choose the loss function to be the mean squared error

L =
1

N

N∑
i=1

(c̃i − ci)2, (2)

whereN is the number of SH coefficients. The loss is minimized with the Adagrad
optimizer [7], which is an advancement of stochastic gradient descent with an
adaptive learning rate. An overview of the network’s topology is provided in
Tab. 1.

Table 1. Topology of the neural network.

# Type Parameters

1 input #neurons = #gradients
2 fully-connected 100 neurons
3 ReLU -
4 fully-connected 10 neurons
5 ReLU -
6 fully-connected 200 neurons
7 output #neurons = #SH coefficients

4 Results

All computations are carried out on a PC with 3.4 GHz Intel i5-4670 processor,
32GB RAM and NVIDIA GeForce GTX 980 Ti GPU. The DNN training and
prediction is implemented in TensorFlow and performed on the GPU.

In order to evaluate the proposed approach, the following experiments are
performed. The impact of noise and the reduction of acquired gradient directions
is assessed on synthetic data, while the prediction of other shells can only be
evaluated on real human data. The DNN is compared to the MAP algorithm [12]
(implemented in Dipy [8]), which represents the diffusion signal analytically uti-
lizing a series expansion of basis functions that describe different diffusion ge-
ometries. The corresponding radial order is chosen to be s = 2. To confirm this
setting, a radial moment order of s ≥ 4 was evaluated and discarded due to
instability issues if only few gradient directions are available.



Prediction accuracy is quantified with the Normalized Mean Square Error
(NMSE), which is defined by

NMSE =
‖Strue − Spred‖22
‖Strue‖22

, (3)

where Strue represents the ground truth signal vector and Spred is the pre-
dicted signal vector based on the same gradient scheme. The number of input
neurons of the DNN is adjusted according to the number of gradient directions,
while the SH order is chosen to be 8, which results in 45 output neurons.

4.1 Impact of noise and number of gradients

The resulting impact of noise for a varying number of gradient directions is
quantitatively assessed in Fig. 1. In case of high noise, the DNN achieves a
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Fig. 1. Resulting NMSE of the MAP approach and the DNN for 10, 20, 40 and 80
gradient directions, SNR={10, ∞}.

slightly higher NMSE if many gradient directions are acquired. Moreover, the
resulting NMSE increases for the MAP algorithm if only few gradient directions
are available, but remains rather stable in case of the DNN.

In addition, it can be seen that both algorithms achieve a low NMSE if no
noise is added to the signal. Notably, the DNN achieves a lower NMSE for every
gradient set.

4.2 Prediction of another shell

In order to evaluate the performance of predicting other shells, Tab. 3 and Tab. 2
contain the resulting prediction NMSEs for every combination of input and tar-



get shells that can be generated based on the HCP dataset utilizing 15 and 90
gradient directions. DNN training is performed for each combination individu-
ally. Moreover, the resulting shell distance d between two shells is provided.

In addition, it should be noted that a prediction of the third shell will always
result in a higher NMSE than for the first shell, due to a smaller denominator (see
Eq. 3), which is reflected in the d .

Table 2. Average NMSE for predicting the signal utilizing the DNN and the MAP
approach based on 90 gradient directions on each shell. In addition, d represents the
NMSE between two shells without any prediction, which is comparable to a distance
between two shells.

Input Shell Target shells (90 Gradients)

predicted 1st Shell predicted 2nd Shell predicted 3rd Shell
DNN MAP d DNN MAP d DNN MAP d

1st Shell 1.03% 1.04% 0% 3.49% 18.06% 38.13% 5.63% 27.90% 66.21%
2nd Shell 2.01% 8.08% 18.50% 2.28% 2.36% 0% 4.39% 17.81% 21.68%
3rd Shell 3.58% 24.57% 33.41% 3.43% 25.99% 9.73% 3.45% 4.55% 0%

1st + 2nd Shell - - - - - - 4.10% 14.97% -
1st + 3rd Shell - - - 2.69% 16.91% - - - -
2nd + 3rd Shell 1.53% 9.87% - - - - - - -

Table 3. Average NMSE for predicting the signal utilizing the DNN and the MAP
approach based on 15 gradient directions on each shell. In addition, d represents the
NMSE between two shells without any prediction, which is comparable to a distance
between two shells.

Input Shell Target shells (15 Gradients)

predicted 1st Shell predicted 2nd Shell predicted 3rd Shell
DNN MAP d DNN MAP d DNN MAP d

1st Shell 1.18% 1.19% 0% 3.67% 18.32% 38.13% 5.98% 28.10% 66.21%
2nd Shell 2.15% 8.13% 18.50% 2.58% 2.64% 0% 4.73% 18.09% 21.68%
3rd Shell 3.89% 24.66% 33.41% 3.74% 26.11% 9.73% 3.95% 4.98% 0%

1st + 2nd Shell - - - - - - 4.27% 20.70% -
1st + 3rd Shell - - - 2.87% 15.46% - - - -
2nd + 3rd Shell 1.72% 9.37% - - - - - - -

Considering both tables, it can be seen that both algorithms result in similar
NMSEs for 90 as well as for 15 gradient directions. Both algorithms achieve their
lowest NMSE if the fit is performed from a input to the same target shell.

If a shell is augmented to predict another shell, the DNN generally achieves a
more stable fit than the MAP algorithm. The inaccuracy grows with increasing



shell distance between input and target shell. Adding a second shell to the input
(i.e. predicting a third shell from two input shells) seems to stabilize the MAP al-
gorithm and decreases the NMSE of the resulting augmented shell. Nevertheless,
the DNN still achieves a much lower NMSE. In order to evaluate the results in
more detail, Figure 2 exemplifies the results using the 3rd shell as target shell for
90 gradient directions. Excluding the 3rd shell as input, the MAP algorithm per-
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Fig. 2. Resulting NMSE of the MAP approach and the DNN utilizing only the 3rd
shell as target shell presented as a boxplot for 90 gradient directions.

forms best utilizing two shells as input. In addition, its performance increases as
shell distance between input and target shell decreases. The DNN shows similar
results, but outperforms the MAP for each input scenario.



5 Discussion

For the synthetic dataset, Fig. 1 suggests that the performance of both algo-
rithms strongly depends on the SNR, while the number of gradient directions
exerts little influence. Moreover, the MAP approach outperforms DNN in terms
of the NMSE for more than 30 gradient directions and a noisy signal, while its
NMSE increases for less gradients. In case of noise the DNN outperforms the
MAP approach for every number of gradient directions. This qualifies the DNN
signal for describing a single shell, even for settings with a limited number of
gradient directions and in case of high noise.

Considering the resulting real data NMSEs for the same input and target
shell in Tab. 2 and Tab. 3, the same effect can be seen since both algorithms
achieve similarly good results, i.e. the performance is hardly influenced by the
number of gradient directions. Comparing the resulting augmented data, it can
be observed that the results of both algorithms diverge as the shell distance
increases. In those cases, the MAP approach results in a much higher NMSE
than the DNN utilizing 90 as well as 15 gradient directions. Moreover, the MAP
approach completely fails in order to predict the 2nd shell using the 3rd shell
as input. In this case the NMSE is higher than the NMSE of d without any
prediction. Using two shells as input increases the performance of the DNN for
each combination, while the MAP algorithm only improves if the 1st + 3rd shell
or the 2nd + 3rd shell are used as input shell in case of 90 gradient directions.
Though, the MAP approach only increases its performance in order to predict
the 2nd shell given the 1st + 3rd shell as input, if only 15 gradient directions
are available.

A similar behavior can be seen in Fig. 2. The variance is low if the input and
target shell are identical and increases as the distance between two shells grows.
As before, the MAP algorithm stabilizes if more shells are used as input since
the variance, median and quantile NMSE decrease. However, only three different
shells are available in the used HCP dataset.

Overall, it should be noted that only a subset of 15 gradient directions is
needed for augmentation as the NMSE is only slightly higher, which reduces the
scan time to 1

6 . For example, from data acquired with 15 gradient directions on
the 2nd shell, the 1st shell can be predicted with only 2.01% NMSE while the
required scan time is theoretically reduced to 50% or to 8.33% considering the
original dataset with 90 gradient directions, respectively.

In terms of prediction speed, the DNN can predict one shell per voxel with
≈ 23,000 voxels per second, whereas the MAP algorithm achieves a maximum
rate of 150 voxels per second. Though, it should be considered that the MAP
algorithm utilizes the CPU, while the DNN is based on a GPU implementation.
However, the augmentation using the DNN requires less than one minute for a
whole brain scan.

A limitation of this work is that the prediction is only evaluated on the
scanner type that was used in the HCP. An augmentation on data from different
scanners may require training with a dataset from this specific scanner. Another
approach presented in [14] is to simulate individual synthetic data for a specific



scan and to re-train the network utilizing the synthetic dataset. Whether or to
which extent scanner-dependency is an issue will be investigated in future work.

6 Conclusion

We presented a method to augment single-shell dMRI signals to predict ad-
ditional shells via a spherical harmonics representation based on a DNN. Our
evaluation on both synthetic and human data shows that this augmentation is
hardly influenced by the number of gradient directions, but rather depends on
the noise level. The presented approach constitutes a first step towards multi-
shell HARDI acquisitions in clinical scenarios.
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