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Abstract. An effective technique for investigating human brain connec-
tivities, is the reconstruction of fiber orientation distribution functions
based on diffusion-weighted MRI. To reconstruct fiber orientations, most
current approaches fit a simplified diffusion model, resulting in an ap-
proximation error. We present a novel approach for estimating the fiber
orientation directly from raw data, by converting the model fitting pro-
cess into a classification problem based on a convolutional Deep Neural
Network, which is able to identify correlated diffusion information within
a single voxel. We evaluate our approach quantitatively on realistic syn-
thetic data as well as on real data and achieve reliable results compared
to a state-of-the-art method. This approach is even capable to relieable
reconstruct three fiber crossing utilizing only 10 gradient acquisitions.

1 Introduction

Diffusion Tensor Imaging (DTI) makes it possible to non-invasively reconstruct
fiber pathways of human white matter using only six gradient measurements.
Since [3] showed that DTI is neither capable of estimating kissing nor cross-
ing fibers, various approaches have been proposed [9] that are able to detect
multiple of fiber directions in a voxel. This is crucial as voxels containing mul-
tiple fiber directions occur in 60% to 90% of human white matter [5]. These
High Angular Resolution Diffusion Imaging techniques require a multitude of
measured gradient directions per voxel for reconstruction of fiber orientation
distribution functions (fODF) in order to achieve maximum accuracy, resulting
in an increased MRI acquisition time.

As the number of gradient directions decreases, fitting these complex models
result in an approximation error. To address this issue, we take a step back and
formulate the task of deriving fiber directions directly from the signal as a clas-
sification problem. Recently proposed methods showed the strength of machine
learning and especially Deep Learning (DL) to approximate complex functions
using only a few input measurements [4, 6].

In this work, we present a novel approach for direct estimating multiple
fiber directions without any a-priori knowledge using convolutional Deep Neural
Networks (CNN). For this purpose, we replace the reconstruction process by a
classification approach. A CNN is applied to estimate the correct class, while
each class defines a precise direction, using only raw data as input.



2 Material

The CNN is evaluated using real and synthetic diffusion data.
For this purpose 20 healthy volunteers are measured using a Siemens Tim

Trio 3 Tesla scanner using 200 gradient directions, a b-value of b = 2700 s
mm2

and a voxel size of 2.5×2.5×2.5mm3. Based on this setting, our SNR0 [2] ranges
from ≈23 to ≈42 and has a mean value of ≈33. Afterwards, each voxel is cate-
gorized according to its number of compartments [7] and sub-sampled based on
Spherical Harmonics for 10, 15, 30, 60 and 120 directions. In order to generate
a ground truth for classification purposes, the Ball-and-Stick model proposed
in [8] creates a relative ground truth in each voxel based on the original raw
data with 200 gradient directions. For training we randomly extract 5000 voxels
for each combination of each of the five gradient sets and k = {1, 2, 3} number
of fibers per voxel using always the same 15 real datasets, resulting in a total
of 225 000 voxels. Testing is performed on 5000 randomly extracted voxels per
dataset from the remaining five datasets, resulting in a total of 75 000 voxels.

For quantitative evaluation, our database is generated based on synthetic
simulated diffusion-weighted data for 10, 15, 30, 60 and 120 gradient direc-
tions utilizing the multi-tensor model proposed in [10]. The b-value is set to
b = 2700 s

mm2 and a Rician noise with SNR0 = 1
σ = 30 is added, which is

chosen to be similar to the acquired real data. Eigenvalues are sampled based
on real DW-MRI data according to [1] and the volume fraction fi is chosen
randomly with fi ∈ [0.2, 1], while f0 is considered to be a completely isotropic
tensor. Afterwards, |f | is normalized to 1. Inter-fiber angles below 15◦ and fibers
with fi < 0.2 are rejected. Our training set consists of 25 000 random voxels and
our test set of 5000 random voxels for each combination of directions and num-
ber of fibers, resulting in 225 000 random voxels for training and 75,000 random
voxels for testing.

3 Deep Learning

Recently, representation learning techniques (e.g. Neural Networks) had a very
big impact on the field of machine learning, due to their ability to automatically
discover important features for classification from raw data. Important features
are detected by applying different kinds of transformations to raw data, making
them ideal in classification scenarios using very abstract data. Deep Learning
creates a new classifier by stacking multiple “hidden” layers of representation
learning algorithms, resulting in a network of connected transformations. These
networks are able to describe even more abstract relations in the input data
and represent more complex functions. After the last layer of each network a
pseudo probability distribution is calculated, which has to be maximized for a
corresponding class. Therefore, a loss function is utilized and the network is
trained using a standard Stochastic Gradient Descent (SGD) algorithm training
the whole network at once. Our constructed network is trained without pretrain-
ing, using a learning rate of 0.01 and a momentum of 0.9. In this work we focus



on CNNs, which apply convolutional transformations in several layers of the
network. For constructing our network we utilize the toolbox MatConvNet [11].

4 Using CNN for estimating the fODF

In order to adapt a CNN to Diffusion Imaging we propose a new framework
which is composed of two parts. The first part estimates the correct number of
fiber directions in a voxel, based on a reliable method presented in [7], while
the second part determines the fiber orientations, using three different CNNs
according to the number of fiber directions. The following sections describe how
the classes are defined, which kind of preprocessing is required and how the new
network is structured. These parts are utilized for each of the three CNNs in the
second part of the framework.

4.1 Class Definition

In case of Diffusion Imaging a fODF is a continuous function over a unit sphere.
In order to transfer the fODF of a voxel into a classification problem, the fODF
is assumed to be symmetric and can be discretized. For this purpose one hemi-
sphere of the fODF is equidistantly sampled for 250 possible fiber directions,
resulting in an mean angular quantization error of ≈2.6◦. Each sampled direc-
tion forms a class for the classification problem.

4.2 Pre-processing

Due to the fact that it is recommended for a CNN to use zero-mean data, the
signals’ mean is subtracted, resulting in a removal of its isotropic compartment
leaving only the relative changes of the anisotropic parts. This can be explained
using the multi-tensor model [3] that describes the signal S as

S = Sisotropic + Sanisotropic, (1)

where Sisotropic represents the isotropic part of the signal that remains unchanged
for each gradient direction, and Sanisotropic represents the anisotropic part, which
differs for every gradient direction, respectively. Consequently, subtracting the
signals’ mean results in

S −mean(S) = Sanisotropic −mean(Sanisotropic). (2)

In addition, to ensure that the CNN can be applied for 15 as well as for 120 gradi-
ent directions, the acquired signal vector is interpolated using Spherical Harmon-
ics and resampled to 120 pre-defined gradient directions, which are equidistantly
sampled over a hemisphere. After these preprocessing steps, the 1D signal vector
is converted, so that a CNN is able to learn neighboring information. For this
purpose, the 1D-vector is transformed into a 2D-image by incremental cyclic
shifting: The 1D-vector is inserted in the image’s leftmost free column resulting
in an image (see Fig. 1) and the algorithm stops as soon as the initial signal is
repeated.



Fig. 1. Pre-Processing Workflow: A continuous 3D-spherical diffusion signal is trans-
formed into a 2D-image to reconstruct neighboring information.

4.3 The Architecture

The CNN architecture in this work consists of five different kinds of layers.
The most important one is the Convolutional Layer (CL), which convolutes the
input image of size W ×H ×C, where W is the width, H the height and C the
number of channels of the image with a kernel. The kernel size is M×N×F×K,
where M×N defines the area of convolution, F is the weighting function over all
channels and K is the number of different kernels. Due to the weighting function,
each CL is a fully-connected layer. In addition, a CL can reduce the input image
size using a sub-sampling factor s. This layer identifies important relationships
between different gradient signals within a voxel.

The second most important layer is the activation function called Rectified
Linear Unit (ReLu), which applies xout = max(xin, 0) to each pixel value x on
an image in each channel.

The third kind of utilized layers is the Maximal Pooling (MaxPool) operation,
which reduces the image size by keeping only the maximal value in an area of
M ×N in an image. Similar to the CL a MaxPool can further reduce the image
size using a sub-sampling factor s.

To use the network as a classifier for the fODF, a normalized exponential
function (SoftMax) is applied as the last layer to calculate the pseudo proba-
bility of each class, i.e. its corresponding fiber direction. To train the network
the common Logarithmic-Loss (LogLoss) function is extended for a multi-label
problem to

logloss =
1

L
·
L∑
i=1

P∑
j=1

yi,j log(pi,j), (3)

where L is the number of labels per image, P is the number of possible classes, y
is a binary label matrix, which contains true or false. p is the pseudo probability
of each class after the SoftMax.

In addition, dropout layers (DL) are applied during training, which discard
input pixels at random positions with a probability of p, to prevent the classifier
from overfitting. In Table 1 the architecture is described.



Table 1. Architecture of the network.

# Type Parameters

1 DL p = 0.2
2 CL 7× 7× 1× 128 and s = 2
3 ReLu -
4 MaxPool 3× 3× and s = 2
5 CL 5× 5× 128× 32 and s = 2
6 ReLu -
7 MaxPool 3× 3× and s = 2
8 CL 3× 3× 32× 512 and s = 1
9 ReLu -
10 CL 3× 3× 512× 368 and s = 1
11 DL p = 0.5
12 CL 1× 1× 368× 250 and s = 1
13 DL p = 0.5
14 SoftMax LogLoss -

5 Results

All computations are performed on a PC equipped with an Intel Core i5-4670
CPU, using 4 cores with 3.4 GHz each, 32 GB RAM and a NVIDIA GeForce
GTX 980 Ti with 8 GB RAM for CUDA computations.

For comparison, a well-established state-of-the-art method proposed in [8],
which combines the extremely fast spherical deconvolution with the very accu-
rate ball-and-stick model (BS), is considered. This method proved to be one of
the best methods to reconstruct diffusion data with only few gradient directions,
which is even suitable for clinical scenarios [9]. The CNN is trained for each com-
bination of measured direction and k fiber directions per voxel. The angular error
of the known ground truth for synthetic data and the relative ground truth for
real data ranges from 0◦ to 90◦ (with 0◦ being the optimal and 90◦ being the
worst possible result).

Fig. 2 presents the resulting angular errors for crossing fibers and 10, 15, 30,
60 and 120 gradient directions. The curves, representing the CNN approach in
dashed lines and the BS model in solid lines, are plotted in blue for synthetic
data and in red for real data.

It can be seen that the CNN approach achieves similar results on synthetic
data in comparison to the BS model, while it achieves a lower angular error on
real data. In addition, it can be seen that the resulting angular error increases
significantly for the BS model if less than 30 gradient directions are acquired.
More detailed results are presented in Tab. 2, which contains the mean angular
errors of the BS model and CNN approach for synthetic and real data utilizing
k = {1, 2, 3} fiber directions, and the clinical most relevant 10, 15, 30 and 60
gradient directions.

Considering the single-fiber case (k = 1), the BS model achieves better results
than the CNN model for 15 and more gradient directions on synthetic data and



10 20 30 40 50 60 70 80 90 100 110 120
Number of gradient directions

0

5

10

15

20

M
ea

n 
an

gu
la

r 
er

ro
r 

(°
)

CNN for k = 2 (real data)
BS for k = 2 (real data)
CNN for k = 2 (synthetic data)
BS for k = 2 (synthetic data)

Fig. 2. The resulting error curves for real and synthetic data, k = 2 and different
gradient directions.

for 30 and more gradient directions on real data. For crossing fibers (k = {2, 3})
it shows the same trends as in Fig. 2. The CNN approach achieves much lower
angular errors than the BS model if only a few gradient directions are acquired
or if there are complex voxel structures such as three crossing fibers.

Table 2. Mean angular errors for k = {1, 2, 3} in comparison to 10, 15, 30 and 60
gradient directions.

Mean angular error (◦) for synthetic data
10 Dir 15 Dir 30 Dir 60 Dir

k CNN BS CNN BS CNN BS CNN BS

1 4.92 16.99 3.86 1.51 2.75 0.79 2.58 0.75
2 10.90 24.30 8.13 9.26 6.36 5.32 5.33 4.97
3 12.49 42.20 7.67 19.85 7.60 13.29 6.56 10.52

Mean angular error (◦) for real data
10 Dir 15 Dir 30 Dir 60 Dir

k CNN BS CNN BS CNN BS CNN BS

1 5.50 45.00 2.42 2.87 2.48 0.74 2.72 0.42
2 6.86 45.00 4.51 6.51 2.56 4.83 2.43 3.19
3 12.44 45.00 7.51 15.55 6.23 11.20 6.09 8.47

Regarding computational performance, the BS model achieves a computa-
tional speed of ≈3330 voxels per second for 120 directions and k = 3, while the
CNN approach always achieves a higher computation speed of ≈4500 voxels per
second, respectively.



6 Discussion

Regarding the mean angular error for crossing fibers in Fig. 2, it can be seen that
the CNN model achieves similar results on synthetic data, while it outperforms
the BS model on real data, respectively. This mean angular gap grows with
increasing voxel complexity as it can be seen in Tab. 2. As expected, the BS
model becomes unstable for 15 and less gradient directions for both synthetic
and real data, due to a minimal number of required gradient directions, while
the CNN approach achieves an acceptable stable angular error.

Considering the single-fiber case, the CNN approach converges for 15 and
more gradient directions on synthetic data and for 30 gradient directions on
real data, respectively. On the one hand, this may be a consequence of the
quantization blur, while on the other hand it shows that the CNN is insensitive
towards different number of gradient directions. The same effect can be seen for
crossing fibers on real data in Fig. 2. Here, the CNN achieves almost the same
mean angular error for 15 gradient directions and for 120 gradient directions.

In addition, the fact that the performance of the CNN converges suggests
that it does not improve further when more gradient directions are available,
while on the other hand it seems to improve for a higher SNR, as the synthetic
data has a SNR0 of 30, while our real data has a mean SNR0 of ≈33. Utilizing
this approach for estimating the fODF, an enhancement of SNR may be more
important than increasing the number of gradient directions.

Taking a look at the computation time, both models show an equally fast
performance, while the CNN approach is slightly ahead.

A limitation of this work is that it is evaluated using the same scanner as well
as the same scanner protocol for training and testing. In order to make the CNN
applicable for other scanner types or different scanning protocols, [7] proposed
a method to simulate realistic training data for a specific scanner type and a
specific scanning protocol. Utilizing this signal generation approach, the CNN
may be applicable across multiple scanner types, which shall be investigated in
future work. Furthermore, we will investigate other approaches for converting a
1D signal into a 2D image, in order to retrieve neighboring information.

7 Conclusion

We introduce a completely new, very fast and accurate way of deriving the
fODF in a diffusion voxel, which achieves more stable and better results than
the state-of-the-art BS model on real data and a comparable angular error on
synthetic data. In addition, the presented CNN is insensitive with respect to
different numbers of gradient directions and remains stable even for less than
15 gradient directions, while the BS model starts to deteriorate. To the best of
our knowledge, this is the first time that a Deep Learning approach is used for
reconstructing the fODF. In future work, we will investigate a quantization free
approach, in order to eliminate the quantization blur.
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