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Abstract- We present the outline of a system for contactless
monitoring of vital signs and pain levels in sedated patients us-
ing a thermal long wave infrared (LWIR) camera and a cus-
tomized image processing pipeline. The system is intended for
use in clinical scenarios such as anaesthetic recovery rooms and
intensive care units. In this work, the concept is motivated and
key system components are described. A thermal infrared face
database for training and evaluation of face tracking algorithms
is introduced. Current results of an active appearance model
(AAM) based face detection and tracking algorithm trained us-
ing the database are presented. It is shown that AAM are a vi-
able approach towards face tracking in thermal infrared videos,
though our system’s current performance needs to be improved
in order to be usable in clinical scenarios.
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INTRODUCTION

Pain control is a key aspect of postoperative clinical care.
In order to assess pain quantitatively, several methods and
protocols have been introduced. Most of them rely on patient
self-assessment, such as the numeric rating scale (NRS) or
the visual analogue scale (VAS). These methods require the
patient to be awake and cooperative, which does not neces-
sarily apply to postoperative patients. Several technical ap-
proaches to overcome this limitation and to allow to detect
and monitor pain automatically have been proposed in recent
years. All suggested methods rely on measuring vital signals
using electrodes, most notably the surgical pleth index (SPI)
which measures skin conductance or the analgesia nocicep-
tion index (ANI) which uses ECG data for pain detection.

In this paper, we suggest a contactless method for pa-
tient monitoring and pain assessment using a thermal infrared
camera. Applying thermal infrared or long-wave infrared
(LWIR) sensors in the described clinical scenario yields sev-
eral benefits over regular visible image aquisition: Thermal
infrared sensors are robust against lighting condition changes
since they rely on heat radiation emitted by the human body.

In this way, the robustness of the system can be improved
while at the same time the need for special illumination is
eliminated, making the system applicable in low-light con-
ditions. Additionally, it has been shown that various vital
signals such as heart rate and breathing frequency can be
extracted from thermal images using spatiotemporal signal
analysis [1] [2]. Furthermore, stress can be detected in the
thermal infrared spectrum even when there are no detectable
signs in the visual range [4]. It is therefore a viable as-
sumption that markers that are suitable for pain detection can
be extracted from the infrared signal. Furthermore, it has
been shown that contactless measurements make it possible
to monitor patients with skin conditions that do not allow at-
tachment of electrodes such as neonates [3]. A LWIR camera
can also be concealed by a visually opaque housing, reduc-
ing the inherent distraction that may be caused by a camera
constantly pointing at the patient’s face.

A vital component of the system is the image processing
pipeline, which comprises tracking of salient facial areas and
subsequent extraction of vital signs as well as additional fea-
tures for pain classification. A detailed outline of the pro-
posed components of the image processing pipeline is shown
in Fig. 1. After acquiring the live images from the camera,
the data will be preprocessed in order to improve contrast
and to allow for better landmark detection. A head position
and pose detector needs to be applied on the image in order
to locate suitable initial positions and ROIs for the tracking
algorithms. After initialization, the system will perform con-
tinuous tracking and feature extraction on the live data.

Fig. 1 Flow chart of the image processing pipeline.

The extracted features will be forwarded to signal process-
ing and classification algorithms that allow to derive param-
eters such as breathing or heart rate. All relevant output will
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be displayed to the user in an ergonomic manner.

In this work, we focus on the tracking component of the
image processing pipeline by describing a thermal infrared
face database and its performance for face tracking using an
active apperarance model (AAM). The database is introduced
as well as current results of its performance and potential ar-
eas of improvement.

PREVIOUS WORK

Zhou et al. have published a method for ROI tracking and
breathing rate extraction in the thermal infrared spectrum [5].
The tracking algorithm introduced there performs well for
distinctive facial areas, however it has not been evaluated for
whole-face tracking. An approach often used for whole-face
tracking and face recognition in the visual spectrum are ac-
tive appearance models, though low image contrast of ther-
mal infrared images is an issue that lowers the performance of
AAMs in that spectrum. Therefore, Ghiass et al. [6] applied
a preprocessing step based on diffusion filtering to the im-
ages to improve image contrast and thereby the performance
of thermal infrared AAMs. Werner et al. [7] have shown
that pain monitoring is possible in the visible spectrum by
using an array of video cameras and a SVM trained using
a facial expression database with images of persons experi-
encing different levels of pain. They could show that intense
pain can be detected by analyzing facial expressions in video
sequences. However, the system’s detection rate was signifi-
cantly lower for low pain intensities. We expect to overcome
this issue by using thermal imaging.

METHODS

SYSTEM SETUP

The thermal camera used for acquiring high-resolution
thermograms is capable of recording 16 bit greyscale video
streams with an image resolution of 1024 x 768 pixels at
30 Hz. The camera is mounted approximately 80 cm away
from the hospital bed, pointing at the bed area where we ex-
pect the patient’s head to be located most of the time. The
system is equipped with a 30 mm prime lens, allowing a spa-
tial resolution of the face of below 1 mm per pixel. The sys-
tem is capable of acquiring thermograms with a relative ther-
mal resolution of 0.03 K and an absolute temperature preci-
sion of 0.5 K. To lower the distraction for the patients, the
system is covered with a material that is transparent in the
thermal infrared but opaque in the visual spectrum. In a pre-
processing step, the 16 bit raw data is transformed to 8 bit
greyscale images with a linear window from 300 K to 310
K to increase contrast in the relevant temperature area and to
lower the computational requirements.

ANNOTATED THERMAL FACE DATABASE

In a first step, we have designed the acquisition protocol for
a thermal face database for training and evaluation of ther-
mal face detection and tracking algorithms. Volunteers were
placed in front of a thermally neutral background and filmed
with the thermal camera from a distance of 80 cm. Currently,
the database contains thermal infrared videos of 38 volun-
teers. Three different videos were taken during each session:

1. The subject is facing the camera frontally with as little
motion as possible for 40 seconds. These videos can be
used for the development and evaluation of methods for
vital sign extraction without the need for special track-
ing algorithms. The results of tracking and on-line vital
sign extraction algorithms developed using the videos
from sets two and three can also be compared against
the values computed from this set, allowing to quanti-
tatively assess the performance of the methods.

2. For the second video set, all participants had to follow
a defined head movement protocol to acquire compara-
ble images with different head poses. Subsequently, a
set of at least 9 frames per person was selected and
important landmarks were annotated manually. The
annotated areas were jaw, eyes, eyebrows, mouth and
nose. Due to the lack of a specific annotation strategy
for thermal infrared images, the landmarks were the
same as in annotation protocols for regular visual data.
Fig. 2 shows a set of 9 annotated images of a single
subject. Currently, the set of annotated frames contains
413 images of 21 volunteers in different head poses.

Fig. 2 Annotated images of a single subject from the
thermal infrared head pose database. Each person has been

annotated in at least the displayed 9 head poses.

3. In the third video set, all participants were asked to
perform arbitrary head movements for 40 seconds as
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well as to provoke occlusion by turning away from the
camera or by covering facial areas with their hands.
We have decided not to use a special protocol for this
as well-defined occlusions can be artificially added to
existing videos, while unconstrained arbitrary move-
ment allows to test the algorithms in situations that are
close to real-life scenarios, helping to identify issues
that might not have been detected when using a well-
defined movement protocol.

AAM-BASED FACE TRACKER

Currently available general purpose tracking algorithms are
capable of tracking salient ROIs with sufficient precision.
However, they require a precise pre-initialization of the ROI
and are generally not able to perform simultaneous tracking
of multiple facial areas, at least not without massively in-
creasing CPU load. These limitations can be overcome by
adding prior knowledge to the face detection and tracking
process. This makes it possible to improve the stability and
robustness of the algorithms. A well established method for
face detection and tracking using prior knowledge are active
appearance models (AAM) [8]. An active appearance model
requires training using a database of manually annotated im-
ages. The annotations describe the positions of salient facial
points such as mouth, eyes or the jaw contour. Principal com-
ponent analysis (PCA) is then applied to the images and an-
notations to allow the identification of parameters that have
the most significant impact on the shape and texture of the
faces. After identifying the parameters and their effects an
optimization method can be applied in order to identify the
model parameters that allow the optimal representation of any
given input face. Alternatively, a model fitting algorithm can
be used to detect and model faces in new input images.

Fig. 4 Transformation of images into a common reference frame.
The varying head poses of the original images (top row) are
normalized to create frontal views of the face (bottom row).

A notable property of AAMs is their ability to transform
face images from a wide variety of angles into a common
reference coordinate frame as a result of the model fitting

process (see Fig. 4). This yields an advantage as all opera-
tions for feature extraction can be performed in the reference
frame. Preliminary experiments have shown that pain often
results in temperature changes in the perinasal and periorbital
areas. The common coordinate system allows precise analy-
sis of these areas on a per-pixel basis, allowing an efficient
workflow and error computation for feature extraction.
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Fig. 5 Histogram of the root mean square error distance in pixels
for the images in the database after performing Lucas-Kanade

based fitting.

We have used our annotated thermal face database to train
an AAM. Model fitting was performed using the inverse com-
positional Lucas-Kanade image alignment algorithm [8] on
the contrast-enhanced 8 bit images.

RESULTS

The performance of the AAM implementation has been
evaluated on the thermal infrared face database using the
leave-one-out approach. For each run, 20 of the volunteers
were used to train the model which was then tested on the
remaining dataset. The error metric used was the root mean
square (RMSE) of the distance between the ground truth and
the model fitting result for each image.

Fig. 5 shows a histogram of the measured RMSE values,
with 24.5 being the mean value. A qualitative visual inspec-
tion of the results has shown that a mean square error of 10
can be considered as a good convergence, while an error of 20
refers to a sufficient convergence. These requirements were
met by 59 (28%) and 106 (50%) of the images respectively.
Fig. 3 displays the final convergence results for different per-
centiles of the data set.

DISCUSSION AND FUTURE WORK

Results show that AAMs are a viable approach towards
face detection and tracking in the thermal infrared spectrum.
Model fitting performance is sufficient to prove the concept,
although the stability of the process as well as fitting results
need to be further improved if the system is intended to be
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Fig. 3 Samples of the fitting algorithm, sorted by RMSE. From left to right: 2nd percentile, 25th percentile, median, 75th percentile, 98th
percentile.

used in real clinical applications.
Potential approaces towards improving fitting performance

are an increased database size and improved preprocessing
and fitting algorithms. With 213 images, the used database
is small when compared to commonly used AAM training
databases. We aim at increasing the image count in the near
future using data acquired both under clinical as well as con-
trolled conditions. Also, the fitting approach used here is
a method that has been developed for images in the visual
spectrum. As has been shown in [6], salient regions of face
images in the thermal infrared differ from good landmarks in
portraits taken in the visual spectrum, especially when apply-
ing appropiate preprocessing algorithms. Therefore an opti-
mized protocol for creating and fitting AAM in thermal in-
frared images may lead to improved results by utilizing ad-
vantages of the modality over other imaging procedures. This
includes selection of better suited landmarks, image prepro-
cessing using contrast-enhancing filtering algorithms as well
as developing specialized model fitting algorithms with im-
proved performance for thermal infrared images.

We have outlined how the common reference frame of the
fitted AAM images can help to improve the performance
and robustness of feature extraction algorithms. The recon-
structed frontal view images allow better extraction of fea-
tures thanks to the reduced variation in geometry. In a next
step, we will therefore use the fitted images to develop and
extract features for the detection and assessment of pain.
As the performance of AAM fitting strongly depends on the
database used for training, we will increase the number and
variation of images in the thermal face database. This will be
done both by extending the database with videos of persons
experiencing pain under controlled conditions as well as by
using actual clinical data.

CONCLUSION

We have introduced the concept of a system for contactless
pain assessment. As face recognition and tracking are vital
parts of the system, we have built a thermal face database
to develop, train and evaluate algorithms for these purposes.
Using the database, we have trained an AAM-based thermal
infrared face detection and tracking algorithm. Evaluation

results show that the database can be used for AAM train-
ing and indicate that AAM are a viable solution for the given
task. However, the algorithms are not yet sufficiently reli-
able to satisfy the requirements of clinical use. Potential ap-
proaches to improve the performance of the algorithms in-
clude a larger database, improved preprocessing and annota-
tion methods and research on model fitting algorithms that
benefit from the properties of thermal infrared imaging.
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