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Abstract—Laser beam melting (LBM) systems produce parts
by melting metal powder according to the sliced 3D geometry
using a laser. After each layer, new powder is deposited and
the process is repeated. Process monitoring via acquisition and
analysis of layer images during the build job is a promising
approach to thorough quality control for LBM. Image analysis
requires orthographic images, which are usually not available as
the camera cannot be placed directly above the build layer due
to the position of the laser window. The resulting perspective
distortions have to be corrected before analysis. To this end we
compute a homography from four circular markers which are
“drawn” into the powder bed by the machine’s laser and detected
in the acquired images. In this work we present a robust method
for the automatic detection of calibration markers, which deals
with the noise-like powder regions, disconnected lines, visible
support structures and blurred image regions. Our homography
estimation method minimizes the shape error between trans-
formed circular reference marker shapes and detected elliptical
markers yielding an image with correct aspect ratio and minimal
distortions. Our method achieves a detection rate of 96.3% and
a spatial detection error of 2.0 pixels (median, 95%-percentile:
5.17 pixels) compared to a manually created ground truth.

I. INTRODUCTION

Laser beam melting (LBM) is an additive manufacturing
method that creates three-dimensional parts from metal powder
by selectively melting the top layer of the powder bed accord-
ing to the sliced layer geometry of the part. After the laser
exposure the build layer is lowered and a new powder layer is
applied. This process is repeated until the part is completely
built. LBM enables the production of complex geometries
and individual parts with similar mechanical properties as
conventionally produced parts. This makes it a desirable tech-
nology for applications in aerospace or medical technology. To
enable the utilization of LBM for such high-risk applications,
process monitoring and thorough quality control is required.
A promising approach to process monitoring is the acquisition
of layer images of powder bed and melt result. The resulting
layer images can be analyzed to inspect the part geometry and
layer quality and detect flaws.

In most LBM systems the laser window is placed centered
above the build plane, which prevents the installation of a
camera at this optimum position. One solution is to choose
a coaxial imaging setup which uses the laser ray path and
integrates a camera using a beam splitter. This requires mod-
ification of the LBM systems optics and cannot be easily
retrofitted to existing systems. The alternative is an off-axis

camera setup, where the camera is placed outside of the optical
path, either inside or outside of the process chamber. A camera
outside of the process chamber is easy to retrofit and does
not have to be protected against laser light, weld spatters and
process gas. Published off-axis camera systems for powder bed
based additive manufacturing processes include [1]–[6].

For all off-axis systems a camera calibration has to be per-
formed to remove the perspective distortions of the image prior
to image analysis (Figure 1). If the camera is mounted outside
of the LBM system and may be subjected to movements,
the calibration has to be repeated, ideally before every build
job. One published approach uses calibration markers which
are “drawn” by the LBM system’s laser at known positions,
manually detected inside the image and used to compute
a projection which reverts the perspective distortions [7].
Using the machine’s laser is a convenient way to place flat
calibration markers directly in the build layer after the system
has been prepared for a build, as the process chamber is
filled with inert gas and opening or closing the door would
require to repeat the inerting process. The manual detection
in [7], however, introduces a potential source of error into
the calibration and hinders automatic reproducible analysis.
An automatic detection of calibration markers in layer images
from LBM processes is therefore desirable to provide a quick
and accurate way to correct projective distortions for off-axis
camera systems.

In this work we present an automatic method for the
detection and localization of calibration markers inside layer
images from powder bed based LBM processes which is robust
against disconnected lines caused by interrupted laser scan
lines, visible support structures and out-of-focus blur.

II. METHODS

A. Image Data

Layer images are acquired using a monochrome 29Mpixel
CCD camera (SVS29050M, SVS-Vistek GmbH) with a
120mm tilt and shift lens (Hartblei Makro 4/120 TS) which
are mounted on the LBM machine door (Figure 2). Calibration
images are acquired by our process monitoring software after
the process chamber has been inerted and before the build
starts. To obtain optimum contrast for markers placed at the
back and the front of the machine, images are acquired using
two orthogonal LED line lights placed below the machine
window and on the right side above the build layer. For each
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Fig. 1. Perspective correction: as the acquired layer image is distorted, a
projection H is computed based on the detected marker positions which yields
an orthographic image and maps the markers to their undistorted shape.

Fig. 2. Off-axis camera system mounted on LBM machine door.

lighting we acquire an exposure series with T = 105, 125 and
145ms.

We use N = 265 calibration images (6576 px× 4384 px)
from 54 different build jobs to optimize and evaluate our
methods. The split into training and test set will be explained
in the following sections.

B. Candidate Region Detection

As our input images are very large (29Mpx) it is advan-
tageous to identify candidate regions for calibration markers
first and then analyze them further. This reduces the number
of search regions in subsequent steps and helps to accelerate
the marker detection. We perform the detection on each image
of the calibration image set separately and then combine the
results after classification (Figure 3).

One characteristic of powder bed images is the noise-like
structure of powder regions (Figure 5, bottom right), which
leads to many falsely detected edges for small scale edge
detectors. We overcome this problem by smoothing our image
with an edge-preserving bilateral filter [8] which suppresses
the noise-like structures.

We use a bandpass filter to exclude illumination changes
(low frequencies) and powder structures (high frequencies)
from the input image for candidate detection. It is realized
as the difference of the convolution of the image with two
Gaussian lowpasses with a scale ratio of K ≈ 1.6, which
approximates the Laplacian of Gaussian.

We define aapprox = 110 px to be the approximate length of
the major axis of the ellipses in the distorted input image and
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Fig. 3. Marker candidate detection on calibration image set and identification
of markers after classification

Fig. 4. Sample calibration image with visible part support struc-
tures and powder bed contaminations (dark regions). Image resolution is
6576 px× 4384 px.

pre-process each input image I with intensities I(x, y) ∈ [0, 1]
using the following steps:
• downscaling by s = 0.3 using bicubic interpolation
• contrast enhancement by gamma correction
I ′(x, y) = Iscaled(x, y)

γ , γ = 0.4
• edge-preserving smoothing to reduce influence of powder

regions: bilateral filtering [8] with
σd = 1.5aapproxs, σr = 0.1

• edge enhancement with difference of Gaussians
(σs = 1

10s · aapprox, σl =
1
6s · aapprox), σs corresponds

to the minimum line width of a calibration marker to
preserve lines in the filtered result
E = I ′smooth ∗Gσs

− I ′smooth ∗Gσl
,

• take the absolute P = |E|
Parameters were determined empirically by analyzing a subset
of our training data, we define all spatial parameters with
respect to the approximate marker size to facilitate adaption
to other imaging scales.

Three different methods for the enhancement of candidate



Fig. 5. Example of calibration markers with different appearances due to
position in the process chamber (front/back) and used lighting. Top left: inter-
rupted laser lines, top right: out of focus blur. Image size is 400 px× 400 px
for all crops, intensities have been rescaled for visualization.

regions in P are applied and compared:
1) Quotient of Gaussians: To detect structured regions of

approximate marker size, the pre-processed image P is filtered
with two Gaussian filters, the smaller one matching the marker
size (σsmall =

aapprox

2 ), the larger one for marker and local
neighborhood (σlarge =

3
2aapprox)

Q = P ∗Gsmall � P ∗Glarge, (1)

where ∗ is the convolution operator and � denotes element-
wise division of the filtered images. The division acts as a
local normalization and removes differences in illumination.

2) Percentile of Difference of Gaussians: This method
extracts an intensity-based measure by using a circular search
window with r = saapprox and computing the mean intensity
of the brightest 10% pixels inside the window. The selection
of the brightest pixels is based on the 90%-percentile.

3) Local Variance: The local intensity variance indicates
the presence of marker structures. We compute the local
variance V = E(X2)− (E(X))2 using a Gaussian filter:

V = Gσ ∗ P 2 −Gσ ∗ P, σ =
aapprox

2
, (2)

with P 2 = p(x, y)2 (element-wise).
Marker candidates are then identified by detecting elliptical

blobs inside the enhanced images. Blob detection uses a
greedy approach: a set of increasing thresholds is defined as
the percentiles (0 to 99%) of image intensities exceeding an
initial threshold m0. For each threshold the detector output
is binarized and connected regions ci inside the resulting
image B are labelled. For each ci the ellipse that has the
same normalized second central moments as the region is
computed and compared to pre-defined conditions on maximal
length of major axis amax, minimal length of minor axis bmin

and maximal eccentricity ε =
√
1− b2

a2 . If ci satisfies the
conditions its center position is stored as a candidate and the
region excluded from the analysis for subsequent thresholds.

For the quotient of Gaussians, marker regions yield values
between 1.0 and 5, so we choose a minimum threshold of
m0 = 1.1. The low-pass filters enlarge the marker blobs and
we identified amax = 5

2aapprox · s, bmin = 3
4aapprox · s and

εmax = 0.85 as a good fit for our training data. For the other
two detection methods the resulting blobs are even larger and
there is no local normalization, so we choose m0 = 0 and
bmin = aapprox · s.

C. Marker Classification

For all detected marker candidates we analyze the sur-
rounding image region (396 px× 396 px = 3 · 1.2aapprox)
to extract marker components and subsequently differentiate
true markers and false positive detections. The characteristic
elements of the marker geometry are the two intersecting lines
and the ellipse. Line and ellipse detection is based on the
Radon transformation which enhances lines by integrating the
image intensities i(x, y) along projection beams at different
positions r and angles ϕ [9]:

P (r, ϕ) =

∞∫
−∞

∞∫
−∞

i(x, y)δ(x cosϕ+ y sinϕ− r) dxdy (3)

An example for the transform of a noisy image with lines
and an ellipse is displayed in Figure 6. Lines yield local
maxima in the sinogram at the points corresponding to the
line’s parameters and can be easily detected.

Ellipse detection is divided into two steps: robust detection
based on the Radon transform and refinement of the initial
ellipse by edge detection along the contour normals. The
Radon transform maps ellipses to tubular structures which
can be segmented inside the sinogram. As intersecting lines
across the ellipse are mapped to local maxima inside this
“tube” we segment the tubular structure using a quantile
hysteresis threshold and extract the boundaries by subtracting
a morphologically eroded version from the morphologically
dilated segmentation (Figure 6). The inverse Radon transform
then yields the isolated ellipse which is binarized and used to
extract the ellipse parameters using the random sample and
concensus (RANSAC [10]) method for an ellipse model [11].

To refine the detected ellipse we extract the inner and outer
boundaries using gradient information and edge detection.
An estimate of the image intensity gradient is computed by
applying the Sobel operator and the intensity gradient along
the perimeter normals is extracted using the scalar product of
intensity gradient and normal vectors along the initial ellipse
perimeter. This yields negative values for the inner boundary
and positive values for the outer boundary. We extract the coor-
dinates of minima and maxima along 1440 radial rays (angular
resolution 0.25◦) and fit the inner ellipse to the positions of
the minima and the outer ellipse to the positions the maxima
using RANSAC.
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Fig. 6. Example of Radon transform of lines at different angles and
ellipse with noisy background. The corresponding maxima (a, b) and the
tubular result for the ellipse (c) are marked. By segmenting the ellipse
sinogram (bottom left) and applying the reverse transform (bottom right) the
ellipse can be extracted using RANSAC.

To reject false positive detections we compute features for
each region and train a Random Forest classifier [12] (used
implementation from [13], v0.16.1) with 10 trees. Random
Forests are selected as they achieve high accuracy for small
datasets with many features and provide intrinsic feature
selection. Features are based on the properties of the marker
geometry and the correlation between extracted geometry
(lines and ellipse) and the region data.

First, a threshold for binarizing a candidate image region
is identified which maximizes the mean area of connected
regions ri in the binarized image B of candidate region R

t ∈ {P90, P91, . . . , P99} (4)

t = argmax
1

N

N∑
i=1

area(ri), B = t < R (5)

where P90 . . . P99 are the associated percentiles of the image
intensities inside R. Small regions (area(ri) ≤ s · 32 px2)
are removed from B.

The goodness of fit of the extracted ellipse is computed from
the binarized region B and a binary image of the detected
ellipse E using two measures:

rE =
|E ∩B|
|E|

, rB =
|E ∩B|
|B|

(6)

For all fitted ellipses the RANSAC algorithm yields the set
of data points which minimize the model fitting error (inliers).

We count them in nellipse and compute the inlier ratio for
1440 radial rays:

rI =
nellipse
1440

. (7)

The correlation between a candidate region R and the
detected binary template T (x, y) ∈ {0, 1} (lines and ellipse)
is computed as

R0 =
R(x, y)− µr

σ2
R

, T0 = 2T (x, y)− 1 (8)

c =

M∑
y=1

N∑
x=1

R0(x, y)T0(x, y) (9)

where µR and σ2
R are the mean intensity and the variance of

the intensities in R, respectively.
The classifier yields a class label and the associated prob-

ability which is used to rank marker candidates. Additionally
we exploit the fact that the marker positions are constant for
an image series and prefer candidates with matching positions
across images. To ensure a valid selection a minimum distance
between selected candidates is set to 110 px (22 to 33mm
depending on image scale).

We evaluate the classification using 10-fold cross validation
on a per build job basis, i.e. the classifier is trained on
calibration images of randomly selected 90% build jobs and
tested on the calibration image of the remaining 10%. If
less than four markers are detected, the calibration cannot be
performed and the error is easily detected. If, however, a result
contains one or more false positive markers among the final
result, a wrong projection will be computed and the method
will not abort. This error is therefore the most harmful and we
will point out any occurrence in the results of our evaluation.

D. Homography Estimation

Usually a homography is computed from four (or more)
point-to-point correspondences [14], e.g. the center points
of all four markers from the CAD data and the detected
ellipses in the calibration images. We use this result as a
initialization for the projective transform H and optimize the
projection by minimizing the shape error between transformed
circular markers and detected ellipses. The resulting transform
preserves the aspect ratio of our reference CAD model and
considers the shape of the detected and refined ellipses.

The positions of calibration marker centers are known from
CAD data but the circle radius in the undistorted image
depends on the imaging scale and has to be identified during
the estimation as well. Variables in the optimization are
therefore the nine entries of the projection matrix and the
radius of the original circle. Although the projective transform
has only eight degrees of freedom (the ninth parameter is only
an arbitrary scale factor) we have found that the additional
complexity does not harm the optimization results.

Using the definition of a conic in homogeneous coordinates
x = (x1, x2, x3) from [14, p.30]

ax21 + bx1x2+cx
2
2 + dx1x3 + ex2x3 + fx23 = 0 (10)
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Fig. 7. Shape error area (gray) between transformed reference circles
Ctrans,i (solid red) and detected ellipses Edetected,i (dashed) which is
minimized during optimization of homography H .

or in matrix form:

xTCx = 0, with C =

 a b/2 d/2
b/2 c e/2
d/2 e/2 f

 . (11)

The conic C transforms to C ′ =
(
H−1

)T
CH−1 under a

point transformation x′ = Hx [14, p.37].
Our four reference marker circles Cref,i are transformed to

Ctrans,i =
(
H−1

)T
Cref,iH

−1 (12)

and the mismatching shape area between the transformed
circles and the detected ellipses Edetected,i (Figure 7) is
minimized:

min
H,r

4∑
i=1

err (Ctrans,i,Edetected,i) (13)

err(C,E) = |poly(C) ∪ poly(E)− poly(C) ∩ poly(E)| ,
(14)

where poly(·) is a polygon representation of a conic used
to compute the intersection and union of shapes and r is the
radius of reference markers (initially set to 50 px). We optimize
the parameters using the simplex Nelder-Mead method.

To evaluate the final projection we manually annotate the
marker centers in the input images by first defining bounding
boxes around the distorted marker shapes and using the center
of the four bounding boxes to estimate a coarse homography
which reduces the distortions in the image presented to the
user. The selected center position is inversely transformed to
match the original calibration image and stored for evaluation.

III. RESULTS

A. Candidate Region Detection

The most important criterion for evaluating candidate de-
tector methods is the sensitivity, as we do not want to miss
any markers. We first analyze the sensitivity for each image
independently in Figure 8a to compare the detection methods.
All methods correctly detect four markers in more than 96.6%
of the images, the local variance detector achieves the highest
sensitivity of 97.7%. Please note that our objective is the
calibration of each build job for which multiple calibration
images are available, we therefore group the images by build
jobs and repeat the analysis. Now all methods reliably detect
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Fig. 8. Evaluation of candidate region detection for quotient of Difference
of Gaussians (G), percentile of Difference of Gaussians (P) and local vari-
ance (V). (a) Sensitivity of candidate detectors for single images, (b) evalua-
tion of false detections, (c) distance between detected candidates and reference
marker positions.

all four markers in each image series and we select our
final detection method based on the number of false positive
detections and the distance to the reference marker position.
As the quotient of Gaussians detector yields the lowest number
of false positives (Figure 8b) and the distance to the reference
positions is similar for all methods, we select the quotient of
Gaussians detector and use it for all subsequent analyses.

B. Classification

The results of the 10-fold cross validation show that our
classifier correctly detects all four markers in 52 out of
54 build jobs (96.3%), yields one result with a false positive
detection among the four markers (undetectable error) and
one build job with less than four detected markers (detectable
error).

C. Homography Estimation

As marker reference positions (from CAD data) were only
available for 27 of our 54 build jobs, we evaluate the homog-
raphy estimation on n = 108 calibration markers. Figure 9
presents the distance between the centers of the detected
ellipse and the transformed circle to the manually defined
ground truth. The median distance for both ellipses is 2.0 px,
the 95%-percentiles are 4.68 px and 5.17 px for detected
ellipse and transformed circle, respectively. The error of the
transformed circle indicates the precision of the calibration
in our application and will be used for the final evaluation.
Depending on the image scale of 20 to 30 µm/px we derive
a spatial error of 40 to 60 µm for the median and 103.4 to
155.1 µm for the 95%-percentile. Figure 10 shows examples
of detected markers.

IV. DISCUSSION

The evaluation of candidate detection methods shows a
successful reduction of analyzed regions from the original
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Fig. 10. Examples of detected markers

29Mpx image, even if there are about 10 false positive
detections in each image.

The extracted features enable a successful classification of
marker candidates and the rejection of almost all false positive
detections. The most important features for classification are
the presence and goodness of fit of the ellipse which is also
the main difference between marker regions and candidate
regions with part structures. For one out of 54 build jobs a false
positive candidate is selected as one of the final four markers.
The calibration images of this build job contain parts of the
LBM machine which resemble intersecting lines and mislead
the detection methods (Figure 11). Visible part structures in
the layer images do not deteriorate the detection results.

V. CONCLUSION

We presented a robust method for the detection of calibra-
tion markers in powder bed images from laser beam melting
processes. The optimized homography enables an accurate
mapping of reference geometries from the CAD data to the
layer images for comparison and automated quality control.

Fig. 11. Image from the build job with false positive detection in final marker
selection. Note the cross-like structures in the inset (cropped from the machine
structures at the back).

The spatial error of our approach is below or in the order of
the width of a laser scan line (90 µm).
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