
Detection of Elevated Regions in Surface Images
from Laser Beam Melting Processes
Joschka zur Jacobsmühlen∗, Stefan Kleszczynski†, Gerd Witt†, Dorit Merhof∗

∗Institute of Imaging and Computer Vision, RWTH Aachen University, 52056 Aachen, Germany
Email: joschka.jacobsmuehlen@lfb.rwth-aachen.de

†Institute for Product Engineering, University of Duisburg-Essen, Duisburg, Germany

Abstract—Laser Beam Melting (LBM) is a promising Additive
Manufacturing technology that allows the layer-based production
of complex metallic components suitable for industrial applica-
tions. Widespread application of LBM is hindered by a lack
of quality management and process control. Elevated regions
in produced layers pose a major risk to process stability as
collisions between the powder coating mechanism and the part
may occur, which cause damages to either one or even both.
We train a classifier-based detector for elevated regions in laser
exposure result images. For this purpose we acquire two high
resolution layer images: one after laser exposure and another
one after powder deposition for the next layer. Ground truth
labels for critical regions are obtained from analysis of the latter,
where elevated regions are not covered by powder. We compute
dense descriptors (HOG, DAISY, LBP) on the surface image
after laser exposure and compare their predictive power. The top
five descriptor configurations are used to optimize parameters
of Random Forest, Support Vector Machine and Stochastic
Gradient Descent (SGD) classifiers. We validate the detectors
with optimized parameters using cross-validation on 281 images
from three build jobs. Using a DAISY descriptor with a SGD
classifier we achieve a F1-score of 0.670. The presented method
enables detection of elevated regions before powder coating is
performed and can be extended to other surface inspection tasks
in LBM layer images. Detection results can be used to assess
LBM process parameters with respect to process stability during
process design and for quality management in production.

I. INTRODUCTION

Laser Beam Melting (LBM) is an Additive Manufacturing
method, which builds parts layer by layer from metal powder
by melting the current powder layer with a laser according to
the part geometry. LBM enables the production of complex
geometries and is used in different application areas, such
as aerospace, medical technology or tools with conformal
cooling. Widespread application of LBM technology is held
back by the current lack of quality management and process
documentation [1].

Possible process errors that endanger process stability of
LBM systems are presented in [2], [3]. A jamming of the
powder coating mechanism and elevated part regions is rec-
ognized as one of the main causes for process interruptions or
breakdowns. As collisions between powder coating mechanism
and part may cause damages to either one or both, they are
highly undesired. To improve process stability the process
setup (part position, process parameter settings) has to be
optimized in order to minimize the number of elevated regions.

TABLE I
SURFACE IMAGE DATA SET

Job # Images Image Size Resolution [µm/px]

A 94 2134 px× 1982 px 32.9
B 93 2539 px× 2357 px 27.7
C 93 3142 px× 2917 px 22.3

This requires a quantitative analysis of elevated region area and
severeness, for which different attempts have been reported.

Reinarz et al. integrated an accelerometer in the coating
system to measure vibrations caused by contact between
coating mechanism and part [3]. They automatically interrupt
the process, when acceleration exceeds a threshold to avoid
damages. The approach in [4] acquires an image of each new
powder layer and segments critical regions, which stand out
from the background as they are not covered by powder. Com-
pared to the accelerometer, image analysis provides additional
details as elevated regions are detected in two dimensions and
can be associated with the corresponding part and geometrical
shape, e.g. overhanging structures.

We analyze the surface of each produced layer after laser
exposure to detect elevated regions before powder coating is
performed and collisions may occur. To this end we use a
classification approach based on dense descriptors for surface
analysis of layer images from LBM processes. The applied
methodology can be extended to other surface analysis tasks
in LBM quality control.

II. METHOD

A. Image Data

We use data of 281 layers from three different build jobs.
As the parts were placed at different positions inside the
LBM machine, the layer images are acquired at slightly
differing imaging scales (Table I). For each layer the available
data comprises two surface images (acquired with different
lighting), a binary mask of the reference layer geometry
(obtained from part CAD data), and a binary mask of elevated
regions (detection result of [4] for powder image). We combine
the reference layer geometries and elevated region masks to
generate ground truth labels for elevated part regions, which
are used in training and evaluation (Figure 1).
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Fig. 1. Available layer data, from left to right: reference geometry mask, surface image of laser exposure result, powder image of following layer in which
elevated regions are not covered by powder, mask of elevated regions detected in powder image (intensities have been rescaled for visualization).

Fig. 2. Closeup of layer images. Left: part surface after laser exposure. The
laser scans the surface at a constant angle in each layer and divides the surface
into stripes of 5mm. Right: following powder layer with elevated regions
around the perimeter (intensities have been rescaled for visualization).

B. Descriptors

Laser exposure result images consist of part regions with
laser scan lines, which are placed in hatch patterns inside
stripes, and background with unmelted metal powder, which
exhibits a noise-like structure in the layer images (Figure 2).

Part image regions are strongly oriented due to the parallel
laser scan lines. Elevated part regions exhibit a different
surface structure with deviating scan lines, which appear to
be bent or “melted together” (Figure 4).

For detection of elevated part regions, we need to describe
this change of surface structures using suitable features to
enable classification. Oriented image structures can be ana-
lyzed by gradient operators at different scales which disregard
low-frequency intensity variation, hence a combination of
gradient features promises to meet our requirements. As we are
interested in the detection and localization of elevated regions,
we require dense descriptors. The high resolution of layer
images (4.2 to 9.2 Mpixels) and the large number of layers
in a build job (50 layers/mm) make computational efficiency
another requirement for our application (many published ap-
proaches work on smaller images of 0.3 to 0.5 Mpixels).

There are several features based on the analysis of local
orientation in the literature, most prominently Lowe’s Scale
Invariant Feature Transform (SIFT) [5], [6] which popular-

ized local orientation histograms with normalization and has
been used in multiple feature variants since. More recently,
dense descriptors based on orientation analysis have been
presented, which were successfully applied to object detec-
tion (Histogram of Oriented Gradients HOG [7]) and stereo
matching problems (DAISY [8], [9]). These descriptors can
be efficiently computed using integral images and have shown
to outperform the SIFT descriptor.

Histograms of Oriented Gradients (HOG) descriptors were
first applied to human detection [7]. They are based on the
idea that local object appearance can be characterized by
the distribution of local intensity gradients. HOG are densely
computed by building 1D-histograms of gradient directions
over small spatial regions (so called cells) and combining them
into blocks of e.g. 3× 3 cells. These blocks are normalized to
provide local contrast normalization, which reduces the impact
of local illumination variation and contrast changes [7].

The DAISY descriptor [9] was designed for dense matching
of stereo image pairs with fast computation in mind. It uses a
log-polar grid for sampling of gradient orientations shown in
Figure 3. The sampling scheme can be controlled by parame-
ters: radius of outermost grid point R, number of rings Q,
angular quantization T , number of bins in histograms H
(symbol names from [9]). The full descriptor is defined as the
concatenation of the center histogram and all ring histograms.
It was shown that the circular grid has better localization
properties compared to a regular grid [10]. We always set
T = H to quantize orientations

In a single layer the laser scan angle (orientation of scan
lines) is constant, but most LBM processes use a rotating ex-
posure scheme, which changes the scan angle after each layer
to improve part cohesion. A robust description of elevated
surface region patterns therefore requires rotation invariance.

The DAISY descriptor in its original form is not rotation
invariant, instead the authors suggest to rotate the obtained
orientation histograms according to the dominant orientation
– in their stereo application the epipolar line [9]. A rotation in-
variant DAISY descriptor is presented in [11], where the order
of bins inside each histogram and the order of ring histograms
is changed to align with the dominant orientation. This rotation
of DAISY descriptors is a cheap operation, as only columns of



Fig. 3. DAISY descriptor with Q = 3 rings and angular resolution A = 45◦

(T = 8). Radii of circles are equal to the standard deviation of the applied
Gaussian filters. Circle centers (+) are sampling positions of histograms.

the extracted feature matrix have to be reordered. We measured
the scan angles for all surface images by identifying peaks in
the 2D Fourier spectrum, which correspond to the oriented
laser scan lines. New histogram bin and ring histogram order
for DAISY descriptors is then determined based on scan angles
quantized to the angular resolution as described in [11]. This
provides us with descriptors, which align with the laser scan
lines to detect deviations.

In addition to descriptors based on orientation histograms,
we use local binary patterns (LBP) [12] as a “traditional”
texture feature. LBP are computed densely for every pixel
and encode intensity differences between the current center
pixel and pixels sampled at regular intervals on concentric
circles as binary values. Rotation invariance is achieved by
circular shifting of binary values. Ojala et al. [13] grouped
resulting patterns depending on the number of 0/1 changes in
the binary pattern and defined a rotation-invariant “uniform”
variant of LBP, which performed better than previous LBP
especially for noisy images. Due to the simple operations
(intensity comparison and binary pattern modification), the
extraction of LBP features is fast and the limited number of
possible uniform LBP values keeps the feature dimensionality
low, which leads to low memory requirements making uniform
LBP suitable for analysis of high resolution images.

For texture analysis usually a histogram of all LBP values
inside an image region is created and histograms are compared
to model histograms for classification. As we are interested in
localization of elevated surface regions, we compute uniform
LBP histograms for cells of the same size as HOG and DAISY
descriptors, e.g. 16 pixels× 16 pixels and use these histograms
directly as input to the different classifiers.

We used descriptor implementations from [14] (v0.10.1).

C. Descriptor Comparison

Finding descriptors and associated parameters which max-
imize predictive power is an important step of every
classification-based method. Here, we describe parameter op-
timization and the comparison method for evaluation of de-
scriptors.

A-priori knowledge about LBM part surfaces and the ap-
plied imaging setup enables us to limit the search space.

Fig. 4. Examples of elevated regions in laser exposure result images (left)
and detection results from powder image (right). Top: laser scan lines are
bent towards edge regions, middle: scan lines seem to melt together, bottom:
ragged edge regions.

Figure 2 shows the surface of part regions which consists
of separate laser scan lines whose width is defined by the
laser diameter d = 90 µm resulting in an image scan line
width of 2.7 to 4 pixels. Most deviations of surface structure in
elevated regions are not visible at the scale of a single line, but
require a larger analysis window with multiple scan lines (cf.
edge regions in Figure 4). Hence, we choose the size of our
descriptor regions D to include at least four scan lines and
use D ={16, 20, 24, 30 and 40 pixels}.

All descriptors have configurable angular resolution, for
HOG and DAISY this is the number of orientations in the



orientation histograms, for LBP it is the quantization of the
circular neighborhood. We define the angular resolution A
in degrees to provide a general description and to be able
to link optimization results to properties of elevated regions.
The original publications suggest to use: A = 45◦ (DAISY),
A = 20◦ (HOG), and A = 360◦

8r (LBP), where r is the radius
of the circular neighborhood. As elevated regions exhibit
small deviations of orientation, a high angular resolution
seems desirable but at the same time increases computational
complexity and memory requirements.We considered A ={5,
10, 15, 20, 45 and 90◦}.

Exhaustive search for all possible combinations of de-
scriptor and classifier parameters is computationally very de-
manding and time consuming, we therefore opted to evaluate
descriptors with respect to their predictive power and to opti-
mize classifier parameters using the top performing descriptor
configurations only.

During our experiments on classifier parameter optimization
for different (fixed) features, we observed a consistent order
of training runtimes: Stochastic Gradient Descent (SGD) was
fastest, Random Forests (RF) slower and Support Vector
Machines slowest (Figure 7). While SGD failed to achieve
the absolute performance of RF, the relative performance of
different descriptor variants is similar. Based on these findings,
we use SGD with fixed parameters (400 estimators, maximum
tree depth = 5) to rate descriptor configurations. Similar to
the optimization of classifier parameters (see next section),
we compute mean F1-scores using 10-fold cross validation on
increasingly larger subsets of descriptor samples from the first
four images of each job and abort the evaluation when the
time budget is used up.

Finally, candidate features for classification are selected
based on evaluation scores: the top five descriptors are used
in classifier parameter optimization.

D. Classification

Previous works on classification of HOG/DAISY descrip-
tors mostly utilized Support Vector Machines (SVM) with
non-linear kernels. Following a recent comparison of classi-
fiers [15], we consider Random Forests (RF) [16] and Support
Vector Machines [17] as most promising candidates. As our
dataset is quite large (N = 6× 106 to 17× 106 samples
depending on descriptor size D), training complexity of se-
lected classifiers must be considered to ensure that a thorough
model validation using cross-validation is not prohibitively
time consuming. While SVM are powerful classifiers due to
the so called kernel trick, their complexity scales with the
number of samples N as O(Np), 2 ≤ p ≤ 3 which is a
disadvantage for large data sets. Random Forests are better
suited as they scale with O(N logN). Another classifier suit-
able for large data is stochastic gradient descent (SGD) [18], a
linear classifier which is often used in online trained document
classifier systems as it requires only one pass of the training
data: O(kN), where k is the number of epochs. Both SVM
and SGD consider the scale of single features and thus require
preprocessing. When training these classifiers, we infer scaling

parameters for zero mean and unit variance and apply the same
scaling to our test data. All classifier implementations are taken
from [19] (v0.15.2).

All classifiers expose parameters, which have to be opti-
mized for the task at hand. Parameter optimization should use
cross-validation (CV) to reduce bias and variance of perfor-
mance estimates [20]. Due to the size of our dataset a com-
prehensive grid search of all possible parameter combinations
with cross-validation is computationally very expensive. To
circumvent long optimization which even may not benefit from
additional data, we employed a budget-based optimization
inspired by [21]. We set a time budget for optimization of
each classifier and start a randomized search with 10 iterations
of 3-fold cross-validation on increasingly larger subsets of
data from job A. Subset sizes follow a logarithmic scale,
e.g. N = {5000, 7250, 10750, 16000, . . .}. Optimization
stops once the time budget is exceeded (for a single parameter
search or total optimization) or the achieved performance score
converges. We use the resulting optimum parameter settings
for evaluation of classifier/feature combinations. Classifier
parameters subject to tuning are:
• SGD: regularization term coefficient α
• SVM: used kernel (linear/radial basis function (RBF)

exp(−γ |x− x′|2)), penalty parameter of the error term
C, kernel coefficient γ (if RBF kernel is used)

• RF: number of trees, number of features considered for
the best split, minimum number of samples required to
split an internal node, minimum number of sample in
leaves.

To evaluate performance of optimized classifiers, we split
our data into three sets according to build job. Overall perfor-
mance is computed using a leaving-one-label-out strategy: two
build jobs are used for training a classifier/feature combination
and the left out job is used for evaluation. This is repeated
three times and results are averaged over all runs. During
validation we consider samples from part regions only, as we
are interested in differentiating elevated part surface regions
from normal ones and can safely exclude the background
regions. Please note, that during descriptor comparison we
consider all layer data and thus select descriptors which are
not prone to produce false-positive detections inside powder
regions.

Classification performance for our binary problem has to
consider the class imbalances: only one tenth of the samples
are for elevated regions. We therefore utilize the F1-score for
which we count the numbers of true positive tp, false positive
fp and false negative fn predictions and combine them to
precision P = tp

tp+fp and recall R = tp
tp+fn , respectively. The

F1-score is then defined as

F1 = 2 · P ·R
P +R

. (1)

III. EXPERIMENTAL RESULTS AND DISCUSSION

We present our results in order of the evaluation pipeline:
first the descriptor comparison, then classifier parameter tuning
and finally validation of the selected configurations.
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Fig. 5. Comparison of descriptors based on classification performance of
Stochastic Gradient Descent classifier (in descending order of median scores).
Configurations were evaluated on first four images of all three jobs.

Figure 5 presents the descriptor comparison. The obtained
scores show three clusters: the large DAISY descriptors (R ≥
15) achieve the best performance of F1 ≈ 0.7, smaller DAISY
descriptors and HOG descriptors form the center cluster with
0.4 ≤ F1 ≤ 0.6, and LBP achieves scores of F1 < 0.4.

To determine if rotating DAISY descriptors increases the
predictive power we compare rotated descriptors to their
rotation-variant counterparts. For most configurations, rotation
does not improve the performance. For A = 20, D = 40
(daisy 20deg r20) the performance of the rotated version is
even slightly worse (∆F1 = −0.011). One exception is the
smaller descriptor A = 20, D = 20 (daisy 20deg r10) for
which the rotated version is better (∆F1 = 0.026).

As the performance differences are small, we conclude that
rotation of descriptors can be safely omitted. This result con-
tradicts the assumption that rotation invariance was required
due to the rotated scanning scheme.

For the analysis of laser scan lines, the correct descriptor
size and angular resolution has to be selected. We summarize
the results of the descriptor comparison with respect to their
parameters in Figure 6. The best scores are obtained with
larger descriptors (D > 20) and coarse to medium angular
resolution 20◦ ≤ A ≤ 90◦.

These results emphasize the need to analyze multiple scan
lines to detect surface deviations. Interestingly, the perfor-
mance for D = 40 pixels is approximately constant for angular
resolutions 20◦ ≤ A ≤ 90◦. As a consequence a lower angular
resolution can be chosen to reduce feature dimensionality
(A = 20◦ and A = 90◦ yield features with 306 dimensions
and 52 dimensions, respectively) without diminishing perfor-
mance.

The analysis of obtained learning curves in Figure 7 yields
that Stochastic Gradient Descent is fastest and uses larger
training subsets than all other classifiers. The obtained perfor-
mance, however, does not increase much with larger training
sets. Training of Random Forests is two orders of magnitude

5 10 15 20 45 90

Angular Resolution  [ ◦ ]

40
30

24
20

16

D
es

cr
ip

to
r S

iz
e 

D
 [p

x]

0.0

0.2

0.4

0.6

0.8

1.0

M
ea

n 
F1

-S
co

re

Fig. 6. Impact of descriptor parameters on classification score for all examined
configurations (averaged classification results of descriptor comparison).
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Fig. 7. Learning curves and runtimes for different classifier/feature combi-
nations. Training was performed on an increasingly larger stratified subset
of data from job A. Scores were obtained using 3-fold cross validation and
10 iterations of randomized parameter search. Runtimes are provided for
combined 30 train/test cycles.

slower but achieves very high F1-scores for all selected
descriptors (Figure 8). Support Vector Machines are slowest
and exceed the time budget even for N < 104 samples.

These results confirm the aforementioned algorithmic com-
plexities and suggest the usage of either SGD or RF as
classifier if fast training is a requirement. As RF consistently
achieve superior performance and do not require the usage
of high dimensional features (good performance for different
angular resolutions), we consider it a robust and flexible
choice.

Final validation was performed on 4.8× 106 training sam-
ples and 2.4× 106 test samples of part regions(D =40 pixels,
i.e. a stride of 20 pixels). Parameter values for RF and SGD
were as follows
• SGD: α = 1× 10−5, 100 epochs
• RF + DAISY (A = 90◦, 52-dim): 1502 trees, max. 47

features for best split, split node for min. 2 samples,
min. 6 samples in leaves

• RF + DAISY (A = 20◦, 306-dim): 637 trees, max. 249
features for best split, split node for min. 4 samples,
min. 8 samples in leaves

Table II presents detailed validation results.
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Fig. 8. Results of parameter search for different classifier/feature combina-
tions. Results were obtained using 3-fold cross validation on data of job A.

TABLE II
RESULTS OF CLASSIFIER VALIDATION. AVERAGE OF CROSS-VALIDATED

SCORES FROM DATA SPLIT BY JOB.

Configuration Training Speed
[samples/s]

Prediction Speed
[samples/s]

F1-Score

SGD + DAISY
A = 20◦D = 40

11675 519825 0.670

RF + DAISY
A = 20◦D = 40

12 2340 0.667

RF + DAISY
A = 90◦D = 40

25 1506 0.650

IV. CONCLUSION

In this work, we analyzed laser exposure result images from
Laser Beam Melting (LBM) processes using a classifier-based
approach for detecting elevated regions. We compared three
dense descriptor types, HOG, DAISY, and LBP, in different
configurations with and without rotation invariance by training
a Stochastic Gradient Descent classifier and performing cross-
validation on a training set. The DAISY descriptor with
medium angular resolution and large support (A = 20◦, D =
40 pixels) performed best. Rotating DAISY descriptors to ob-
tain rotation invariance did not yield a significant improvement
of classification performance. Additionally increasing angular
resolution beyond A = 20◦ for large descriptors provided no
benefit.

We evaluated learning curves of different feature/classifier
combinations to identify a configuration with good perfor-
mance and reasonable training time.

It was found that a Stochastic Gradient Descent classifier
in combination with a DAISY descriptor with an angular
resolution of A = 20◦ achieves a cross-validated F1-score
of 0.670.

The presented method for feature and classifier evaluation
can be applied to other surface inspection tasks and will be
used for evaluation of layer surface quality in LBM processes.

Further research will focus on improving the detection
accuracy e.g. by using an ensemble of classifiers.

REFERENCES

[1] T. Wohlers, Wohlers Report 2013. Additive Manufacturing and 3D
Printing State of the Industry. Annual Worldwide Progress Report. Fort
Collins, CO, USA: Wohlers Associates, 2013.

[2] S. Kleszczynski, J. zur Jacobsmühlen, J. T. Sehrt, and G. Witt, “Error
Detection in Laser Beam Melting Systems by High Resolution Imaging,”
in Proceedings of the Twenty Third Annual International Solid Freeform
Fabrication Symposium, Aug. 2012.

[3] B. Reinarz and G. Witt, “Process Monitoring in the Laser Beam Melting
Process - Reduction of Process Breakdowns and Defective Parts,” in
Proceedings of Materials Science & Technology 2012, 2012.

[4] J. zur Jacobsmühlen, S. Kleszczynski, D. Schneider, and G. Witt, “High
resolution imaging for inspection of Laser Beam Melting systems,”
in IEEE International Instrumentation and Measurement Technology
Conference (I2MTC) 2013, 2013, pp. 707–712.

[5] D. Lowe, “Object recognition from local scale-invariant features,” in
Computer Vision, 1999. The Proceedings of the Seventh IEEE Interna-
tional Conference on, vol. 2, 1999, pp. 1150–1157vol.2.

[6] D. G. Lowe, “Distinctive Image Features from Scale-Invariant Key-
points,” International Journal of Computer Vision, vol. 60, no. 2, pp.
91–110, 2004.

[7] N. Dalal and B. Triggs, “Histograms of oriented gradients for human
detection,” in Computer Vision and Pattern Recognition, 2005. CVPR
2005. IEEE Computer Society Conference on, vol. 1, 2005, pp. 886–
893vol. 1.

[8] E. Tola, V. Lepetit, and P. Fua, “A fast local descriptor for dense
matching,” in Computer Vision and Pattern Recognition, 2008. CVPR
2008. IEEE Conference on, Jun. 2008, pp. 1–8.

[9] ——, “DAISY: An Efficient Dense Descriptor Applied to Wide-Baseline
Stereo,” Pattern Analysis and Machine Intelligence, IEEE Transactions
on, vol. 32, no. 5, pp. 815–830, May 2010.

[10] K. Mikolajczyk and C. Schmid, “A performance evaluation of local
descriptors,” Pattern Analysis and Machine Intelligence, IEEE Transac-
tions on, vol. 27, no. 10, pp. 1615–1630, Oct. 2005.

[11] J. Fischer, A. Ruppel, F. Weisshardt, and A. Verl, “A rotation invari-
ant feature descriptor O-DAISY and its FPGA implementation,” in
Intelligent Robots and Systems (IROS), 2011 IEEE/RSJ International
Conference on, Sep. 2011, pp. 2365–2370.
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