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Abstract. Approaches for detecting regions of interest in biomedical image data
mostly assume that a large amount of annotated training data is available. Cer-
tainly, for unchanging problem definitions, the acquisition of large annotated data
is time consuming, yet feasible. However, distinct practical problems with large
training corpi arise if variability due to different imaging conditions or inter-
personal variations lead to significant changes in the image representation. To
circumvent these issues, we investigate a classifier learning scenario which re-
quires a small amount of positive annotation data only. Contrarily to previous
approaches which focus on methodologies to explicitly or implicitly deal with
specific classification scenarios (such as one-class classification), we show that
existing supervised classification models can handle a changed setting effectively
without any specific modifications.

1 Introduction

The detection of regions of interest is a highly relevant field in biomedical image analy-
sis. Some specific applications comprise the detection of cells [1] in microscopic image
data, the localization of intracranial aneurysms [2] as well as lymph node detection [3].
The detection pipeline in these approaches mostly relies on models trained with any
kind of supervised machine learning.

Depending on intra- and inter-class variations in image data sets, for effective train-
ing of classification models large amounts of annotated training data have to be acquired
in order to precisely estimate the decision boundaries [4]. For unchanging problem def-
initions, the acquisition and annotation of large training data is time consuming, but
acceptable. However, issues with large training data arise if variations due to different
imaging conditions [5] or due to manual acquisition [6] lead to distinct changes in the
image representation. This inflexibility of learning-based systems constitutes a severe
obstacle for realistic application scenarios.

In recent literature, several strategies to deal with variations in the image domain
were identified. Specific variations can be compensated by means of image normal-
ization. The proposed methods reach from simple contrast normalization to more so-
phisticated and specific methods such as stain normalization [7]. Another approach to
compensate variability such as scale-, rotation- and illumination-variations is given by
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invariant image descriptors [8]. Finally, variations can be modeled and compensated by
learning a transformation between training and test data [9]. Whereas domain adapta-
tion methods [9] are explicitly developed to deal with slight domain shifts only, methods
claimed to be invariant [8] not necessarily outperform conventional ones in real-world
applications. Normalization is only sensibly applicable for some specific kinds of vari-
ations such as changes in color-intensity.

In order to circumvent issues arising due to distinct variability in the image data,
we pose the question if we can elude the requirement of large expert-annotated training
data in the detection scenario. Our further considerations are based on two observa-
tions which apply to many biomedical detection applications [1, 3]: (1) Target objects
(samples of positive class) in the detection scenario constitute a small area compared
to the overall image and (2) intra-class variations within the positive class are generally
smaller than variations within the negative class.

For traditional supervised machine learning, experts would either need to extract
significant amounts of positive and negative class patches in several images, or they
would need to fully detect all target objects per image (so that the rest is negative). Both
procedures are time consuming and thereby represent obstacles for real world applica-
tion of computer-aided detection systems in practical scenarios. In order to circumvent
the necessity of large training data, we consider a learning scenario with few annotated
positive samples only, which can be quickly and interactively labeled by the user. For
classifier training, these positive samples are combined with randomly chosen negative
samples which thereby contain noise due to overlaps with positive class regions.

Detection approaches from literature dealing with learning scenarios that deviate
from the traditional supervised dichtomizing classification include learning from posi-
tive and unlabeled samples [10], one-class learning [11] as well as learning with noisy
labels [12]. All of these well-known approaches consider training scenarios which are
not based on reliable label data of all classes. To compensate the modified requirement,
they rely on separate pre-processing steps [10, 12] or on algorithms which can handle
the changed setting implicitly [11]. Recent work [4] also addressed the question whether
expert annotation can be circumvented by substantially larger training data labeled by
non-experts. For a different classification application, evidence is available that nega-
tive effects of label noise can actually be compensated by large training corpi without
any modifications of the underlying classification model.

Similarly, in this work we do not propose a novel learning approach to handle
specific anomalies within the image data. Instead, we study the fundamental question
whether a robust discriminative classification model can handle the changed scenario
without any further adjustments, which has not been investigated so far.

Fig. 1: Example patches of positive (glomeruli, left) and negative class (right)
.
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1.1 Contribution

In this work, we investigate whether learning could be effectively performed based on
few user labeled positive samples as well as a large number of randomly selected nega-
tive samples. The small number of positive training samples can be easily and efficiently
obtained by user interaction for each individual image being totally independent from
large training corpi as well as inter-image similarities. The negative training samples
are automatically and randomly extracted from the images. Thereby these samples con-
tain noise due to random overlaps with positive class regions. Our case study especially
investigates the task of glomeruli detection from whole slide images of kidneys [6, 13].
Due to high-resolution image data, a manual annotation is extremely time consuming.
Traditional supervised methods suffer from distinct inter-slide variations caused by the
preparation of slides, the staining process as well as histopathological variations. Rely-
ing on a standard classification model as well as four image representation approaches,
we show that the investigated setting performs well and outperforms the traditional su-
pervised classification protocol based on a similar amount of annotated training data.

2 Experimental Study

In this experimental study, the focus is on detecting renal glomeruli based on histo-
logical whole-slide image data [6, 13]. In mammalian kidneys, glomeruli are the first
segment of nephrons, the microscopical functional unit of kidneys, and consist of a tuft
of small blood vessels (capillaries), where blood is filtered and primarily urine is pro-
duced. Several kidney diseases affect and damage the glomeruli, which results in a loss
of the filter function. The diagnosis, and thereby the decision on adequate treatment is
currently based on renal biopsies. Due to clinical needs there is also a strong research
focus on renal diseases and specifically on the analyses of glomerular damage. Since
such manual identification and quantification of morphological glomerular alterations
is extremely time consuming, supporting automated glomeruli detection would greatly
facilitate the analyses of glomerular diseases in both clinical and experimental settings.

Methods for detecting renal glomeruli have to deal with inconveniences: Due to
strong variability especially in the negative class (non-glomerulus), large amounts of
labeled training data have to be acquired in order to obtain reliable classification mod-
els. Additionally, variations due to different staining protocols so far require separate
training sets per imaging protocol. These variations do not only occur between whole
slide images prepared with different stains, but also in case of similar ones which is due
to the manual image acquisition process. Finally, detection has to cope with variations
due to pathological changes. In spite of these difficult circumstances, the two observa-
tions (from Sect. 1) generally drawn from many detection applications are assumed to
apply because: (1) Glomeruli cover insignificant areas of the kidney and thereby the
introduced noise level is assumed to be low. Whereas the kidney covers approximately
105 × 105 pixels, one glomerulus typically has a size of about 250 × 250 pixels. As
a whole slide image contains typically 200 glomeruli, these structure covers approxi-
mately 107 pixels, which is a fraction of only 0.1 %. (2) Whereas texture outside of
regions to be detected shows strong variations, texture of the target objects visually
exhibits a rather low degree of intra-class variability as exemplarily illustrated in Fig. 1.
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2.1 Image Dataset

The image data was obtained from resected mice kidneys (showing high similarity to
human kidneys). Kidneys were processed as previously described [14], in short they
were fixed in methyl Carnoy’s solution and embedded in paraffin. Paraffin sections
(1 µm) were stained with periodic acid-Schiff reagent and counterstained with hema-
toxylin. Whole slides were digitalized with a Hamamatsu NanoZoomer 2.0HT digital
slide scanner and a 20× objective lens. For evaluation, three renal whole slide images
showing significant variations with a size of 53248 × 40704 pixels are evaluated con-
taining 147 (image 1), 183 (image 2) and 199 renal glomeruli (image 3), respectively.
The background of the whole slide image data, is not considered during processing.

2.2 Proposed Architecture

First, for classifier training, patches of a fixed size are extracted in the center of an-
notated glomeruli, representing the positive class. Negative class patches are randomly
selected from the whole slide image without considering the positive class samples. The
patch size depends on the utilized image representation (Sect. 2.3). We specifically in-
vestigate varying numbers of labeled overall training samples s with s ∈ {2, 4, 8, 16, 32}
and three different scenarios: First, we investigate traditional classifier training with s

2
labeled samples of both classes (referred to as BASE). The two further approaches rely
on s labeled positive samples and 10s randomly selected samples (Tx10) or 1000 ran-
domly selected samples as negative class sample data (T1000), respectively. For clas-
sification, a linear C-SVM 1 is trained with four different image representations. This
model is furthermore utilized to evaluate probabilities of evaluation set patch data by
applying the sliding window approach with a step size of 50 pixels [13]. The matrix
representing the positive class probabilities is convolved with a Laplacian-of-Gaussian
operator to delineate punctually high probabilities in the midst of low probabilities.
The Gaussian σ is set in a way that the radius of zeros corresponds to the expected
glomeruli size which is generally relatively constant (128 pixels). Finally, these values
are thresholded and the maxima of each connected component are extracted represent-
ing the detected glomeruli centers. In order to avoid any bias, the threshold for one
image is evaluated based on the maximization of the balanced F-score of the other
whole slide images. Training and evaluation is performed on the same images to focus
on a realistic interactive learning scenario independent of any stored training data.

2.3 Image Representations & Evaluation Details

For image representation, two methods which have been successfully applied in glomeru-
lus detection (Rectangular histogram of oriented gradients (HOG) [13], 3D Color His-
tograms (I1H2H3) [6] consisting of 103 bins) have been deployed as well as two further,
more compact and straightforward representations (MS, MSD), which are supposed to
be suitable in combination with few training data. MS is a simple descriptor consisting
of the means and the standard deviations for each of the three color channels of the RGB

1 We use the MATLAB C-SVM implementation.
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image. Thereby, the color distribution in the images which is Gaussian-like is efficiently
captured. MSD consists of mean gray values after binarization (setting the threshold to
the median of the image) and erosion as well as dilation with disks of variable radii.
Specifically, radii between one and six pixels are chosen corresponding to typical sizes
of structures in the histopathological images. Applying this procedure separately to
each color channel, a 36-dimensional vector is obtained (3 ·(6+6)). Thereby, statistical
information of the shapes obtained after binarization is extracted. The latter two meth-
ods are deployed due to their compactness, because high dimensional methods such as
HOG with 128 dimensions are supposed to be vulnerable to small training data sets. As
proposed, the patch size is set to 800× 800 pixels (HOG [13]) and 200× 200 pixels in
case of the other descriptors [6], respectively. All descriptors are L2 normalized.

The SVM’s c-values (one per class) are evaluated during cross-validation. However,
the ratio between the c-values of the two classes is fixed according to the ratio of uti-
lized training data. Thereby, a false sample in the negative class training data (which
has a lower weight due to the larger amount of data) only marginally influences the
evaluated decision hyperplane. In order to obtain stable results, classifier training and
evaluation is performed 16 times. In each iteration, the random selection of training set
samples is repeated. Finally, in the results section we report the mean F-scores as well
as standard-deviations. To assess whether improvements are statistically significant a
left-tailed Wilcoxon rank-sum test is applied.

2.4 Fraction of Mislabeled Training Data

Before assessing the performance of the proposed training scenario, we estimate the
amount of false training samples in the negative class (Sect. 2, observation (1)). As ex-
tracted patches are not necessarily located completely inside or outside of glomeruli, we
differentiate with regard to the area of overlap between negative class samples and pos-
itive class image regions. Figure 2 shows for varying overlap fractions the cumulative
density of the thus distorted negative class training data. For a certain overlap fraction,
the bar represents the fraction of negative class data which is at least affected by this
overlap. Considering the second bar from the right (per plot), it can be observed that
approximately 2 % of patches contain any overlap with data corresponding to the false
class. Regarding only distinct overlaps (≥ 50 %), less than 1 % of patches are affected.
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Fig. 2: Overlaps (Jaccard index) of negative class training data with positive class.
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2.5 Variability in Positive and Negative Class
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Fig. 3: Fraction of mean dis-
tances of positive and mean
distances of negative class.

Next, we experimentally evaluate if observation (2) can
be confirmed quantitatively. We compute the mean be-
tween all pairwise Euclidean feature distances within
the two classes. In Fig. 3, the fraction between the
mean of the positive and the negative class is reported.
Thereby, a small value indicates a high difference and a
value close to one indicates a low difference. We notice
that (apart form HOG), the assumption definitely holds
as the fractions are generally low (< 0.25).

BASE Tx10 T1000 * p<0.05 ** p<0.01 ****** p<0.001

Image 1 Image 2 Image 3

M
S

M
SD

I1
H

2H
3

H
O

G

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 1: HOG

**

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 2: HOG

****

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 3: HOG

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 1: I1H2H3

**** ****

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 2: I1H2H3

**** ****

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 3: I1H2H3

**** **** **

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 3: MSD

**** **** **** ******

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 1: MSD

**** **** ******

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 2: MSD

**** ****

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 1: MD

****** ****** ** **** **

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 2: MD

****** ****

2 4 8 16 32
# Training Data

0  

0.2

0.4

0.6

0.8

1  

F
-S

co
re

Image 3: MD

****** **** **** **** ******

Fig. 4: Performance comparison of renal glomeruli detection protocols: These plots
present F-scores obtained with the proposed protocol (Tx10 and T1000) compared to
traditional supervised learning (BASE) for varying training set sizes. Asterisks indicate
significant improvements of both new methods compared to the traditional approach.
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2.6 Detection Results

In our main experiment, we study the performance obtained with the proposed protocol
compared to traditional supervised training based on correct positive and negative sam-
ples (referred to as BASE). We evaluate varying overall training set sizes as well as two
settings of the novel protocol. Setting Tx10 considers ten times more negative training
data compared to positive class training data. Setting T1000 collects a fixed amount
of 1000 samples of the negative class. Figure 4 shows the balanced F-scores obtained
with the proposed protocol (Tx10 and T1000) as well as traditional supervised training
(BASE) combined with all image description methods. The large symbols (see legend)
connected by the solid lines show the mean F-scores whereas the small symbols con-
nected by vertical dashed lines present the standard deviations. On the horizontal axis,
the number of overall labeled training samples is provided. Asterisks (see legend) in-
dicate a statistically significant improvement of both new protocols (Tx10 and T1000)
compared to traditional classification. Regarding the outcomes with image descriptors
which have already been investigated with respect to glomeruli detection, it can be ob-
served that these methods do not perform well. Similarly for HOG and I1H2H3, even
with 32 labeled samples for classifier training, an appropriate classification model can-
not be estimated. Regardless of the training protocol, F-scores remain below 0.25. Con-
sidering the outcomes of the more compact MSD descriptor, a significantly improved
performance can be observed. With the standard protocoll (BASE), F-scores between
0.44 and 0.62 are achieved with only eight training data images. With the proposed tech-
nique these performances can be even increased further and detection rates of up to 0.84
are obtained. The setting based on more (fixed) training data (T1000) mostly delivers
superior outcomes. Similar results are observed in case of the very simple and efficient
MS descriptor. Traditional supervised classification can be clearly outperformed by the
new protocol and even with only two annotated samples F-scores up to 0.70 can be
reached. The standard-deviations generally decrease in case of the proposed technique.

3 Discussion

In this work, an effective learning protocol is proposed which can be practically ap-
plied to manifold detection scenarios as it is not based on large training data and can be
combined with traditional supervised classification models. Here, we specifically inves-
tigated a linear SVM which is known to be robust to label noise, however, other models
could be considered in future work as well. We showed that the fraction of overlaps
between negative training data and positive image regions is small and that variability
within the positive class is smaller than in the negative class.

Considering the main experiments, combined with compact image representations,
even with very few manually labeled training samples, the proposed protocol delivers
excellent outcomes. Additionally, we notice that the novel protocol corresponds to dis-
tinctly decreased standard-deviations which means that the impact of the selection of
the training data virtually vanishes.

Methods extracting higher dimensional feature vectors cannot be effectively applied
in combination with few training data. Even with the new protocol, which enlarges the
training data, only subtle performance gains are achieved. This is supposedly due to
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larger intra-class variations in the feature space of positive class samples in combina-
tion with the higher dimensional descriptors (especially with HOG). Considering the
distribution of false-negative samples in the training data (Fig. 2), image 3 seems to be
most appropriate containing the lowest number of false training samples. Although the
overlap differences are quite small, most distinct improvements considering the detec-
tion performance (Fig. 4) in case of this image could indicate a correlation.

In summary, this work shows that an existing supervised machine learning method
has not necessarily to be modified to deal with the investigated learning scenario. Our
results indicate that related detection scenarios with comparable distributions of regions
of interest can benefit in a similar way from the proposed protocol.
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